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Content

• Today’s class
–Class information: schedule, notes, grades.
–Why/how/what high performance computing ?
–Parallel architectures & performance metrics.
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Information I: Schedule

• 21.09: Introduction (JHW).
• 28.09: Cache and Concurrency (SMM).
• 05.10: Parallel Computing – Concepts  and Definitions (SMM).
• 12.10: Instruction and Data-Level Parallelism (Part I) (SMM).
• 19.10: Data-level Parallelism (Part II) and HPC libraries (SMM).
• 26.10: Finite-differences (JHW).
• 02.11: Single-value decomposition (JHW).
• 09.11: Monte-Carlo (JHW).
• 16.11: HPC Libraries + Thread Level Parallelism + OpenMPI I (SMM).
• 23.11: OpenMP II (SMM).
• 30.11: MPI Part I (SMM).
• 07.12: MPI Part II (SMM).
• 14.12: MPI Part III (SMM).
• 21.12: Mockup Exam
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Information II: Grading

• 1 Session Exam – with computers.
• 6 homeworks (HW)
• Extended TA hours.

• Grading system:
● HW must be submitted by 8am on due date via Moodle.
● HW solutions presented by TAs on the same date.
● Grade own homework (scale 1 to 6).
● Important: If average HW grade differ more than 1.49 points from 

final exam grade, only the final grade will be counted.
● Class grade = MAX(0.8*Exam + 0.2*HW, 1.0*Exam).

4



Information III: Working Together

• You are encouraged to discuss and work together with your 
classmates.

• Misconduct: submitting as your own work, or parts thereof, of 
another person [from a book, the web, a program library or any 
other source] without proper credit.

• If the source is properly cited, homework credit should reflect use of 
other’s work.

• If your work with someone else and submit a similar homework, 
then you must state your collaborator(s) – you will each receive half 
(third, etc.) of the grade.

• No plagiarism [one incident = class failed].
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Class Material

• Class notes.
• Web link: https://www.cse-lab.ethz.ch/teaching/hpcse-i-hs22/
• Suggested references:

• Practice, practice, practice,...
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More links and credits 
for class material

• HPC tutorial at LLNL – Blaise Barney:
● https://computing.llnl.gov/?set=training&page=index

• Parallel Program Design – Ian Foster:
● http://www.mcs.anl.gov/~itf/dbpp/

• MPI: www.mpi-forum.org/docs/
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What we hope you 
get out of the course

• THINK in terms of parallel computing.

• Performance analysis and tuning.

• Fundamentals of using OpenMP and MPI.

• Four algorithmic dwarfs in Science and Engineering.
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The early days

Hidden Figures
20th Centuri Fox 
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Computers
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Increase in performance
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Data
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Algorithms
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Why Compute ?

• Complement theory and experiments.
• Test hypotheses.
• KNOWLEDGE:

● process/analyze data.
• PREDICTION:

● Optimize/design.
• Decision !



Serial computing

• Serial implementation of programs for single CPUs
● Program has series of instructions.
● Executed one after the other.
● One instruction at a time.
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Parallel computing

• Program is executed using multiple machines
● A problem is broken into discrete parts that can be solved 

concurrently.
● Each part is further broken down to a series of instructions. 
● Instructions from each part execute simultaneously on different 

machines (here: CPUs).
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Requirements
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Past: parallel computing = high-end science
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Today: parallel computing = everyday 
(industry, academia) computing
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Why Parallel Computing (I) ?
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Why Parallel Computing (II) ?

• Physical/Practical constraints for even fast serial computers:
● Transmission speeds – the speed of a serial computer is directly dependent upon 

how fast data case move through hardware. Absolute limits are the speed of light 
(30 cm/ns) and the transmission limit of copper wire (9 cm/ns). Increasing speeds 
necessitate increasing proximity of processing elements.

● Limits to miniaturization – processor technology is allowing an increasing number 
of transistors to be place on a chip. However, even with molecular or atomic-level 
components, a limit will be reached on how small components can be.

• Economics limitations – it is increasingly expensive to make a single processor 
faster. Using a larger number of moderately fast commodity processors to achieve 
the same (or better) performance is less expensive.

• Energy limit – limits imposed by cooling needs for chips and supercomputers.
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Economics impact of HPC (~2013)

• Airlines:
● System-wide logistics optimization systems on parallel systems.
● Savings: approx. $100 million per airline per year.

• Automotive design:
● Major automotive companies use large systems (500+ CPUs) for: 

● CAD-CAM, crash testing, structural integrity and aerodynamics.
● One company has 500+ CPUs parallel system.

● Savings: approx. $1 billion per company per year.
• Semiconductor industry:

● Semiconductor firms use large systems (500+ CPUs) for device electronics 
simulations and logic validation.

● Savings: approx. $1 billion per company per year.
• Energy:

● Computational modeling improved performance of current nuclear power plants, 
equivalent to building two new power plants.
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(Parallel) Computing Challenges
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• Multi-core/processors:
● Reduce communication/synchronization overload.
● Load imbalance.
● Cache coherence (different caches with the same value).

• Single core:
● Memory hierarchy.
● Instruction synchronization.
● Arithmetic: associative (instruction order matter).
● Advanced instructions (hardware and compilers).

• I/O:
● Redundant arrays of inexpensive disks (RAID: multiple resources for I/O – goes for 

fault tolerance as well)



Technology Trends: 
Microprocessor capacity

33



Impact of Device Shrinkage

• What happens when the feature size (transistor size) shrinks by a 
factor of x ? 
● Clock rate goes up by x because wires are shorter (actually less 

than x because of power consumption)
● Transistors per unit area goes up by x2.
● Die size also tens to increase.

● Typically another factor of ~x.
● Raw computing power of the chip goes up by ~x4 !

● Typically x3 is devotes to on-chip:
● Parallelism: hidden parallelism such as instruction level 

parallelism (ILP).
● Locality: caches.

● So most programs runs x3 faster, without changing them [The Good 
Old Days].
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The power wall

• Dominant technology for integrated circuits is called CMOS 
(Complementary Metal-Oxide Semiconductors).

• For CMOS, the primary source of power dissipation is the so-called 
“dynamic power” - the power consumed in switching.
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Function of number of transtors 
connected to an output (fanout) 
and technology that determines 
the capacitance of both wires 
and transistors  

This is function of the 
clock rate



The power wall

• How can power grow by 30x while clock rates by 103 x ? Reduce the 
voltage ! (!15% per generation)

• Further lowering the voltage makes the transistors too leaky (like 
water faucets) that cannot shut off.

• Even today 40% of consumption is due to leakage (leakage current, 
gate leakage).

• Alternative is to take that power and use it more efficiently or to cool 
the computes.

• After hitting the wall → multi-core 
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Multicore

• Since 2006 all microprocessor companies are shipping computers 
with multiple cores per chip.

• New Moore: double the number of cores per microprocessor per 
semi-conductor technology generation every two years.
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Moore’s law (how we fail it)
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Parallelism today ?

• All major processor vendors are producing multicore chips
● [almost] every machine is already a parallel machine
● To keep doubling performance, parallelism must double.

• Which [commercial] applications can use this parallelism ?
● Do they have to be rewritten from scratch ? YES - they have been.

• Will all programmers have to be parallel programmers ?
● New software model needed.
● Try to hide complexity from most programmers – eventually.
● In the meantime, we need to understand it !

• Computer industry betting on this big change.
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Moore’s Law reinterpreted

• Number of cores per chip can double every two years.

• Clock speed will not increase (possibly decrease).

• Need to deal with systems with millions of concurrent threads 
(GPUs).

• Need to deal with inter-chip parallelism as well as intra-chip 
parallelism.
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The TOP500 project (I)

• Listing of the 500 most powerful computers in the world.
• Yardstick: Rmax of LINPACK (maximal performance achieved).

● Solve dense matrix problem: Ax=b (matrix is random).
● Dominated by dense matrix-matrix multiply.

• Update twice a year:
● ISC conference in June in Germany.
● SC conference in November in the U.S.

● TOP500 web site data: www.top500.org
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The TOP500 project (II)
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Why writing fast parallel programs 
is hard 

• Essential to know the hardware to get the best out of software.
• Finding enough parallelism (Amdahl’s law).
• Granularity - now big should each parallel task be ?
• Locality – moving data costs more than arithmetic. 
• Load balance – we do not want 1K processors wait for one slow one.
• Coordination and synchronization – sharing data safely.
• Performance modeling/debugging/tuning.

→ All of these things makes parallel programming much harder than 
sequential programming.
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Load (im)balance

• Load imbalance is the time some processors in the system are idle 
due to:
● Insufficient parallelism (during that phase).
● Unequal size tasks.

• Examples of the latter:
● Adapting to “interesting parts of a domain”.
● Tree-structured computations.
● Fundamentally unstructured problems.

• Algorithms need to balance load:
● Sometimes can determine work load, divide up evenly, before 

starting – static load balancing.
● Sometimes work load changes dynamically, need to re-balance 

dynamically – dynamic load balancing e.g., ‘work-stealing’. 
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Parallel Computing
Concepts and Terminology
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Terminology: units of measure

• Flop: floating point operation, usually double precision unless noted.
• Flop/s (“flops”): floating point operations per second.
• Bytes: size of data (a double precision floating point number is 8 

bytes).
• Typical sizes are millions, billions, trillions,…

● Mega: Mflop/s = 106 flop/s Mbyte = 106 bytes
● Giga: Gflop/s  = 109 flop/s …
● Tera: Tflop/s  = 1012 flop/s ...
● Peta: Pflop/s  = 1015 flop/s
● Exa: Eflop/s  = 1018 flop/s
● Zetta: Zflop/s  = 1021 flop/s
● Yotta: Yflop/s  = 1024 flop/s
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von Neumann Architecture

• Four main components:
● Memory
● Control Unit
● Arithmetic Logic Unit
● Input/Output.

• Read/write: random access memory stores both program instructions and data 
● Program instructions are coded data which tells the computer to do something.
● Data is simply information to be used by the program.

• Control units - fetches instructions/data from memory, decodes the instructions and 
then sequentially coordinates operations to accomplish the programmed task.

• Arithmetic units – performs basic arithmetic operations.
• Input/output – is the interface to the human operator. 
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Clusters

• A set of computers connected over a Local Area Network (LAN) that functions as a 
single large multiprocessor.

• Performance comes from more processors per chip rather than a higher clock rate.
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Multicores, multiprocessors

• Multiple processors per chip.
• Processors are referred to as cores.

→ Number of cores per chip is expected to double per year.
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Xeon IceLake: 28 cores.
Next gen. Sapphire Rapids: 60 cores.



Performance
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Performance evaluations (I)

Computational cost (energy):

• Total execution time on all processors:

– t(1): execution time (wall-clock) on a single proc.

– ti(Nproc): execution time (wall-clock) on processor i out of Nproc 

processors.

– Cost: Cp(Nproc)=Nproc*MAXi(ti(Nproc))

– Cost-optimal algorithm: cost to solve the problem on Nproc 
processors is equal to cost to solve it on a single processor.
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Performance evaluations (II)

Speedup factor:

• How many times faster the problem is solved on Nproc processors 
than on a single processor:

– Speedup (using j samples): 

– N(1) and N(Nproc) are the problem sizes.

– The maximum speedup is Nproc (linear speedup).

– Super linear speedup, i.e., S(Nproc) > Nproc is an artifact of 
using a sub-optimal sequential algorithm. 
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Performance evaluations (III)

• Strong scaling:

– Problem size does not change with the number of processors, so 
the amount of work per processor decreases.

• Weak scaling:

– Problem size increases proportionally with the number of 
processors, so the amount of work per processor remains 
constant.

• Strong scaling is harder to achieve because the communication 
overhead grows.

55



Performance evaluations (IV)

Parallel efficiency:

• Fraction of the time the processors are being used for computation:

• The efficiency is between 0 and 1 (or 0% and 100%) with an ideal 
program achieving 100% efficiency. 
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Performance evaluations (V)

Scalability:
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Performance evaluations (VI)

Amdahl’s law:

• Upper bound for speedup of a given program (fixed-size problem, strong 
scaling):

– f: serial factor, i.e., fraction of the program that cannot be parallelized 
(ts = serial time):

– Maximum speed with an infinite number of processors (N) is 1/f. If e.g., 
5% of the program is sequential, the speedup can never exceed 20!

– Question: what value of f is required to obtain a speedup of 90 using 
100 cores ? 
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Performance evaluations (VII)
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Performance evaluations (VIII)

Gufstafson’s law (serial part does not grow with problem size): 

• Assume the cost (T) of parallel execution on N processors is T = 1. 

• Let s denote the serial part and p the parallel time, thus: s + p = 1.

• The cost of the serial calculations is: T’ = s + N*p

• The scaling is then:

Thus for large N:

• “Any sufficiently large problem scales well”.
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