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Task 1: Reduction (25 Points)
Let a0, a1, . . . , aN−1 be an array of doubles for some N ∈ N. Your task is to perform a
reduction operation

r = a0 ⊕ a1 ⊕ · · · ⊕ aN−1,

where ⊕ is some associative operator1. In this task, we consider two operators: x⊕ y = x+ y
and x⊕ y = max(x, y).

We start with a warp-level reduction (N = 32), continue with block-level reduction (N = 1024)
and grid-level reduction with N ≤ 10242, and finish with arbitrarily large values of N .

a) (3 Points) Implement a device function double sumWarp(double a) that returns the
sum of all values a within a single warp. The function must return the correct result on
at least the 0th thread of each warp (other threads may return arbitrary values). Use the
minimum number of required __shfl_*_sync operations.
Optional: Think how to do a warp-level reduce-all operation, where every thread returns
the total sum, while keeping the same performance.
In total we need dlog2 32e = 5 shuffle operations. One possible reduction pattern is shown
in Figure 1.

Figure 1: One potential reduction pattern for a warp of size 32.

In code, the communication pattern looks like the following:
1If ⊕ were not associative, we would not be able to utilize parallelism.

1



1 __device__ double sumWarp(double a) {
2 a += __shfl_down_sync(0xFFFFFFFF, a, 1);
3 a += __shfl_down_sync(0xFFFFFFFF, a, 2);
4 a += __shfl_down_sync(0xFFFFFFFF, a, 4);
5 a += __shfl_down_sync(0xFFFFFFFF, a, 8);
6 a += __shfl_down_sync(0xFFFFFFFF, a, 16);
7 return a;
8 }

The first argument denotes the bitmask of threads that participate in the shuffle operation.
Here, all 32 threads are active. The second argument is the value we want to transfer
downwards, and the third argument is the relative upper lane we take the value from. For
example, if before the third shuffle operation the variable a is equal to 10.0 on thread 10,
the return value of the third shuffle will be 10.0 on thread 6. For larger lane indices where
the corresponding upper lane is out of bounds, __shfl_down_sync returns the value from
the current thread.
The implementation above computes the correct summation only on the first thread of a
warp. To compute the result everywhere, the __shfl_down_sync has to be replaced with
__shfl_xor_sync, which is in fact the preferred approach since the cost is the same anyway.
(Note that the results is correct everywhere only if the reduction operation is commutative.
For non-commutative operations, which appear rarely and which we haven’t discussed, the
result is correct only on the last thread of a warp, or the first thread, depending on how the
reduction is actually defined.)

b) (6 Points) Implement a device function Pair argMaxWarp(double a) that returns the
maximum value a within a warp, together with the position of the maximum (a number
between 0 and 31, inclusive). Here, Pair is a struct containing a double max and an
int idx. The function must return the correct result on (at least) the 0th thread of each
warp. You may assume all values a are distinct.
We show two different solutions, a general-purpose one that can be used for any kind of
(commutative) reduction, and an argmax ad-hoc solution.
The general-purpose approach is like following. Each lane prepares a pair (a, i), where a is
the argument value and i the lane index. Then, instead of exchanging single floating point
numbers, threads exchange whole pairs. The reduction + is replaced with the argmax ⊕
operation:

(a1, i1)⊕ (a2, i2) :=

{
(a1, i1), if a1 ≥ a2

(a2, i2), otherwise

1 /// Exchange a pair (max, idx).
2 __device__ Pair shfl_xor_sync(Pair value, unsigned delta){
3 return Pair{
4 __shfl_xor_sync(0xFFFFFFFF, value.max, delta),
5 __shfl_xor_sync(0xFFFFFFFF, value.idx, delta),
6 };
7 }
8
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9 /// Reduce two pairs.
10 __device__ Pair argMaxOp(Pair a, Pair b) {
11 return a.max >= b.max ? a : b;
12 }
13

14 __device__ Pair argMaxWarp(double a) {
15 Pair t{a, (int)threadIdx.x & 31};
16 t = argMaxOp(t, shfl_xor_sync(t, 1));
17 t = argMaxOp(t, shfl_xor_sync(t, 2));
18 t = argMaxOp(t, shfl_xor_sync(t, 4));
19 t = argMaxOp(t, shfl_xor_sync(t, 8));
20 t = argMaxOp(t, shfl_xor_sync(t, 16));
21 return t;
22 }

As said, this approach (custom shuffle + custom ⊕ operator) can be used for any element
types and any reduction operator ⊕. However, the general-purpose approach may not be
optimal in this case, since we shuffle the index, an information that is implicitly available.
The next snippet shows an alternative solution, specific to the argmax operation:

1 __device__ Pair argMaxWarp(double a) {
2 double t = a; // max
3 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 1));
4 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 2));
5 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 4));
6 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 8));
7 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 16));
8 unsigned ballot = __ballot_sync(0xFFFFFFFF, a == t);
9 int idx = __ffs(ballot) − 1;

10 return {t, idx};
11 }

Here, the threads only exchange the value a, whereas the index is determined by ballot and ffs
instructions. After the threads computes the maximum value within the warp, each checks
if they have the maximum (a == t) and exchange this information with other threads using
a ballot instruction. Then each thread computes the location of the first 1 in the ballot
bitmask, which indicates the location of the (first) maximum.

c) (6 Points) Pick one of the following:

• Implement a device function double sumBlock(double a) that returns the sum of
all values a within a single block of size exactly N = 1024 = 322.

• Implement a device function Pair argMaxBlock(double a) that returns the maxi-
mum and the location of the maximum of all values a within a single block of size
exactly N = 1024 = 322. The location is now a number between 0 and 1023.

It is sufficient for the 0th thread of a block to return the correct result. Hint: Utilize the
functions from previous subquestions. Think what mechanism you can use to exchange
information between threads (or warps) of a single block.
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Please see the code for details.
Regarding the argmax problem, the first warp-level argmax can be done with the optimized
version from the previous subqeustion (the index i is implicitly available). However, the
second stage argmax (argmax of warp results) must be done with a more general version
operating on pairs (a, i), where both a and i can be arbitrary numbers (and are not implicitly
defined through threadIdx.x):

1 __device__ Pair argMaxWarp(Pair a) {
2 double t = a; // max
3 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 1));
4 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 2));
5 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 4));
6 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 8));
7 t = max(t, __shfl_xor_sync(0xFFFFFFFF, t, 16));
8 unsigned ballot = __ballot_sync(0xFFFFFFFF, a == t);
9 int maxIdx = __ffs(ballot) − 1;

10 // Exchange a.idx from the first thread with the
maximum value a.max.

11 int outIdx = __shfl_sync(0xFFFFFFFF, a.idx, maxIdx);
12 return Pair{t, outIdx};
13 }

(The solution code has a slighlty different formulation of the same code.)

d) (7 Points) For more than 1024 elements we would like to parallelize the reduction using
multiple blocks2. Utilize the single-block reduction from the previous subquestion to
implement multi-block reduction for N ≤ 10242.
The reduction can be done in two steps. The first is a kernel that performs block-level
reduction and stores the result in a temporary array, one item per block. After that, the
second kernel launch reduces the temporary array into one single final result.
See the code for details.

e) (3 Points) Propose at least one way to perform sum reduction for a hypothetical case of
N = 2× 109, without copying any data back to the host.
The procedure from the previous subquestion can be easily extended to support up to
N ≤ 1024K , by launching K kernels consecutively. Alternatively, we can modify the first
kernel to operate on more than one element of the array using grid-strided loops3. The
following snippet shows a possible implementation of the first reduction kernel:

1 __global__ double argMaxReduceKernel1(
2 const double *aDev, Pair *bDev, int N) {
3 // Should be −infinity, a neutral value for argmax.
4 Pair myValue{−1e100, 0};
5 for (int idx = blockIdx.x * blockDim.x + threadIdx.x;
6 idx < n;
7 idx += blockDim.x * gridDim.x) {

2We could always implement reduction for an arbitrary N even with a single thread, but then we would
not have any parallelism.
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8 myValue = argMaxOp(myValue, Pair{aDev[idx], idx});
9 }

10 Pair blockResult = argMaxBlock(myValue);
11 if (threadIdx.x == 0)
12 bDev[blockIdx.x] = blockResult;
13 }

Note that the second kernel is still needed to perform the final reduction (it could also be
done at the end of the first kernel, for blockIdx.x == 0 only).

3For more info, see https://devblogs.nvidia.com/cuda-pro-tip-write-flexible-kernels-grid-stride-loops/.
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Task 2: Inclusive Scan (25 Points)
Inclusive scan (inscan) is an operation that takes as input an array of size N

{a0, a1, a2, . . . , aN−1}

and produces an array of partial reductions

{a0, a0 ⊕ a1, a0 ⊕ a1 ⊕ a2, . . . , a0 ⊕ · · · ⊕ aN−1},

where ⊕ is a given associative binary operator.

For example, for the following array of size N = 6:

{5, 1, 3, 2, 3, 2}

and summation operator + as the operator ⊕, the expected result is

{5, 6, 9, 11, 14, 16}.

The goal of this task is to implement the inclusive scan algorithm in increasing order of complexity
from smaller to larger maximum array sizes N . Here, we focus only on summation inscans. Refer
to the slides for the algorithm details (pick either of the two algorithms).

a) (8 Points) Implement the function Scan::inclusiveSum in src/scan.cu such that it
supports array sizes N of up to 32. Test the code by running ./inscan --warp. Hint:
consider implementing a standalone device function that takes one value as an argument
and returns the inscan of values in the current warp.
See the solution code for the implementation.

• 2 for kernel indexing, reading the array elements and saving the output
• 5 for the correct exchange and summation logic
• 1 for the kernel launch (accept also if part of N > 32 code)

b) (8 Points) Update the Scan::includeSum function to support up to N ≤ 1024 elements.
For simplicity, use 1024 threads per block.
Test your code with ./inscan --block.
To compute the block-level scan, where each thread handles 1 element, we will first split
the elements according to the warp they belong to, i.e. groups of size 32. The scan is
performed in multiple steps. First the scan is computed within each warp. At this point,
the results are missing the contribution of elements from previous warps (those with smaller
indices). In order to compute the total sum of all those elements, we operate on the whole
warp sums. Hence, in the second step the warp sums are collected in a shared array of size
32. The sum of the 32 elements of a warp is available at the last thread of the warp. In the
third step we compute the scan of the warm sums and store them in another shared array.
Finally, those sums are added to the initial in-wrap scans.

• 1 warp-level inscan
• 2 gather warp sums into shared memory
• 2 ex/inscan of warp sums
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• 2 finalize block-level inscan
• 1 kernel launch

c) (9 Points) Implement the inscan for N ≤ 10242 as described in the slides.
Test and benchmark your code with ./inscan --medium. Report the execution times.
The analoguous algorithm for block-level can be applied for multiple blocks. Each block
computes the inscan of its elements, stores the result in the output array and also stores the
total sum of all elements into a temporary block sum array. Another scan is launched for
the temporary array, in order to compute the scan of block sums. Then, in the final phase,
another kernel is launched to add the block sum scan to the block-level scans.

• 2 allocate temporary array(s)
• 1 compute block-level sums (launch the kernel from the previous subtask)
• 2 collect block sums into the temporary array
• 2 inscan on the temporary array
• 2 finalize device-level inscan

d) (optional) Propose how to extend the algorithm #1 from slides to N > 10242. Imple-
ment either algorithm #1 or #2 for sizes N > 10242 and test it with ./inscan --large.
Run the code with nvprof --print-gpu-trace ./inscan --large --profile to pro-
file your and the CUB implementation. The --profile flags instructs the code to run only
one scan. Compare the performance of your kernels with the ones from CUB.
The provided solution code implements the same algorithm described in the previous sub-
question, modified such that each block handles not 1024, but a multiple of 1024 approx-
imately equal to N/1024 (the implementation uses always a power of two, see code for
details). The idea is to limit ourselves to 1024 blocks in total, such that the inscan along
the temporary array can be computed with a single block. (The exact numbers could be
fine-tuned for performance if desired.)
The CUB library, however, achieves about 2x better performance and is in fact as fast as
the last kernel that simply adds block sum scans to the block-level scans. This reminds us
that the scan operation is memory-bound and that our algorithm wastes time by reading
the input array and writing to the output array twice (once for block-level sums, once to
add the block sum scan). The CUB library avoids that by having a single kernel launch.
The algorithm performed by the CUB kernels is approximately as follows. First, each block
computes the block-level sum in a way similar to the one described in subquestion b). Instead
of storing it directly in the global array, the result is however kept in local variables. Then, the
block waits (by running a busy wait loop) until all previous blocks have completed computing
their sums and the block sum scan. Once the sum of all previous blocks is available, the
block adds its own sum to it such that next blocks can continue their computation. Finally,
the sum of all previous blocks is added to the block-level scan and the result is written to the
global output array. With the busy wait loop, the implementation avoids having to launch
multiple kernels, and more importantly to load and store the results twice.
The library also achieves higher performance by using fewer threads per block (e.g. 128
instead of 1024) and handling multiple elements per thread (e.g. 15), where the exact
numbers depend on the architecture. For more details, check the code at https://github.
com/NVIDIA/cub.
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Task 3: Cell Lists (30 Points)
In this task we look into optimizing N-body force computation using cell lists. We have N
particles with coordinates ri ∈ R2 for i ∈ {0, . . . , N−1}. For a pair of particles (i, j), we define
a repulsive short-range force Fji that the particle j exerts on the particle i:

Fji =


−rji

(α + r2ji)
5/2

if rji < rc

0 if rji ≥ rc,
(1)

where rji = rj − ri, rc is the cutoff radius and α > 0 a fixed parameter.

The total force Fi exerted on the particle i is given by

Fi =
∑
j 6=i

Fji. (2)

a) (15 Points) Implement the CellList::build function in cell_list.cu that builds the
cell lists by (1) computing the cell sizes, i.e. the number of particles contained in each
cell, (2) computing the cell offsets, i.e. starting locations of each cell in the sorted array
of particles, and (3) copying the particles to the sorted array, with respect to the cell they
belong to. To compute the cell offsets, you can use the inscan operation provided in scan.h.
Before implementing the algorithm itself, we first prepare utility functions of the CellListInfo
struct/class. The purpose of this struct is to put cell list metadata and utility functions
in one place, to more easily reuse them later in kernels that operate on cell lists (building
cell lists, computing forces etc.). The provided solution code implements two functions:
getCell, for computing the integer coordinate (ix, iy) from a real coordinate (x, y), and
getCellIndex, for computing the row-major index ix+iyNx from the real coordinate (x, y),
where Nx is the number of cells in the x direction.
The cell sizes are computed simply by iterating through all particles, computing the row-
major index of the cell they belong to and incrementing the corresponding counter with
atomicAdd. Then, the cell offsets are computed with the inclusive scan operation (either
from the Question 1, or using the provided CUB-based implementation). Finally, we iterate
over the particles again, compute where they should be by counting them again and copying
their coordinates to the output array. The counting here is performed not to count the
arrays, but to get unique positions within the cells.

• 2 for allocating and deallocating the cell sizes and offsets arrays
• 1 for resetting values to 0 (full cell sizes array and the first element of offsets)
• 3 correct formula for computing the cell index from a cell position
• 3 for computing cell size
• 3 for computing cell offsets
• 3 for reordering particles

b) (15 Points) Implement the force kernel in interaction.cu that utilizes cell lists to effi-
ciently determine which particles are within the cutoff radius of each other. For each particle
i, compute the force contribution only from the particles j that either belong to the same
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cell or to one of the 8 neighboring cells. The force Fji is provided in interaction.h and
a reference O(N2) code in brute_force.cu. Test your code by running ./cell_list.
The goal is to replace the inner for loop of the brute force kernel with a cell-list-optimized
loop. Instead of iterating over all N particles, we compute the integer coordinate (ix, iy) of
the cell the current particle belongs to and iterate only over that and neighboring cells to
look for particles that are within the cutoff radius rc. If we pick the cell size a ≥ rc, it is
sufficient to iterate over the neighboring ±1 cells, i.e. at most 9 cells.
While implementing the cell traversal, care must be taken to not exceed the bounds, i.e. to
avoid accessing cells (ix, iy) with ix/y < 0 or ix/y ≥ Nx/y. Moreover, we can take advantage
of the fact that consecutive cells in a row of cells map to a contiguous region in the sorted
array of particles. Hence, iterating over all neighboring particles can be implemented in two
loops: one over cell rows, one over particles within the row (as opposed to three loops: two
for cells, one for particles).

• 1 for computing the cell containing the current particle
• 8 for iterating over the 9 or fewer neighboring cells, bounds check
• 6 for iterating over particles of each cells and computing forces

Guidelines for reports submissions:

• Submit a single zip file with your solution (code in a compressed format) via Moodle
until May 30, 2022, 10:00am. The total size of the zip file must be less than 20 MB.

• There are 80 available points in this homework. To get a grade of 6/6 you need to collect
60 points. Collecting 50 points results in a grade of 5/6 and so on.
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