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Task 1: Exploiting Birthdays
You are invited to three parties next month, which is the perfect opportunity to exploit your
deep knowledge of statistics, in order to make some money. The idea is to place clever bets
with your friends and to take full advantage of the Birthday Problem.

Those parties will have n1, n2 and n3 guests respectively. You don’t know exactly how many
people will be joining, but you are certain that

n
(min)
i ≤ ni ≤ n

(max)
i , i = 1, 2, 3 (1)

where n(min)
1 = 10, n

(min)
2 = 25, n

(min)
3 = 40, n

(max)
1 = 14, n

(max)
2 = 39 and n(max)

3 = 49. Your
plan is to attend a party i = 1, 2, 3, wait for all the guests to arrive and then stop the music
and place a bet with every single person in the room: if you can find at least two people with
the same birthday in that room, every participant will pay you bw = CHF 10. If not, you will
have to pay each participant bl = CHF 5. For simplicity, we will assume that all your friends
like to gamble and will agree to the bet, if you decide to place it.

a) [10 points] Compute the probability that n different people have birthdays on n different
days. Then, prove that the probability of finding at least two people with the same birthday
in a group of n people is equal to

Pn = 1− 365!

365n(365− n)!
(2)

Assume that birthdays are uniformly distributed throughout a year and ignore leap years.

b) [10 points] Compute the expectation of the profit (or loss) you’ll have by placing the bet
at party i = 1, 2, 3.
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Figure 1: Histogram of birthdays throughout the year.

c) [10 points] Since a lot of money is at stake, you decide to take a more sophisticated
approach. Let f(d) denote the probability that a given person has their birthday on day
d = 1, 2, . . . , 365. Instead of making the assumption f(d) = 1

365
, you decide to model f as

follows:

f(d|µ, σ) = 1√
2πσ

exp

[
−(d− µ)2

2σ2

]
, (3)

which is a normal distribution with unknown mean µ and standard deviation σ. To determine
their ("best") values and have a probability distribution to work with, you collect data. To
do that, you use an online database of N = 100 000 recorded birthdays, which we denote
by d = {di}Ni=1. Note: here we are using a continuous function (the normal distribution)
for a discrete variable d ∈ {1, . . . , 365}, which we treat as continuous in our derivations.
Had we wanted to use a discrete d, we could have opted for the binomial distribution, which
is a discrete probability mass function that can approximate the normal. For simplicity, we
choose not to. Derive an expression for the likelihood function L(µ, σ) := p(d|µ, σ).

d) [10 points] Find the maximum a posteriori (MAP) estimates of µ and σ, which are defined
as

(µ̂, σ̂) = arg maxµ,σP (µ, σ|d) (4)

where P (µ, σ|d) is the posterior distribution of the parameters µ and σ, given the data d.
In other words, here you need to look for the values of µ and σ that best fit the observed
data. Since you do not know anything about them, you can assume that they follow uniform
prior distributions. Hint: When using Bayes’ rule, the minimum and maximum values of
the assumed uniform priors do not matter. This is because we don’t care about finding the
posterior distribution, we only need to find the arguments that maximize it. Thus, we can
work with λP (µ, σ|d) instead of P (µ, σ|d), where λ > 0 is an unknown number.

e) [5 points] Would you say that the modelling assumption to use a normal distribution is an
appropriate one? Assuming d1 corresponds to January 1st and d365 to December 31st, what
would be the values for µ̂ and σ̂ that you would expect to get? Are there better alternatives
to the normal distribution for this particular case? Assume that the data you used have the
histogram that is shown in fig 1.
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f) [5 points] You can now use the MAP estimates you found to (hopefully) make more money.
f(d) can now be used with (µ, σ) = (µ̂, σ̂) as the assumption for the distribution of birthdays
throughout the year. To simplify matters, we will discretize our new continuous distribution
and turn it into a probability mass function with discrete values. The probability that a
person has their birthday on day d is given from

fd :=

∫ d+ 1
2

d− 1
2

f(d)dd (5)

Thus, we will be working with a probability mass function that takes only the discrete values
fd , d = 1, . . . , 365. Using this probability mass function, the probability that there are
two people with the same birthday in a group of n people is given from

Pn = 1−
∑
d1

∑
d2 6=d1

· · ·
∑

dn 6=d1,d2,...dn−1

n∏
i=1

fdi (6)

Test the validity of eq. 6 by substituting fdi =
1

365
∀i = 1, . . . , 365 and deriving eq. 2.

g) [5 points] Using eq. 6 to compute the probabilities that will make us win our friends’
money is hard. In fact, it is so difficult that we cannot even write a program that computes
it for an arbitrary n with brute force. What we can do, however, is Monte Carlo integration.
For a given n, our plan will be the following:

• Take n samples from the (normal) distribution with the MAP parameter values previ-
ously found. Each sample i will be a real number ri that can be mapped to the closest
integer di. We do this sequentially, which means that each sample di has a number
from 1 to n.
• If the sampled di , i = 1, . . . , n satisfy that dj 6= dk , ∀k < j , ∀j = 2, . . . , n, we

count this as a "successful sample".

We repeat this process N times and end up with q "successful samples". What is the Monte
Carlo estimate of Pn? The correct answer does not take more than a single line.

h) [5 points] Your smarter friend from the math department had a better idea. Instead of
using brute force to compute a Monte Carlo estimate of the probabilities you need, you
could try coming up with a recursive relation. Let z(d, n) denote the probability that n
people have their birthdays on different dates, all of which are in the first d days of the year.
For example, z(31, 5) is the probability that 5 people have their birthdays in January, but
on different days. Using this definition, the following recursion is true

z(d, 0) = 1 , ∀d ≥ 0

z(0, n) = 0 , ∀n > 0

z(d, n) = z(d− 1, n) + z(d− 1, n− 1)nfd (7)

A way to interpret this recursion is the following: the probability to find n different birthdays
on the first d days of the year is made up of two independent events: the probability that n
people have different birthdays on the first d− 1 days and the probability that n− 1 people
have different birthdays on the first d − 1 days while the n−th person has their birthday
on day d. How can this recursion be used to compute Pn from eq 6 ? Again, the correct
answer does not take more than a single line.

3



Task 2: Bayesian Inference: Linear Model
You are given the linear regression model that describes the relation between variables x and y,

y = βx+ ε,

where β is the regression parameter, y is the output quantity of interest (QoI) of the system, x
is the input variable and ε is the random variable accounting for model and measurement errors.
The error is modeled by a Gaussian distribution ε ∼ N (0, σ2).

You are given one measurement data point, D = {x0, y0}.

a) [10 points] Consider an uninformative (i.e. uniform) prior for β and identify the posterior
distribution of β after observing D. Calculate the maximum a posteriori (MAP) and the
standard deviation of p(β|D).

b) [10 points] Now, consider a Gaussian prior for β with mean 0 and variance τ 2, i.e. β ∼
N (0, τ 2), identify the posterior distribution p(β|D). This form of regression is also known
as Bayesian linear regression.

Guidelines for reports submissions:

• Submit a pdf file of your solution via Moodle until March 14, 2022, 10:00am.

• There are 80 available points in this homework. To get a grade of 6/6 you need to collect
60 points. Collecting 50 points results in a grade of 5/6 and so on.
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