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OUTLINE

• Distributed systems 
• Hardware model 
• Programming model 
• MPI 

• Blocking point-to-point communication 
• MPI_Send, MPI_Recv 
• send modes 
• watch out for deadlocks! 

• Blocking collective communication 
• Common operations 
• MPI usage



Why supercomputers / distributed systems?

Allow solving large scientific / engineering problems

2 - Summit, United States: 4’608 nodes

10 - Piz Daint, Switzerland: 5’272 nodes

3 - Sierra, United States: 4’474 nodes4 - Sunway TaihuLight, China: 40’960 nodes

5 - Tianhe-2 China: 16’000 nodes

Some of today’s top Supercomputers (June 2020, top500.org)

1 - Fugaku, Japan: 158’976 nodes

http://top500.org


Recall: Shared vs Distributed memory

Pacheco, Peter. An introduction to parallel programming. Elsevier, 2011.

Shared memory system: 
each core has access to a 
common memory
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(a) A shared-memory system and (b) a distributed-memory system

with a single directive, while Pthreads requires that we do something similar to our
example. On the other hand, Pthreads provides some coordination constructs that are
unavailable in OpenMP. OpenMP allows us to parallelize many programs with rela-
tive ease, while Pthreads provides us with some constructs that make other programs
easier to parallelize.

1.6 CONCURRENT, PARALLEL, DISTRIBUTED
If you look at some other books on parallel computing or you search the Web
for information on parallel computing, you’re likely to also run across the terms
concurrent computing and distributed computing. Although there isn’t complete
agreement on the distinction between the terms parallel, distributed, and concurrent,
many authors make the following distinctions:

. In concurrent computing, a program is one in which multiple tasks can be in progress

at any instant [4].. In parallel computing, a program is one in which multiple tasks cooperate closely

to solve a problem.. In distributed computing, a program may need to cooperate with other programs
to solve a problem.

So parallel and distributed programs are concurrent, but a program such as a mul-
titasking operating system is also concurrent, even when it is run on a machine with
only one core, since multiple tasks can be in progress at any instant. There isn’t a
clear-cut distinction between parallel and distributed programs, but a parallel program
usually runs multiple tasks simultaneously on cores that are physically close to each
other and that either share the same memory or are connected by a very high-speed

Distributed memory system: 
each core has access to a  
private memory
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Shared vs Distributed Memory Parallelism

Shared memory parallelism:
• Enabled by multithreading* 
• Easy to access data from any threads 
• Might have race conditions 
• Must be aware of: false sharing, NUMA architecture  
-> Looks simple, but there is a lot of implicit complexity

Distributed memory parallelism:
• Only possible through multiprocessing 
• Each process has its own private memory 
• Must explicitly exchange data across processes 
• No race conditions 
• No false sharing 
• Can scale beyond a single computer to solve much larger problems

*Shared memory is also available as an inter-process communication mechanism, although this is very complicated and seldom used.



SPMD Programming Model

SPMD: Single Program, Multiple Data 
• A programming model for distributed memory parallelism. 
• Parallelism is achieved by creating multiple instances (processes) of the same program. 
• Each process operates on its own set of data. 
• Each process might follow a different execution path. 

  1 if (IAmThisProcess())
  2     DoThis();
  3 else if (IAmThatProcess())
  4     DoThat();
  5 ...

  1 if (dataOnMyProcess() > 4)
  2     DoThis();
  3 else
  4     DoThat();
  5 ...

OS spawns processes

P0 terminates

P1 terminates

P2 terminates



Communication in SPMD

Messages can be classified in terms of participants: 
• Point-to-point communication 
• Collective communication

OS spawns processes

P0 terminates

P1 terminates

P2 terminates
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example. On the other hand, Pthreads provides some coordination constructs that are
unavailable in OpenMP. OpenMP allows us to parallelize many programs with rela-
tive ease, while Pthreads provides us with some constructs that make other programs
easier to parallelize.

1.6 CONCURRENT, PARALLEL, DISTRIBUTED
If you look at some other books on parallel computing or you search the Web
for information on parallel computing, you’re likely to also run across the terms
concurrent computing and distributed computing. Although there isn’t complete
agreement on the distinction between the terms parallel, distributed, and concurrent,
many authors make the following distinctions:

. In concurrent computing, a program is one in which multiple tasks can be in progress

at any instant [4].. In parallel computing, a program is one in which multiple tasks cooperate closely

to solve a problem.. In distributed computing, a program may need to cooperate with other programs
to solve a problem.

So parallel and distributed programs are concurrent, but a program such as a mul-
titasking operating system is also concurrent, even when it is run on a machine with
only one core, since multiple tasks can be in progress at any instant. There isn’t a
clear-cut distinction between parallel and distributed programs, but a parallel program
usually runs multiple tasks simultaneously on cores that are physically close to each
other and that either share the same memory or are connected by a very high-speed

We need an explicit communication mechanism, 
e.g: Message Passing

In SPMD, Processes cannot communicate or synchronize implicitly through shared memory



Message Passing: point-to-point and collective communication

Network

Node A Node B Point-to-Point: a process A sends a message 
to another process B

Collective communication:  
More complex communication patterns 
involving multiple processes.  
In general, can be expressed in terms of Point-
to-Point communications

Network

Node A Node B Node N...



Productivity Comparison

Höchstleistungsrechenzentrum Stuttgart
Rolf Rabenseifner

[7] Slide 4 /139
OpenMP

Motivation: Why should I use OpenMP?

Time/Effort

Performance

Scalar
Program

OpenMP

MPI

Code does not work

OpenMP+MPI

R. Rabenseifner, HLRS Stuttgart



When to use OpenMP / MPI?

R. Rabenseifner, HLRS Stuttgart

Höchstleistungsrechenzentrum Stuttgart
Rolf Rabenseifner

[7] Slide 6 /139
OpenMP

Where should I use OpenMP?

Problem size

#CPUs

Dominated by Overhead

MPI

OpenMP

Scalar

1

Is it worth the effort? Depends on Problem Size.



MPI: Message Passing Interface

MPI defines a standard API for message passing in SPMD applications

Implementations are C libraries 

There are several implementations: 
• MPICH        https://www.mpich.org/  
• OpenMPI    https://www.open-mpi.org/  
• MVAPICH (cluster oriented)  http://mvapich.cse.ohio-state.edu/  
• DeinoMPI (windows) http://mpi.deino.net/  

Also constructor’s implementations, e.g. Cray, IBM… 

Official documentation: https://www.mpi-forum.org/docs/mpi-3.1/mpi31-report.pdf

MPI allows exploiting distributed memory systems

https://www.mpich.org/
https://www.open-mpi.org/
http://mvapich.cse.ohio-state.edu/
http://mpi.deino.net/
https://www.mpi-forum.org/docs/mpi-3.1/mpi31-report.pdf


History of the MPI standard

MPI-1 - 1992: Standardization of the message passing protocol into MPI 
                       More than 60 people from 40 organizations involved 
                       Point to point, blocking collective communications, 
                       One-sided communication, I/O, creation of processes… 

MPI-2 - 1998: FORTRAN and C++ wrappers (C++ is now deprecated) 

MPI-3 - 2012: Non-blocking collective communications

The MPI standard API goals: 

• Work on distributed memory, shared memory and hybrid systems 
• Portable, efficient, easy to use



Compile and execute MPI programs

• MPI is simply a C library, we only need to link it to the main program 
• MPI usually provides a wrapper mpic++ with compiler flags

  > mpiexec -n 2 echo "hello world"
  hello world
  hello world

  > mpic++ main.cpp -o main
  > mpiexec -n 3 main launch 3 processes able to  

communicate with MPI

  > mpic++ —showme
  g++ -I/usr/local/include -L/usr/local/lib -lmpi

OpenMPI:

• Wrapper to launch multiple processes at once: mpiexec or mpirun (also srun, ibrun)



Compile and execute MPI programs: Euler

You need to load the MPI module (after the compiler module if one is needed) 
On Euler, Open MPI is recommended; you can also try MVAPICH2 or Intel MPI

module load open_mpi
mpic++ main.cpp -o main

module load open_mpi
bsub -n 4 mpirun ./main

Launch a job with bsub 
The number of processes does not need to be passed to mpirun



'Hello world' with MPI

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     MPI_Init(&argc, &argv);
  6     
  7     printf("Hello HPCSE class!\n");
  8 
  9     MPI_Finalize();
 10     return 0;
 11 }

Initialize MPI environment

Finalize MPI environment

Can call MPI routines 

Can NOT call MPI routines! 

Can NOT call MPI routines! 

  > mpic++ hello.cpp -o hello
  > mpiexec -n 2 ./hello
  Hello HPCSE class!
  Hello HPCSE class!

include header



MPI Communicators

MPI_Comm_size: 5

• A communicator represents a grouping of processes and allows communication between them. 
• Each process has a unique rank within a given communicator 
• MPI_COMM_WORLD is the communicator for all processes; defined after MPI_Init is called 
• All MPI routines involving communications require a communicator object of type MPI_Comm 
• More about communicators in HPCSE II

MPI_Comm_rank: 3

P0

P1

P4

P2 P3

MPI_COMM_WORLD



MPI Rank and Size

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7 
  8     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  9     MPI_Comm_size(MPI_COMM_WORLD, &size);
 10     
 11     printf("Hello from rank %d out of %d\n", rank, size);
 12 
 13     MPI_Finalize();
 14     return 0;
 15 }

Get process ID
Get number of processes

Communicator of ALL processes

Asynchronous execution:  
Order is non deterministic

  > mpiexec -n 3 ./hello
  Hello from rank 1 out of 3
  Hello from rank 0 out of 3
  Hello from rank 2 out of 3



Point-to-point communication

What is a message?

Network

Node A Node B

Envelope Body
source destination communicator tag count datatype buffer

An envelope + a body

Source, Destination:  
  Rank IDs within the communicator 
Tag: 
 User-defined message numeric label

Count: number of elements (not bytes) 
Datatype: Element data type 
Buffer: A pointer to the data itself

Example:       Rank0             Rank4          MPI_COMM_WORLD  myTag         10               MPI_DOUBLE   myBuffer      

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19double* myBuffer



Point-to-point: MPI_Send and MPI_Recv

int MPI_Recv(void *buf, int count, MPI_Datatype datatype, 
             int source, int tag, MPI_Comm comm, MPI_Status *status);

int MPI_Send(const void *buf, int count, MPI_Datatype datatype, 
             int dest, int tag, MPI_Comm comm);

An MPI_Recv matches a message sent by MPI_Send only if comm, tag, source and dest match

For MPI_Recv: 

• The count variable is the maximum size that can be received, message can be smaller 
• The size of the actual message can be retrieved with MPI_Probe or from the status 
• The tag can be set to the wildcard MPI_ANY_TAG 
• Source can be set to the wildcard MPI_ANY_SOURCE
• status can be used to retrieve source and tag in case of wildcards usage; 
MPI_STATUS_IGNORE can be used if the status is not needed



MPI Datatypes

MPI_Datatype C type
MPI_CHAR char
MPI_SHORT short int
MPI_INT int
MPI_LONG long int
MPI_LONG_LONG_INT long long int
MPI_LONG_LONG long long int
MPI_SIGNED_CHAR signed char
MPI_UNSIGNED_CHAR unsigned char
MPI_UNSIGNED_SHORT unsigned short int
MPI_UNSIGNED_INT unsigned int
MPI_UNSIGNED_LONG unsigned long int
MPI_UNSIGNED_LONG_LONG unsigned long long 

intMPI_FLOAT float
MPI_DOUBLE double
MPI_LONG_DOUBLE long double
MPI_BYTE
MPI_PACKED

• MPI does not perform type conversion 
(e.g. float to int) 

• MPI performs representation 
conversion (e.g. little endian to big 
endian) when possible 

• MPI allows you to define custom 
datatypes (covered in HPCSE II)



Example: sending an integer

send one integer to rank 1

receive one integer from rank 0

  > mpiexec -n 2 ./message_int
  Rank 1 received the following integer: 7
 

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  8     MPI_Comm_size(MPI_COMM_WORLD, &size);
  9 
 10     int tag = 42;
 11     int message;
 12     
 13     if (rank == 0) {        
 14         message = 7;
 15         MPI_Send(&message, 1, MPI_INT, 1, tag, MPI_COMM_WORLD);
 16     }
 17     else if (rank == 1) {
 18         MPI_Recv(&message, 1, MPI_INT, 0, tag, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 19         printf("Rank %d received the following integer: %d\n", rank, message);
 20     }
 21 
 22     MPI_Finalize();
 23     return 0;
 24 }



Example: sending an integer

send one integer to all ranks != 0

receive one integer from rank 0

  > mpiexec -n 4 ./message_int
  Rank 1 received the following integer: 1
  Rank 2 received the following integer: 4
  Rank 3 received the following integer: 9

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  8     MPI_Comm_size(MPI_COMM_WORLD, &size);
  9 
 10     int tag = 42;
 11     int message;
 12     
 13     if (rank == 0) {        
 14         for (int i = 1; i < size; ++i) {
 15             message = i * i;
 16             MPI_Send(&message, 1, MPI_INT, i, tag, MPI_COMM_WORLD);
 17         }
 18     }
 19     else {
 20         MPI_Recv(&message, 1, MPI_INT, 0, tag, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 21         printf("Rank %d received the following integer: %d\n", rank, message);
 22     }
 23 
 24     MPI_Finalize();
 25     return 0;
 26 }



Example: sending a string with variable size

send string to all ranks != 0

receive up to 256 chars  
from rank 0
get count from status

  > mpiexec -n 4 ./message_str
  Rank 1 received the following message: `1^3 = 1`
  The message contained 8 chars
  Rank 2 received the following message: `2^3 = 8`
  The message contained 8 chars
  Rank 3 received the following message: `3^3 = 27`
  The message contained 9 chars

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  8     MPI_Comm_size(MPI_COMM_WORLD, &size);
  9 
 10     int tag = 42;
 11     char message[256];
 12     
 13     if (rank == 0) {
 14         for (int i = 1; i < size; ++i) {
 15             sprintf(message, "%d^3 = %d", i, i*i*i);
 16             MPI_Send(message, strlen(message)+1, MPI_CHAR, i, tag, MPI_COMM_WORLD);
 17         }
 18     }
 19     else {
 20         MPI_Status status;
 21         int count;
 22         MPI_Recv(message, 256, MPI_CHAR, 0, tag, MPI_COMM_WORLD, &status);
 23         MPI_Get_count(&status, MPI_CHAR, &count);
 24         printf("Rank %d received the following message: `%s`\n"
 25                "The message contained %d chars\n", rank, message, count);
 26     }
 27 
 28     MPI_Finalize();
 29     return 0;
 30 }



MPI_Send: communication modes

MPI_Send is blocking: The buffer can be reused directly after the function returns. 
There are several communication modes, called from the following functions:

MPI_Rsend: “Ready send”: Can only be called if a matching recv is already posted (user 
responsibility) 

MPI_Ssend: “Synchronous send”:  Will return only once a matching recv has been posted and 
started to receive the message. 

MPI_Bsend: “buffered send”: Stores the message in a buffer and returns immediately. 
See MPI_Buffer_attach to allocate buffer for MPI. 

MPI_Send: “standard send”: for small messages, buffered send; for large messages, 
synchronous send.

Prefer non-buffered sends to avoid unnecessary copies
Note: These functions all have the same signature.



Example: data exchange

 > mpiexec -n 2 ./message_exchange
 <pending>
 

What happens?

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  8     MPI_Comm_size(MPI_COMM_WORLD, &size);
  9 
 10     int tag1 = 42, tag2 = 43;
 11     int sendMessage, recvMessage;
 12 
 13     if (rank == 0) {
 14         sendMessage = 7;
 15         MPI_Send(&sendMessage, 1, MPI_INT, 1, tag1, MPI_COMM_WORLD);
 16         MPI_Recv(&recvMessage, 1, MPI_INT, 1, tag2, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 17     }
 18     else if (rank == 1) {
 19         sendMessage = 14;
 20         MPI_Send(&sendMessage, 1, MPI_INT, 0, tag2, MPI_COMM_WORLD);
 21         MPI_Recv(&recvMessage, 1, MPI_INT, 0, tag1, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 22     }
 23 
 24     printf("Rank %d received the following integer: %d\n", rank, recvMessage);
 25 
 26     MPI_Finalize();
 27     return 0;
 28 }



Deadlock

MPI_Init

0 sends to 1 1 sends to 0

0 recv from 1 1 recv from 0

Deadlock

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  8     MPI_Comm_size(MPI_COMM_WORLD, &size);
  9 
 10     int tag1 = 42, tag2 = 43;
 11     int sendMessage, recvMessage;
 12 
 13     if (rank == 0) {
 14         sendMessage = 7;
 15         MPI_Send(&sendMessage, 1, MPI_INT, 1, tag1, MPI_COMM_WORLD);
 16         MPI_Recv(&recvMessage, 1, MPI_INT, 1, tag2, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 17     }
 18     else if (rank == 1) {
 19         sendMessage = 14;
 20         MPI_Send(&sendMessage, 1, MPI_INT, 0, tag2, MPI_COMM_WORLD);
 21         MPI_Recv(&recvMessage, 1, MPI_INT, 0, tag1, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 22     }
 23 
 24     printf("Rank %d received the following integer: %d\n", rank, recvMessage);
 25 
 26     MPI_Finalize();
 27     return 0;
 28 }



Deadlock fix: change ordering
  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     int rank, size;
  6     MPI_Init(&argc, &argv);
  7     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  8     MPI_Comm_size(MPI_COMM_WORLD, &size);
  9 
 10     int tag1 = 42, tag2 = 43;
 11     int sendMessage, recvMessage;
 12 
 13     if (rank == 0) {
 14         sendMessage = 7;
 15         MPI_Send(&sendMessage, 1, MPI_INT, 1, tag1, MPI_COMM_WORLD);
 16         MPI_Recv(&recvMessage, 1, MPI_INT, 1, tag2, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 17     }
 18     else if (rank == 1) {
 19         sendMessage = 14;
 20         MPI_Recv(&recvMessage, 1, MPI_INT, 0, tag1, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 21         MPI_Send(&sendMessage, 1, MPI_INT, 0, tag2, MPI_COMM_WORLD);
 22     }
 23 
 24     printf("Rank %d received the following integer: %d\n", rank, recvMessage);
 25 
 26     MPI_Finalize();
 27     return 0;
 28 }

MPI_Init

0 sends to 1

1 sends to 0
0 recv from 1

1 recv from 0

MPI_Finalize

  > mpiexec -n 2 ./message_exchange_fixed
  Rank 0 received the following integer: 14
  Rank 1 received the following integer: 7



Deadlock fix: buffered send

  > mpiexec -n 2 ./message_exchange_fixed
  Rank 0 received the following integer: 14
  Rank 1 received the following integer: 7

  1 int rank, size, bufsize;
  2 MPI_Init(&argc, &argv);
  3 MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  4 MPI_Comm_size(MPI_COMM_WORLD, &size);
  5 
  6 int tag1 = 42, tag2 = 43;
  7 int sendMessage, recvMessage;
  8     
  9 MPI_Pack_size(1, MPI_INT, MPI_COMM_WORLD, &bufsize);
 10 bufsize += MPI_BSEND_OVERHEAD;
 11     
 12 char *buffer = new char[bufsize];    
 13 MPI_Buffer_attach(buffer, bufsize);
 14     
 15 if (rank == 0) {
 16     sendMessage = 7;
 17     MPI_Bsend(&sendMessage, 1, MPI_INT, 1, tag1, MPI_COMM_WORLD);
 18     MPI_Recv(&recvMessage, 1, MPI_INT, 1, tag2, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 19  }
 20  else if (rank == 1) {
 21      sendMessage = 14;
 22      MPI_Bsend(&sendMessage, 1, MPI_INT, 0, tag2, MPI_COMM_WORLD);
 23      MPI_Recv(&recvMessage, 1, MPI_INT, 0, tag1, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 24  }
 25 
 26 printf("Rank %d received the following integer: %d\n", rank, recvMessage);
 27 
 28 MPI_Buffer_detach(buffer, &bufsize);
 29 delete[] buffer;
 30     
 31 MPI_Finalize();

MPI_Init

0 sends to 1 1 sends to 0

0 recv from 1 1 recv from 0

Buffered send can return before 
the message is received

memory allocation

release memory



Example: computing π

π
4

=
∞

∑
k=0

(−1)k

2k + 1

  1 #include <stdio.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     long nsteps = 100000000;
  6     double sum = 0;
  7     
  8     for (long i = 0; i < nsteps; ++i)
  9         sum += (1.0 - 2.0 * (i % 2)) / (2.0 * i + 1.0); 
 10 
 11     printf("pi is around %g\n", sum * 4.0);
 12     
 13     return 0;
 14 }

Serial code:

How to parallelise this with MPI? 

• Each rank perform its own chunk of the sum 
• All ranks need to communicate and sum up 

its result to one rank only 
• This rank should report the result

> ./pi
pi is around 3.14159



Example: computing π
  4 …
  5     MPI_Init(&argc, &argv);
  6 
  7     int size, rank;
  8     const int tag = 42;
  9     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
 10     MPI_Comm_size(MPI_COMM_WORLD, &size);
 11 
 12     long nsteps = 100000000;
 13     double sum = 0;
 14 
 15     long chunk = (nsteps + size - 1)  / size;
 16     long start = chunk * rank;
 17     long end   = std::min(chunk * (rank + 1), nsteps);
 18     
 19     for (long i = start; i < end; ++i)
 20         sum += (1.0 - 2.0 * (i % 2)) / (2.0 * i + 1.0); 
 21 
 22     if (rank == 0) {
 23         double tot_sum = sum;
 24         double other;
 25         for (int i = 1; i < size; ++i) {
 26             MPI_Recv(&other, 1, MPI_DOUBLE, i, tag, MPI_COMM_WORLD, MPI_STATUS_IGNORE);
 27             tot_sum += other;
 28         }
 29         printf("pi is around %g\n", tot_sum * 4.0);
 30     } else {
 31         MPI_Send(&sum, 1, MPI_DOUBLE, 0, tag, MPI_COMM_WORLD);
 32     }       
 33 
 34     MPI_Finalize();
 35 …

split the loop 
into chunks

collect and add sums 
from other ranks

send partial sum to rank 0

> mpiexec -n 4 ./pi_mpi 
pi is around 3.14159

Reduction takes O(size) steps! 
Bad if we have many ranks…



Blocking collective communications

Some very common collective operations have been implemented in MPI

They involve all ranks of a same communicator and 
therefore must be called by all the ranks of the 
concerned communicator

These operations include: 

• Reduce 
• AllReduce 
• Broadcast  
• Gather 
• AllGather  
• Scatter  
• Barrier 
• AllToAll (“complete exchange”) 
• Scan 
• ExScan 
• Reduce_Scatter

All to One
One to All
All to All
Other

Blocking: the operation is completed for the 
process once the function returns



Reduction

Can we perform reduction in parallel?

Pacheco, Peter. An introduction to parallel programming. Elsevier, 2011.

There are much more clever ways to do it, can be built on top of point-to-point communication

• O(log(n)) steps instead of O(n) 
• More intermediate ranks are involved in the send/recv operations 
• Same number of messages



Reduction

MPI already implements the reduce operation:
int MPI_Reduce(const void *sendbuf, void *recvbuf, int count,
               MPI_Datatype datatype, MPI_Op op, int root,
               MPI_Comm comm);

• sendbuf: input data to reduce 
• recvbuf: output result (only for root) 
• count: number of elements (per process) to reduce 
• datatype: type of element to reduce 
• op: operation to operate (see next slide) 
• root: The rank id to which the result is output  
• comm: communicator, must contain participating ranks

This is a collective operation, meaning that ALL processes in the communicator must call it

Data can be reduced in place to save memory, in which case recvbuf is input-output and 
sendbuf should be set to MPI_IN_PLACE



Reduction operations

MPI implements a few basic operations:

MPI_Op Operation
MPI_MAX maximum

MPI_MIN minimum

MPI_SUM sum

MPI_PROD product

MPI_LAND logical and

MPI_BAND bit-wise and

MPI_LOR logical or

MPI_BOR bit-wise or

MPI_LXOR logical exclusive or (xor)

MPI_BXOR bit-wise exclusive or (xor)

MPI_MAXLOC max value and location

MPI_MINLOC min value and location

The operation must be associative 

The operation may be not 
commutative, but it’s better if it is 
because allows MPI to reorder ops for 
performance

You can define a custom operation 
using MPI_OP_CREATE



Back to example: computing π

> mpiexec -n 4 ./pi_mpi 
pi is around 3.14159

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     MPI_Init(&argc, &argv);
  6 
  7     int size, rank;
  8     const int tag = 42;
  9     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
 10     MPI_Comm_size(MPI_COMM_WORLD, &size);
 11 
 12     long nsteps = 100000000;
 13     double sum = 0, totSum = 0.;
 14 
 15     long chunk = (nsteps + size - 1)  / size;
 16     long start = chunk * rank;
 17     long end   = std::min(chunk * (rank + 1), nsteps);
 18     
 19     for (long i = start; i < end; ++i)
 20         sum += (1.0 - 2.0 * (i % 2)) / (2.0 * i + 1.0); 
 21 
 22     MPI_Reduce(&sum, &totSum, 1, MPI_DOUBLE, MPI_SUM, 0, MPI_COMM_WORLD);
 23     
 24     if (rank == 0)
 25         printf("pi is around %g\n", totSum * 4.0);
 26 
 27     MPI_Finalize();
 28     
 29     return 0;
 30 }

reduction is called by all processes 
and send the result to rank 0
only rank 0 has the result



Back to example: computing π

> mpiexec -n 4 ./pi_mpi 
pi is around 3.14159

In-place reduction

  1 #include <mpi.h>
  2 
  3 int main(int argc, char **argv)
  4 {
  5     MPI_Init(&argc, &argv);
  6 
  7     int size, rank;
  8     const int tag = 42;
  9     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
 10     MPI_Comm_size(MPI_COMM_WORLD, &size);
 11 
 12     long nsteps = 100000000;
 13     double sum = 0;
 14 
 15     long chunk = (nsteps + size - 1)  / size;
 16     long start = chunk * rank;
 17     long end   = std::min(chunk * (rank + 1), nsteps);
 18     
 19     for (long i = start; i < end; ++i)
 20         sum += (1.0 - 2.0 * (i % 2)) / (2.0 * i + 1.0); 
 21 
 22     MPI_Reduce(rank ? &sum : MPI_IN_PLACE, &sum, 1, MPI_DOUBLE, MPI_SUM, 0, MPI_COMM_WORLD);
 23     
 24     if (rank == 0)
 25         printf("pi is around %g\n", sum * 4.0);
 26 
 27     MPI_Finalize();
 28     
 29     return 0;
 30 }



MAX_LOC and MIN_LOC operations

MPI defines more data types of the form 
MPI_X_INT
X = FLOAT, DOUBLE, INT…

  1 #include <mpi.h>
  2 #include <stdlib.h>
  3 
  4 int main(int argc, char **argv)
  5 {
  6     MPI_Init(&argc, &argv);
  7     int rank;
  8     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
  9 
 10     srand48(42 + rank * 42); // some unique seed per rank
 11     double myval = drand48();
 12 
 13     printf("rank %d has value %g\n", rank, myval);
 14 
 15     struct DoubleInt {
 16         double val;
 17         int key;
 18     } sendBuf = {myval, rank}, recvBuf;
 19     
 20     MPI_Reduce(&sendBuf, &recvBuf, 1, MPI_DOUBLE_INT, MPI_MINLOC, 0, MPI_COMM_WORLD);
 21 
 22     if (rank == 0)
 23         printf("The smallest value is %g from rank %d\n", recvBuf.val, recvBuf.key);
 24     
 25     MPI_Finalize();    
 26     return 0;
 27 }

> mpiexec -n 4 ./minloc
rank 3 has value 0.465616
rank 0 has value 0.744525
rank 2 has value 0.891919
rank 1 has value 0.318222
The smallest value is 0.318222 from rank 1

This allows to use the MPI_MINLOC and 
MPI_MAXLOC operations



Barrier

A barrier synchronizes all processes in a communicator 
The function returns after all processes have entered the call 

int MPI_Barrier(MPI_Comm comm);

Again: all threads in the communicator MUST 
call the barrier 
Otherwise this creates a deadlock

  1 #include <mpi.h>
  2 
  3 void doWork();
  4 void doWorkNeedingSynchronization();
  5 
  6 int main(int argc, char **argv)
  7 {
  8     MPI_Init(&argc, &argv);
  9     int rank;
 10     MPI_Comm_rank(MPI_COMM_WORLD, &rank);
 11 
 12     doWork();
 13     
 14     if (rank % 2 == 0) {
 15         MPI_Barrier(MPI_COMM_WORLD);
 16         doWorkNeedingSynchronization();
 17     }
 18     
 19     MPI_Finalize();
 20     return 0;
 21 }

Even ranks wait for 
odd ranks forever



Broadcast

A broadcast sends data from the root rank to all ranks in the communicator
int MPI_Bcast(void *buffer, int count, MPI_Datatype datatype, int root, MPI_Comm comm);

  1 void bcast(void *buffer, int count, MPI_Datatype datatype, int root, MPI_Comm comm)
  2 {
  3     int rank, size;
  4     MPI_Comm_rank(comm, &rank);
  5     MPI_Comm_size(comm, &size);
  6     
  7     if (rank == root) {
  8         for (int i = 0; i < size; ++i) {
  9             if (i == rank) continue;
 10             MPI_Send(buffer, count, datatype, i, 42, comm);
 11         }
 12     }
 13     else {
 14         MPI_Recv(buffer, count, datatype, root, 42, comm, MPI_STATUS_IGNORE);
 15     }
 16 }

A naive implementation:

MPI makes use of a tree structure to 
obtain better performance

rank
0

1

2

3

4

root



Scatter

Send data in separate chunks from the root rank to all ranks in the communicator

rank
0

1

2

3

4

root

int MPI_Scatter(const void *sendbuf, int sendcount, MPI_Datatype sendtype,
                void *recvbuf, int recvcount, MPI_Datatype recvtype, int root,
                MPI_Comm comm);

sendbuf, sendcount, sendtype: 
Only significant to root 

sendcount: Number of element 
sent to each process



Gather

Collect chunks of data from all ranks in the communicator to the root rank (inverse of scatter)

rank
0

1

2

3

4

root

int MPI_Gather(const void *sendbuf, int sendcount, MPI_Datatype sendtype,
               void *recvbuf, int recvcount, MPI_Datatype recvtype, int root,
               MPI_Comm comm);

recvbuf, recvcount, recvtype: 
Only significant to root 

recvcount: Number of element for 
a single receive



AllGather

Same as Gather but all ranks get the result

recvcount: Number of element for 
a single receive

 int MPI_Allgather(const void *sendbuf, int  sendcount,
                   MPI_Datatype sendtype, void *recvbuf, int recvcount,
                   MPI_Datatype recvtype, MPI_Comm comm);

rank
0

1

2

3

4

0

1

2

3

4



Alltoall

Shuffle the data between ranks: acts like a transpose

rank

0

1

2

3

rank

0

1

2

3

int MPI_Alltoall(const void *sendbuf, int sendcount,
                 MPI_Datatype sendtype, void *recvbuf, int recvcount,
                 MPI_Datatype recvtype, MPI_Comm comm);

Can be seen as an extension of 
AllGather, except that each rank 
has different data

On rank i, output j is input i of rank j



AllReduce

Reduce the data, result is broadcasted to all ranks
int MPI_Allreduce(const void *sendbuf, void *recvbuf, int count,
                  MPI_Datatype datatype, MPI_Op op, MPI_Comm comm);

Can be more clever!

Pacheco, Peter. An introduction to parallel programming. Elsevier, 2011.



Scan

Perform an inclusive prefix reduction
int MPI_Scan(const void *sendbuf, void *recvbuf, int count,
             MPI_Datatype datatype, MPI_Op op, MPI_Comm comm);

https://en.wikipedia.org/wiki/Prefix_sum

yi =
i

∑
j=0

xj

rank 0 1 2 3 4 5

input 2 1 4 5 3 1

output 2 3 7 12 15 16

Example for sum:



ExScan

Perform an exclusive prefix reduction
int MPI_Exscan(const void *sendbuf, void *recvbuf, int count,
               MPI_Datatype datatype, MPI_Op op, MPI_Comm comm);

yi =
i−1

∑
j=0

xj

rank 0 1 2 3 4 5

input 2 1 4 5 3 1

output 0 2 3 7 12 15

Same as scan, excepts that we do not 
count the local dataExample for sum:


