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• Almost all of todays architectures introduce extensions to the basic ISA
• These additional instructions mainly address integer and floating point arithmetic
• For Intel, several extensions have evolved over time (in chronological order):
‣ Multimedia Extensions (MMX)
‣ Streaming SIMD Extensions (SSE)
‣ Advanced Vector Extensions (AVX)

There is more you need to know about the ISA:

• Why are they there?
‣ They offer additional (data-level) parallelism by using short vectors (DLP)
‣ Easy to realize on the hardware level
‣ Old vector machines already operated on data vectors to perform computation in parallel 

(used for numerical simulation back then; it provided a considerable performance boost)
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Uniprocessor, sequential Data-Level Parallelism (DLP)

Task-Level Parallelism (TLP)
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How is vectorization (SIMD) useful?

• The extended ISA supplies new fully 
pipelined instructions that operate on vector 
registers (instead of scalars)

• This allows to operate on multiple data 
simultaneously with a single instruction 
(SIMD — Single Instruction Multiple Data)

• Enables data level parallelism (DLP). Up to 
now we were looking at thread level 
parallelism (TLP) using shared memory and 
ILP techniques.

• We need to exploit all of this parallelism 
to extract the maximum performance!

Today’s lecture

Previous lectures

Your first day
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x86_32
386 
486 

Pentium
MMX Pentium MMX

SSE Pentium III

SSE2 Pentium 4

SSE3 Pentium 4E

x86_64 Pentium 4F

SSE4 Core 2 Duo 
Core i7 (Nehalem)

AVX
AVX2

Sandy Bridge 
Haswell

AVX512
Skylake 

Coffee Lake 
Cannon Lake

Intel x86 ISA Processors
Tim

e
1985

2019

Vector register width

64 bit (integers)

128 bit

256 bit

512 bit

Streaming 
SIMD 
Extensions

Advanced 
Vector 
Extensions

What they are:
Special Instructions that operate vector registers

Multi-Media
Extension



Extended ISA: Vector Registers

Architectures with support for a certain ISA extension have 
access to wider (in terms of bits) registers (vectors)



Extended ISA: Vector Registers

Architectures with support for a certain ISA extension have 
access to wider (in terms of bits) registers (vectors)

0x49 0x96 0x02 0xd2

MSB 
(Most Significant Bit)

0100 1001 1001 0110 0000 0010 1101 0010

LSB 
(Least Significant Bit)

One byte 4 byte = 32 bit data type



Extended ISA: Vector Registers

Architectures with support for a certain ISA extension have 
access to wider (in terms of bits) registers (vectors)

0x49 0x96 0x02 0xd2

MSB 
(Most Significant Bit)

0100 1001 1001 0110 0000 0010 1101 0010

LSB 
(Least Significant Bit)

One byte 4 byte = 32 bit data type

Data registers 
we already know



SSE: 128bit register 
passed as operand to special instruction

4x

Extended ISA: Vector Registers

Architectures with support for a certain ISA extension have 
access to wider (in terms of bits) registers (vectors)

0x49 0x96 0x02 0xd2

MSB 
(Most Significant Bit)

0100 1001 1001 0110 0000 0010 1101 0010

LSB 
(Least Significant Bit)

One byte 4 byte = 32 bit data type

Data registers 
we already know



SSE: 128bit register 
passed as operand to special instruction

4x

Extended ISA: Vector Registers

Architectures with support for a certain ISA extension have 
access to wider (in terms of bits) registers (vectors)

0x49 0x96 0x02 0xd2

MSB 
(Most Significant Bit)

0100 1001 1001 0110 0000 0010 1101 0010

LSB 
(Least Significant Bit)

One byte 4 byte = 32 bit data type

Data registers 
we already know

Vector registers
e.g. %xmm0



SSE: 128bit register 
passed as operand to special instruction

4x

Extended ISA: Vector Registers

Architectures with support for a certain ISA extension have 
access to wider (in terms of bits) registers (vectors)

0x49 0x96 0x02 0xd2

MSB 
(Most Significant Bit)

0100 1001 1001 0110 0000 0010 1101 0010

LSB 
(Least Significant Bit)

One byte 4 byte = 32 bit data type Example Intel:

SSE: 16x 128bit registers (%xmm0 - %xmm15)

AVX/AVX2: 16x 256bit registers (%ymm0 - %ymm15)

AVX512: 32x 512bit registers (%zmm0 - %zmm31)

4x performance 
gain in this case!

• How much for 
AVX512? 

• How much for 
64bit data type?

Data registers 
we already know

Vector registers
e.g. %xmm0
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Data layout in memory

Address: 0 4 8 12 16 20
0 1 2 3 4 5 6 7

24 28 32

Increasing addresses

Cache line, typically 
64 byte (512 bit)

Example SSE: 128 bit registers (xmm):
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16x char (8 bit = 1 byte)
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Example assembly of 
SSE vectorized loop:

  1 movaps (%rbx,%rdx), %xmm0 
  2 addps 0(%rbp,%rdx), %xmm0 
  3 movaps %xmm0, (%rbx,%rdx) 
  4 addq $16, %rdx 
  5 cmpq $4096, %rdx

Vector register

General purpose 
scalar register

Instruction works on 
vector operands

Instruction works on 
scalar operands

Instruction is part 
of extended ISA

The hardware only 
cares about bits
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General rule: programs with aligned accesses run faster

Most ISA do support misaligned objects, so the above is 
not a necessary condition. Misaligned data incurs a 
performance cost however.

Alignment

First issue byte order. Second issue is alignment

An object of size s at address a is aligned if:

a % s == 0

Recall previous 
lecture on Instruction 
Set Architectures:

New general rule for vectorization:
vectorized memory accesses must be aligned!
Instructions for unaligned read and write exist but they are less efficient than their aligned 
counterparts and should only be used when absolutely needed. We will not look at such read 
and writes and this lecture.

posix_memalign((void **)&p, 16, N); 128bit vectors = 16 byte
Data layout in memory

Address: 0 16 32 48 64 80 96 112 128
Cache line 0 Cache line 1

128bit SSE vector

Example:
What alignment is needed for SSE vectors?
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Aliasing

Consider the function:   1 void func(double *a, double *b) 
  2 { 
  3     // perform work using data a and b 
  4     return; 
  5 }

What if vectors a and b may point to overlapping regions in memory?
• In that case they alias each other.
• If this is the case, the compiler can not re-order write operations. They must 

obey the sequence with how they appear in the code.
• When using a C/C++ compiler then you must worry about this!
• With a Fortran compiler you don’t it since it assumes arrays do not overlap.
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Aliasing

Consider the function:   1 void func(double *a, double *b) 
  2 { 
  3     // perform work using data a and b 
  4     return; 
  5 }

Ways to help the compiler:

Command line options 
(weakest):

-fstrict-aliasing 
(-O2, -O3, -Os includes this)

-Wstrict-aliasing (-Wall)

If arguments are read-only => tell the compiler:

Optimization inhibition due to aliasing is 
decause of prohibited re-ordering writes

void func(const double *a, const double *b)

Use restrict (C) or __restrict (C++) keyword:

YOU guarantee the compiler that a and b do not alias

void func(double *__restrict a, double *__restrict b)



Layout of Data in Memory

The efficiency to exploit data level parallelism depends on the data layout

Niklaus Wirth: Algorithms + Data Structures = Programs



Layout of Data in Memory

Not all data layouts are well suited for vectorizing code:

The efficiency to exploit data level parallelism depends on the data layout

Niklaus Wirth: Algorithms + Data Structures = Programs



Layout of Data in Memory

Not all data layouts are well suited for vectorizing code:
• Efficient programs need efficient data structures

The efficiency to exploit data level parallelism depends on the data layout

Niklaus Wirth: Algorithms + Data Structures = Programs



Layout of Data in Memory

Not all data layouts are well suited for vectorizing code:
• Efficient programs need efficient data structures
• Object oriented design is concerned with data encapsulation. Allows for 

modularity and reuse of code via polymorphism. OOP is good in the right 
place, too much abuse of OOP will lead to framework hell.

The efficiency to exploit data level parallelism depends on the data layout

Niklaus Wirth: Algorithms + Data Structures = Programs



Layout of Data in Memory

Not all data layouts are well suited for vectorizing code:
• Efficient programs need efficient data structures
• Object oriented design is concerned with data encapsulation. Allows for 

modularity and reuse of code via polymorphism. OOP is good in the right 
place, too much abuse of OOP will lead to framework hell.

• Data oriented design (DOD) is focused on how is data represented, 
transformed and shared. In DOD we isolate tasks and their data; the data is 
modeled based on access patterns.

The efficiency to exploit data level parallelism depends on the data layout

Niklaus Wirth: Algorithms + Data Structures = Programs



For vectorizing code we want this!

Layout of Data in Memory

Not all data layouts are well suited for vectorizing code:
• Efficient programs need efficient data structures
• Object oriented design is concerned with data encapsulation. Allows for 

modularity and reuse of code via polymorphism. OOP is good in the right 
place, too much abuse of OOP will lead to framework hell.

• Data oriented design (DOD) is focused on how is data represented, 
transformed and shared. In DOD we isolate tasks and their data; the data is 
modeled based on access patterns.

The efficiency to exploit data level parallelism depends on the data layout

Niklaus Wirth: Algorithms + Data Structures = Programs



Layout of Data in Memory

Example: Particles

x

y

z



Layout of Data in Memory

Example: Particles

x

y

z

  1 // Object oriented design 
  2 struct Particle { 
  3     double x, y, z; // pos 
  4     double u, v, w; // vel 
  5 }; 
  6 std::vector<Particle> particles; 
  7  
  8 // access 
  9 Particle &pi = particles[i]; 
 10 pi.x; 
 11 pi.y; 
 12 pi.z;

A particle is modeled as an object 
(a structure), its data is 
encapsulated in the the object.

The set of all particles is modeled in 
an array (vector) of structures (AoS)

The data is accessed by object. 
The accessing pattern is modeled 
on objects.
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  1 // Object oriented design 
  2 struct Particle { 
  3     double x, y, z; // pos 
  4     double u, v, w; // vel 
  5 }; 
  6 std::vector<Particle> particles; 
  7  
  8 // access 
  9 Particle &pi = particles[i]; 
 10 pi.x; 
 11 pi.y; 
 12 pi.z;

A particle is modeled as an object 
(a structure), its data is 
encapsulated in the the object.

The set of all particles is modeled in 
an array (vector) of structures (AoS)

The data is accessed by object. 
The accessing pattern is modeled 
on objects.

  1 // Data oriented design 
  2 struct Particles { 
  3     std::vector<double> x, y, z; 
  4     std::vector<double> u, v, w; 
  5 }; 
  6 Particles particles; 
  7  
  8 // access 
  9 particles.x[i]; 
 10 particles.y[i]; 
 11 particles.z[i];

The abstraction of a single particle 
does not exist. The focus in on the 
data of all particles.

The set of all particles is modeled in 
a structure of arrays (vectors) (SoA)

The data is accessed by what it 
represents (e.g. coordinates) not 
individual particles.
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  6 float z2 = AoS[0].z; // memory address 0x08
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  1 struct Foo { float x, y, z; }; 
  2 Foo AoS[10]; // Array of Foo structures 
  3  
  4 float x2 = AoS[0].x; // memory address 0x00 
  5 float y2 = AoS[0].y; // memory address 0x04 
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The particles example:
• DOD designs are centered around 

data access patterns 

• Better cache utilization 

• Data must still be accessed by 
cache lines 

• Desirable for SIMD vectorization 

• Operation on individual particles 
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Works well for simple code. You must 
help the compiler for better results.

Command line options (GCC):

-ftree-vectorize (implies the former two)
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-O3 (implies the first two)
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Higher-level vectorization 
options (combination of 
lower-level options)

Vectorization of blocks

Vectorization of loops
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Example: Help the compiler

  1 void foo(int n, int *a, int *b, int *c) 
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Example: Help the compiler, BUT...

Consider: with k<-m or k>=m
  1 void bar(int *a, int k, int c, int m) 
  2 { 
  3     for (int i = 0; i < m; i++) 
  4         a[i] = a[i + k] * c; 
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Compiler Auto-Vectorization

Example: Help the compiler, BUT...

Consider: with k<-m or k>=m
  1 void bar(int *a, int k, int c, int m) 
  2 { 
  3     for (int i = 0; i < m; i++) 
  4         a[i] = a[i + k] * c; 
  5 }

What would you do to tell the 
compiler to vectorize this code?

  1 void bar(int *a, int k, int c, int m) 
  2 { 
  3 #pragma ivdep // __restrict will not work here! 
  4     for (int i = 0; i < m; i++) 
  5         a[i] = a[i + k] * c; 
  6 } 

Solution: compiler pragma
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Intel Intrinsics

If compiler generated results are not satisfying...

• You can use intrinsics for explicit vectorization
• Useful for performance critical code
• Labor intense
• Not portable
• You can not ‘just’ switch from SSE to AVX (macros for data precision)

Manually vectorizing code is a micro-optimization. You only do it after you 
have applied higher level optimizations and you need all of the performance



  1 #define N 1024 
  2 int main(int argc, char* argv[]) 
  3 { 
  4     float *x = new float[N]; 
  5     float *y = new float[N]; 
  6     // initialize data 
  7  
  8     // vector addition 
  9     for (int i = 0; i < N; ++i) 
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 11  
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 13     delete [] y; 
 14     return 0; 
 15 }

Example: Loop Vectorization

Consider the addition of two vectors:
y = x + y x, y ∈ ℝn
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Observations:
1. Aligned memory
2. Loop-increment must be of vector 
register width because we are processing 
data-parallel
3. We have to explicitly load and store data

128 bit

Good alignment

%xmm register

1 Cache lines0
_mm_load_ps 
_mm_store_ps

Cache line boundary lies inside 
register extent due to bad alignment

128 bit

Bad alignment

%xmm register

10

_mm_loadu_ps 
_mm_storeu_ps

Note: If N does not evenly 
divide by simd_width, you must 
also take care of the remainder 
part (usually scalar code)



Intel Intrinsics Syntax

const __m128  x4 = _mm_load_ps(x+i);
const __m256d x4 = _mm256_load_pd(x+i);

SSE
AVX

Vector register type. 
“d” for double.

Tag that identifies the ISA extension

Data types (vector registers):
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const __m128 x4 = _mm_load_ps(x+i);

ss: Scalar Single 
ps: Packed Single 
sd: Scalar Double 
pd: Packed Double

4-way (SSE)/8-way (AVX); 1 SIMD lane

4-way (SSE)/8-way (AVX); All SIMD lanes

2-way (SSE)/4-way (AVX); 1 SIMD lane

2-way (SSE)/4-way (AVX); All SIMD lanes

Data precision and SIMD lanes:

const __m128  x4 = _mm_load_ps(x+i);
const __m256d x4 = _mm256_load_pd(x+i);

SSE
AVX

Vector register type. 
“d” for double.

Tag that identifies the ISA extension

Data types (vector registers):
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const __m128 x4 = _mm_load_ps(x+i);

ss: Scalar Single 
ps: Packed Single 
sd: Scalar Double 
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SSE
AVX

Vector register type. 
“d” for double.

Tag that identifies the ISA extension

Data types (vector registers):
Scalar

Packed

%xmm register
SIMD lane SIMD lane SIMD lane SIMD lane

SIMD lane SIMD lane SIMD lane SIMD lane

==> __m128

==> __m128
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const __m128 x4 = _mm_load_ps(x+i);

ss: Scalar Single 
ps: Packed Single 
sd: Scalar Double 
pd: Packed Double

4-way (SSE)/8-way (AVX); 1 SIMD lane

4-way (SSE)/8-way (AVX); All SIMD lanes

2-way (SSE)/4-way (AVX); 1 SIMD lane

2-way (SSE)/4-way (AVX); All SIMD lanes

Data precision and SIMD lanes:

const __m128  x4 = _mm_load_ps(x+i);
const __m256d x4 = _mm256_load_pd(x+i);

SSE
AVX

Vector register type. 
“d” for double.

Tag that identifies the ISA extension

Data types (vector registers):
Scalar

Packed

%xmm register
SIMD lane SIMD lane SIMD lane SIMD lane

SIMD lane SIMD lane SIMD lane SIMD lane

==> __m128

==> __m128

Intrinsics guide is a great reference (available during exam): 
https://software.intel.com/sites/landingpage/IntrinsicsGuide/

  1 // load / store 
  2 __m256 _mm256_load_ps(float const *) 
  3 void   _mm256_store_ps(float *, __m256) 
  4 // math 
  5 __m256 _mm256_add_ps(__m256, __m256) 
  6 __m256 _mm256_sub_ps(__m256, __m256) 
  7 __m256 _mm256_mul_ps(__m256, __m256) 
  8 __m256 _mm256_div_ps(__m256, __m256) 
  9 __m256 _mm256_rcp_ps(__m256) // reciprocal 
 10 __m256 _mm256_rsqrt_ps(__m256) // reciprocal sqrt 
 11 // fused multiply-add: a * b + c (2 Flop / instruction) 
 12 __m256 _mm256_fmadd_ps(__m256, __m256, __m256) 
 13 // set values in vector 
 14 void   _mm256_zeroall(void) 
 15 __m256 _mm256_set1_ps(float)

Selection of AVX2 intrinsics:

https://software.intel.com/sites/landingpage/IntrinsicsGuide/
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Intrinsics guide is a great reference (available during exam): 
https://software.intel.com/sites/landingpage/IntrinsicsGuide/

  1 // load / store 
  2 __m256 _mm256_load_ps(float const *) 
  3 void   _mm256_store_ps(float *, __m256) 
  4 // math 
  5 __m256 _mm256_add_ps(__m256, __m256) 
  6 __m256 _mm256_sub_ps(__m256, __m256) 
  7 __m256 _mm256_mul_ps(__m256, __m256) 
  8 __m256 _mm256_div_ps(__m256, __m256) 
  9 __m256 _mm256_rcp_ps(__m256) // reciprocal 
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 14 void   _mm256_zeroall(void) 
 15 __m256 _mm256_set1_ps(float)

Selection of AVX2 intrinsics:

For peak performance you must have a large 
number of these instructions in your code

https://software.intel.com/sites/landingpage/IntrinsicsGuide/


Vectorizing Code (check assembly)

Most intrinsics translate directly to a 
single instruction (writing assembly at 
higher level)

  1 #include <stdlib.h>    // posix_memalign 
  2 #include <x86intrin.h> // vector instructions 
  3 #define N 1024 
  4 int main(int argc, char* argv[]) 
  5 { 
  6     float *x, *y; 
  7     // posix_memalign: returns 16byte aligned addresses 
  8     posix_memalign((void**)&x, 16, N*sizeof(float)); 
  9     posix_memalign((void**)&y, 16, N*sizeof(float)); 
 10     // initialize data 
 11  
 12     // vector addition 
 13     const int simd_width = 16/sizeof(float); 
 14     for (int i = 0; i < N; i += simd_width) 
 15     { 
 16         const __m128 x4 = _mm_load_ps(x+i); 
 17         const __m128 y4 = _mm_load_ps(y+i); 
 18         _mm_store_ps(y+i, _mm_add_ps(x4, y4)); 
 19     } 
 20  
 21     free(x); 
 22     free(y); 
 23     return 0; 
 24 }



Vectorizing Code (check assembly)

Most intrinsics translate directly to a 
single instruction (writing assembly at 
higher level)

  1 #include <stdlib.h>    // posix_memalign 
  2 #include <x86intrin.h> // vector instructions 
  3 #define N 1024 
  4 int main(int argc, char* argv[]) 
  5 { 
  6     float *x, *y; 
  7     // posix_memalign: returns 16byte aligned addresses 
  8     posix_memalign((void**)&x, 16, N*sizeof(float)); 
  9     posix_memalign((void**)&y, 16, N*sizeof(float)); 
 10     // initialize data 
 11  
 12     // vector addition 
 13     const int simd_width = 16/sizeof(float); 
 14     for (int i = 0; i < N; i += simd_width) 
 15     { 
 16         const __m128 x4 = _mm_load_ps(x+i); 
 17         const __m128 y4 = _mm_load_ps(y+i); 
 18         _mm_store_ps(y+i, _mm_add_ps(x4, y4)); 
 19     } 
 20  
 21     free(x); 
 22     free(y); 
 23     return 0; 
 24 }

Loop body:
Assembly: g++ -O2 -msse
  1 movaps (%rbx,%rdx), %xmm0 
  2 addps 0(%rbp,%rdx), %xmm0 
  3 movaps %xmm0, (%rbx,%rdx) 
  4 addq $16, %rdx 
  5 cmpq $4096, %rdx



Vectorizing Code (check assembly)

Most intrinsics translate directly to a 
single instruction (writing assembly at 
higher level)

  1 #include <stdlib.h>    // posix_memalign 
  2 #include <x86intrin.h> // vector instructions 
  3 #define N 1024 
  4 int main(int argc, char* argv[]) 
  5 { 
  6     float *x, *y; 
  7     // posix_memalign: returns 16byte aligned addresses 
  8     posix_memalign((void**)&x, 16, N*sizeof(float)); 
  9     posix_memalign((void**)&y, 16, N*sizeof(float)); 
 10     // initialize data 
 11  
 12     // vector addition 
 13     const int simd_width = 16/sizeof(float); 
 14     for (int i = 0; i < N; i += simd_width) 
 15     { 
 16         const __m128 x4 = _mm_load_ps(x+i); 
 17         const __m128 y4 = _mm_load_ps(y+i); 
 18         _mm_store_ps(y+i, _mm_add_ps(x4, y4)); 
 19     } 
 20  
 21     free(x); 
 22     free(y); 
 23     return 0; 
 24 }

Loop body:
Assembly: g++ -O2 -msse
  1 movaps (%rbx,%rdx), %xmm0 
  2 addps 0(%rbp,%rdx), %xmm0 
  3 movaps %xmm0, (%rbx,%rdx) 
  4 addq $16, %rdx 
  5 cmpq $4096, %rdx



Vectorizing Code (check assembly)

Most intrinsics translate directly to a 
single instruction (writing assembly at 
higher level)

  1 #include <stdlib.h>    // posix_memalign 
  2 #include <x86intrin.h> // vector instructions 
  3 #define N 1024 
  4 int main(int argc, char* argv[]) 
  5 { 
  6     float *x, *y; 
  7     // posix_memalign: returns 16byte aligned addresses 
  8     posix_memalign((void**)&x, 16, N*sizeof(float)); 
  9     posix_memalign((void**)&y, 16, N*sizeof(float)); 
 10     // initialize data 
 11  
 12     // vector addition 
 13     const int simd_width = 16/sizeof(float); 
 14     for (int i = 0; i < N; i += simd_width) 
 15     { 
 16         const __m128 x4 = _mm_load_ps(x+i); 
 17         const __m128 y4 = _mm_load_ps(y+i); 
 18         _mm_store_ps(y+i, _mm_add_ps(x4, y4)); 
 19     } 
 20  
 21     free(x); 
 22     free(y); 
 23     return 0; 
 24 }

Loop body:
Assembly: g++ -O2 -msse
  1 movaps (%rbx,%rdx), %xmm0 
  2 addps 0(%rbp,%rdx), %xmm0 
  3 movaps %xmm0, (%rbx,%rdx) 
  4 addq $16, %rdx 
  5 cmpq $4096, %rdx

Increment loop-counter by 16 byte (4 floats)



Intel SPMD Program Compiler



Intel SPMD Program Compiler

• Issues with explicit vectorization



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization
‣ The optimized code is not portable to other architectures



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization
‣ The optimized code is not portable to other architectures

• Intel SPMD Program Compiler (ISPC):



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization
‣ The optimized code is not portable to other architectures

• Intel SPMD Program Compiler (ISPC):
‣ Programming model (extension of C with some C++ features) with focus on CPU 

performance gain through SIMD (does far better job than compiler auto-vectorizer)



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization
‣ The optimized code is not portable to other architectures

• Intel SPMD Program Compiler (ISPC):
‣ Programming model (extension of C with some C++ features) with focus on CPU 

performance gain through SIMD (does far better job than compiler auto-vectorizer)
‣ SPMD: Single Program Multiple Data — When you program in ISPC, you have to put yourself 

into the position of one SIMD lane



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization
‣ The optimized code is not portable to other architectures

• Intel SPMD Program Compiler (ISPC):
‣ Programming model (extension of C with some C++ features) with focus on CPU 

performance gain through SIMD (does far better job than compiler auto-vectorizer)
‣ SPMD: Single Program Multiple Data — When you program in ISPC, you have to put yourself 

into the position of one SIMD lane
‣ ISPC can compile optimized code for various architectures (no need to write several version)



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 

achieve it) is worth the time spend on optimization
‣ The optimized code is not portable to other architectures

• Intel SPMD Program Compiler (ISPC):
‣ Programming model (extension of C with some C++ features) with focus on CPU 

performance gain through SIMD (does far better job than compiler auto-vectorizer)
‣ SPMD: Single Program Multiple Data — When you program in ISPC, you have to put yourself 

into the position of one SIMD lane
‣ ISPC can compile optimized code for various architectures (no need to write several version)
‣ Time to software is shorter than for explicit vectorization



Intel SPMD Program Compiler

• Issues with explicit vectorization
‣ Requires a good understanding of the particular hardware you are targeting
‣ Time consuming task — You need to determine whether the performance gain (if you can 
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‣ Programming model (extension of C with some C++ features) with focus on CPU 

performance gain through SIMD (does far better job than compiler auto-vectorizer)
‣ SPMD: Single Program Multiple Data — When you program in ISPC, you have to put yourself 

into the position of one SIMD lane
‣ ISPC can compile optimized code for various architectures (no need to write several version)
‣ Time to software is shorter than for explicit vectorization

https://pharr.org/matt/papers/ispc_inpar_2012.pdfISPC paper:
https://ispc.github.io/ISPC on GitHub:

https://pharr.org/matt/papers/ispc_inpar_2012.pdf
https://ispc.github.io/


Example: Optimizing Matrix-Vector multiplication
SIMD with intel intrinsics (suppose aligned arrays and n%8 == 0)

  1 int i, j;
  2 __m256 AA, xx, yy;
  3     
  4 memset(y, 0, m * sizeof(float));
  5 const int simd_width = 32 / sizeof(float);
  6     
  7 for (i = 0; i < m; ++i) {
  8     yy = _mm256_set_ps(0, 0, 0, 0, 0, 0, 0, 0);
  9     
 10     for (j = 0; j < n; j += simd_width) {
 11         AA = _mm256_load_ps(A + i * lda + j);
 12         xx = _mm256_load_ps(x + j);
 13         yy = _mm256_fmadd_ps(AA, xx, yy);
 14     }
 15     
 16     y[i] += ((yy[0] + yy[1]) + (yy[2] + yy[3])) + 
 17             ((yy[4] + yy[5]) + (yy[6] + yy[7]));
 18 }
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Intel SPMD Program Compiler

ISPC work flow:

1. Start with an unoptimized code 

2. Identify the performance critical function(s) in your code with the help 
of a profiler 

3. Rewrite the performance critical code using ISPC 

4. Compile object file(s) of the performance aware code using ISPC and 
link the object file(s) to your application code (2 step process)
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value is the same for all program instances, they have a uniform view of the memory.
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compiler to generate better optimized code
• A uniform variable is not subject to masking 

(all lanes follow the same control path)
• General advise: Whenever possible you should 
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• Pointers: 
‣ By default, if not qualified, the pointer value 

(its address) is varying, while the data it 
points to is uniform. 

• References: 
‣ In ISPC, references can not be bound to 
varying lvalues (compiler error)

  1 uniform float * uniform uptr = // ...; 
  2 float &ra = *uptr;  // ok 
  3 uniform float * varying vptr = // ...; 
  4 float &rb = *vptr;  // ERROR: *ptr is a varying lvalue type
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ISPC equivalent

  1 export void vector_add( 
  2         uniform float* const uniform x, 
  3         uniform float* const uniform y, 
  4         const uniform int N) 
  5 { 
  6     foreach (i = 0 ... N) 
  7         y[i] = x[i] + y[i]; 
  8 }

ISPC more general version
Only works for N % simd_width = 0 
Note: programCount == simd_width

Works with any N. ISPC takes care of remainders. foreach 
also works with multiple dimensions, for example: 
foreach (ix = 0 ... Nx, iy = 0 ... Ny, iz = 0 ... Nz)

Note: foreach is similar to #pragma omp for.  
ISPC supports more loop-constructs that we do not 
cover here. See the documentation:  
https://ispc.github.io/documentation.html

https://ispc.github.io/documentation.html
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Name of generated 
header fileISPC source file

Generate code compatible for 64bit 
Application Binary Interface (ABI) Our application source codeLink to ISPC code

export indicates 
that the function 
is callable from 
application code
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https://ispc.github.io/index.html

https://ispc.github.io/documentation.html

https://ispc.github.io/perfguide.html
Doc:

Home:

Useful links:

https://ispc.github.io/index.html
https://ispc.github.io/documentation.html
https://ispc.github.io/perfguide.html

