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LECTURE 1 Modeling Data: Linear Least Squares

1.1 Parametric Function Fitting

Given a set of data
{

(xi, yi)
}N
i=1

the aim of function fitting is to find the parameters of a function
f(x) such that f(x) will "best" describe the data, i.e., yi ≈ f(xi). Assuming there is a function
g(x) describing exactly all the data then f(x) is an approximation of g(x).

We define the vectors x = (x1, . . . , xN ), y = (y1, . . . , yN ) and e =
(
y1 − f(x1), . . . , yN − f(xN )

)
.

The vector e can be viewed as the error between the data and the evaluations of the fitted function.

The inner product between two vectors x and y in RN is defined as

x · y = x>y =

N∑
i=1

xi yi .

For a matrix A ∈ RN×M the null space or kernel is defined as the subspace of all vectors
x ∈ RN such that Ax = 0 and is denoted by null(A). The left null space or cokernel is defined
as the null space of A>. The column space or range or image of A is the space spanned by
the columns of A and is denoted by range(A). The column space or coimage of A is the space
spanned by the rows of A and is denoted by range(A>). The rank of A is the number of linearly
independent columns of A and is denoted as rank(A). It is true that rank(A) = rank(A>).

In function fitting, we need to specify:

• model architecture: the functional form of function f(x). We can choose to fit our data
with a straight line (linear function), a polynomial function, an exponential function etc.

• measure of “best”: the cost function. The parameters of f can be found by minimizing
the 2-norm of the differences between the data and the function’s values,

‖e‖2 =

√√√√ N∑
i=1

e2i =

√√√√ N∑
i=1

(
yi − f(xi)

)2
, (1.1)

or we can choose to minimize the 1-norm

‖e‖1 =

N∑
i=1

|ei| =
N∑
i=1

∣∣yi − f(xi)
∣∣ , (1.2)

or we can choose to minimize the ∞-norm

‖e‖∞ = max
i=1,...,N

|ei| = max
i=1,...,N

∣∣yi − f(xi)
∣∣ . (1.3)
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Figure 1.1: Example showing function fitting of given data points with two possible model
architectures (left): straight and curved lines. In the right plot, we show three different linear
approximations to the data obtained with different norm measures.

In general we can optimize the p-norm of the error

‖e‖p =

 N∑
i=1

epi

 1
p

. (1.4)

Notice that
‖e‖22 = e · e .

Different choices of the norm will lead to different results as shown in Figure 1.1, where the
same data points have been fitted with 2 model architectures (Figure 1.1 left): a straight line (a
first order polynomial) and a higher order polynomial and using 3 different measures of “best”,
see Fig. 1.1 right.

Typically, we have more data points N than the total number of free parametersM of function
f , which is why the fitted function in general does not pass through all the data points. If N = M ,
then we talk about data interpolation/extrapolation. A topic that will be discussed in subsequent
lectures.

1.2 Linear Least Squares

We choose to fit the data
{

(xi, yi)
}N
i=1

with a function f(x) that can be expressed as a linear
combination of M linearly independent functions ϕk(x),

f(x;w) =
M∑
k=1

wk ϕk(x) (1.5)

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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where w = (w1, . . . , wM ) are unknown weights to be found. The functions ϕk(x) are called basis
functions and typically M � N . Some examples of functions that can be used as basis functions
ϕk are given below:

ϕk(x) = xk−1, ϕk(x) = cos[(k − 1)x],

ϕk(x) = eβkx, ϕk(x) = 1− |x− xk|
δ

,

where βk and δ are predefined parameters. Note that the functions ϕ can be nonlinear. The
linear in the “Linear Least Squares” doesn’t mean we are fitting a linear function to the data.
“Linear” in the Linear Least Squares method refers to the fact that the unknown parameters wk
enter linearly. The functions ϕ should not be linearly dependent otherwise some parameters are
redundant.

We want to find the unknown parameters wk with k = 1, ...,M , such that the error function

E(w) = ‖e(w)‖22 =
N∑
i=1

e2i (w) =
N∑
i=1

(
yi − f(xi;w)

)2 (1.6)

is minimised,
w? = arg min

w
E(w) (1.7)

“Least Squares” refers to the fact that the “best” fit is the one that minimizes the sum of squared
2-norm of the errors ei. The error ei is a distance between the observed value yi and the fitted
value f(xi) provided by the model. The error is also known as the residual and we will use the
names interchangeably.

Example 1: A linear spring

We want to determine the elastic constant of a linear spring experimentally. To do so we take
a set of measurements of the different displacements ∆x observed when hanging different
weights m on the spring. From Hook’s law we know that the force F needed to extend or
compress a spring by some distance ∆x is proportional to that distance, i.e the behaviour of
the spring can be expressed as F = k∆x. In our case the force F is the gravitational force
exerted by the different masses.

To fit our formalism let us define our measurements of mass as x and our measurements
of displacement as y. Using our knowledge of Hook’s law we would like to find a function
f(x) that fits best the data y where f is expressed as f(x) = wϕ(x), and ϕ(x) = x. Finding
the weight w via least squares fit would give us the best approximation of the elastic constant
k (in a least squares sense).

Say we repeat the experiment 3 times we have the dataset: {x1, y1}, {x2, y2}, {x3, y3} .
In this case M = 1 and N = 3.

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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Fs = kΔx
Δx

Fg ∝ m

y

x

y2
f(x2)

x1 x2 x3

e2

We have the following equations:

kx1 = y1

kx2 = y2

kx3 = y3

In order to solve this problem, we seek to find a solution to Eq. (1.7) by minimising

E(k) = (y1 − kx1)2 + (y2 − kx2)2 + (y3 − kx3)2

dE

dk
= 0 =⇒ −2

[
(y1 − kx1)x1 + (y2 − kx2)x2 + (y3 − kx3)x3

]
= 0

k? =
x1y1 + x2y2 + x3y3

x21 + x22 + x23
,

where we have denoted with k? the least squares solution to the problem.

1.3 Matrix formulation and the normal equations

The linear least squares problem is more easily solved if we write the system of N equations with
M unknowns in the matrix formulation. We are trying to find the unknown parameter vector ~w
such that

A~w = ~y , (1.8)

where A ∈ RN×M , ~w ∈ RM and ~y ∈ RN . In components this reads

A︷ ︸︸ ︷

ϕ1(x1) ϕ2(x1) . . . ϕM (x1)

ϕ1(x2) ϕ2(x2) . . . ϕM (x2)
...

...
...

...
ϕ1(xN ) ϕ2(xN ) . . . ϕM (xN )



~w︷ ︸︸ ︷
w1

w2

...
wM

 =

~y︷ ︸︸ ︷

y1

y2
...
...
yN


(1.9)
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We will refer to A as the least squares matrix or as the regression matrix. To determine ~w we
need to solve the above system of equations. We distinguish between different cases:

M=N The matrix A is square. Since the functions ϕk(x) are linearly independent there exists
a unique solution given by ~w = A−1~y. Remember from linear algebra that the following
statements are equivalent: columns/rows of A are linearly independent ⇔A is not singular
⇔ there exists A−1 such that A−1A = AA−1 = I ⇔ detA 6= 0 ⇔ rank(A) = N ⇔
range(A) = RN ⇔ null(A) = 0. Numerical methods to solve such systems are: Gauss
elimination, pivoting strategies, LU decomposition, Cholesky decomposition, etc.

M>N The system is underdetermined and has infinitely many solutions.

M<N The system is overdetermined. We can seek an approximate solution A~w ≈ ~y with least
squares method by requiring that E(w) = ‖~y −A~w‖22 is minimal.

Evaluating the error function for the last case, we have

E(w) = e(w)>e(w) =

=(~y −A~w)>(~y −A~w)

=(~y> − ~w>A>)(~y −A~w)

=~y>~y − ~y>A~w − ~w>A>~y + ~w>A>A~w

=~y>~y − 2~w>A>~y + ~w>A>A~w .

In the last line we have used the fact that ~y>A~w is a (1×N)(N ×M)(M × 1) so (1× 1) matrix
which is always symmetric. In order to obtain a minimum, we compute the derivative with respect
to ~w1,

dE(w)

d~w
= 0 =⇒ −2~y>A+ 2~w>A>A = 0 transpose − 2A>~y + 2A>A~w = 0

We obtain the so-called normal equations

A>A~w = A>~y. (1.10)

Since we assume that the functions ϕk are linearly independent the matrix A>A is a symmetric
and positive definite matrix. For the symmetry notice that (AA>)> = (A>)>A> = AA>. For the
positive definiteness we write ~y>A>A~y = (A~y)>(A~y) = ‖A~y‖22 > 0. Thus, A>A can be inverted
and we can write the least squares solution w? as

w? = (A>A)−1A>~y (1.11)

1 In order to review matrix differentiation see here.

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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Note that the normal equations transform the initial problem into a linear system with a square
matrix.

A

(N×M)

~w

(M×1) = ~y

(N×1)

=⇒

A>A

(M×M)

~w

(M×1) =

~A>~y

(M×1)

In order to see that the solution is indeed a minimizer of E, this we calculate the second
derivative of E,

∇2E(w) = 2A>A ,

which is symmetric and positive definite for all w. We conclude that the least square solution w?

is a minimum.

Example 2: A classic: Fitting a line

Consider a set of N experimental results {(xi, yi)}Ni=1, which we wish to fit to

w1 + w2xi ≈ yi

According to the notation in Eq. (1.5), we use the two first basis functions of the polynomial
basis ϕk(xi) = xk−1i . We can rewrite the problem in matrix form as

1 x1

1 x2
...

...
1 xN


[
w1

w2

]
≈


y1

y2
...
yN

 (1.12)

According to Eq. (1.10), we then need to solve the normal equations[
N

∑N
i=1 xi∑N

i=1 xi
∑N

i=1 x
2
i

][
w1

w2

]
=

[ ∑N
i=1 yi∑N
i=1 xiyi

]
(1.13)

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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This can be solved as it is a square (2x2) matrix.The solution is given as:

w?1 =

(∑N
i=1 x

2
i

)(∑N
i=1 yi

)
−
(∑N

i=1 xi

)(∑N
i=1 xiyi

)
N
(∑N

i=1 x
2
i

)
−
(∑N

i=1 xi

)2
w?2 =

N
(∑N

i=1 xiyi

)
−
(∑N

i=1 xi

)(∑N
i=1 yi

)
N
(∑N

i=1 x
2
i

)
−
(∑N

i=1 xi

)2 .

(1.14)

1.4 Special case: the orthonormal case

We denote by ai the columns of a matrix A ∈ RN×M . We say that the columns are orthonormal
whenever The columns of a matrix orthonormal whenever

ai · aj = δij , 1 ≤ i, j ≤M ,

where δij is the delta Kronecker function. A square matrix with orthonormal columns is called
an orthogonal matrix and has the following properties,

A> = A−1 ,

A>A = AA> = I ,

‖A~u‖ = ‖~u‖ ,
(A~u)>(A~v) = ~u>~v , ∀~u,~v ∈ RM .

If the regression matrix is orthogonal then from Eq. (1.11) the optimal is given by

w? = A>~y .

Example 3: A matrix with orthogonal columns

Fitting a straight line (y = w1 + w2x) leads to orthogonal (but not orthonormal) columns
when the measurements xi average to zero. We can always do this transformation: x̄ =

(x1 + . . .+xN )/N . Instead of working with y = w1 +w2x, we work with y = w1 +w2(x− x̄).
1 x1 − x̄
...

...
1 xN − x̄


[
w1

w2

]
=


y1
...
yN


If we insert this in Eq. (1.13), we observe that we obtain a diagonal matrix on the left hand
side [

N 0

0
∑N

i=1(ti − t̄)2

][
w1

w2

]
=

[ ∑N
i=1 yi∑N

i=1(xi − x̄)yi

]
.

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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We can easily solve the system to get

w?1 =
~a>1 ~y

~a>1 ~a1
=

∑
yi

N
, w?2 =

~a>2 ~y

~a>2 ~a2
=

∑
(xi − x̄)yi∑
(xi − x̄)2

,

where ~a1,~a2 are the columns of the matrix A = [~a1,~a2]. This is an example of the Gram-
Schmidt process for orthogonalisation.

1.5 Geometric interpretation

Example 4: A linear spring: continued

Let’s look again at the linear spring example. In matrix notation, the problem is given by

k

 x1

x2

x3

 =

 y1

y2

y3

 ,
and the solution is

k? =
x1y1 + x2y2 + x3y3

x21 + x22 + x23
=
~x · ~y
‖~x‖22

,

which we rewrote using ~x = (x1, x2, x3) and ~y = (y1, y2, y3). From geometry we know that a
projection of vector ~b onto vector ~a is given by

proj~a
~b =

~a ·~b
‖~a‖

~a

‖~a‖
,

where ~a·~b
‖~a‖ is called a scalar projection which is equal to the length of the vector projection.

y

x

e⋆ = y − k⋆x

projx y = k⋆x

shortest distance from point to line

scalar projection

This means that linear least squares gives us a solution k? such that ~p? = k?~x is a
projection of ~y onto ~x, which is the point on the line through ~x closest to ~y. Therefore, the
residual e? = ~y − k?~x is perpendicular to vector ~x.

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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The geometrical properties of least squares solutions that we have observed in example 4 are
true in general. Since the basis functions ϕ(x) are chosen such that they are linearly independent,
the column vectors of matrix A span a M -dimensional space. The least squares method finds the
solution w? such that Aw? is the projection of vector ~y on the column space of A. The residual
or error e = ~y −Aw? is perpendicular to that space and has minimal 2-norm, which means that
e = ‖~y −Aw‖2 is minimal for w = w?. Note that the equation A~w = ~y has a solution only if ~y
is in the column space of A in which case e = 0.

To prove that e? is perpendicular to the column space of A we write,

A>Aw? = A>~y

A>(~y −Aw?) = 0

A>e? = 0

In other words, e? is an element of the left null space of A or the null space of A>.

Suppose that the fitting function has 2 basis functions M = 2 and we have N = 3 data points.
Then the geometric interpretation can be visualised (Figure 1.2) in 3D space, where the 2 columns
of matrix A span a plane.

y = [y1, y2, y3]⊤
e⋆ = y − Aw⋆ = My

e⋆ = Aw⋆ = Py

column1 = [a11, a21, a31]⊤ column2 = [a12, a22, a32]
⊤

Figure 1.2: Geometric interpretation of the least squares solution with N = 3 and M = 2.

For an inconsistent system of equations, the vector ~y lies outside of that plane and the least
squares method finds the vector ~p? = Aw? in the column space of A that is closest in the 2-norm
to the data ~y. Searching for the least squares solution w?, which will minimise the error e, is
the same as finding the point ~p? = Aw? that is closer to ~y than any other point p in the column
space.

1.5.1 The Projection Matrix P

We have shown that the closest point to ~y is

~p? = Aw? = A(A>A)−1A>~y = P~y,

where matrix P given by

P = A (A>A)−1A> (1.15)

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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is called the projection matrix. Any projection matrix has two basic properties,

1. It is symmetric: P = P>,

2. It is idemptotent: P 2 = P .

On the other hand, for any y ∈ RN we can write the residual as

e? = ~y −Aw?

= y − P~y
= y −A (A>A)−1A>~y

= (I −A (A>A)−1A>)y = My,

where
M = I −A (A>A)−1A> ,

which is also a projection matrix (M = M> and M2 = M). It can be easily seen that P +M = I,
PM = 0, PA = A and MA = 0. The matrix P projects a vector onto the column space of A.
The matrix M is the projection onto the space orthogonal to the column space of A, i.e. the left
null space of A.

A fundamental theorem in linear algebra states that when A is a non singular matrix in
RN×M , then every y ∈ RN has a unique decomposition y = yr + yn where yr is an element of
the range of A and yn is an element of the null space of A>. Observe that

y = (P +M)y = Aw? + e? ,

and Aw? belongs in the range of A and e? belongs in the null space of A>.

1.6 Numerical solutions

Next, we present two numerically stable ways to compute the LLS solution. When the regression
matrix A has full column rank the QR decomposition can be applied. When A is rank deficient
the SVD algorithm must be used.

1.6.1 QR decomposition

Any matrix A ∈ RN×M with linearly independent columns (full column rank) can be factored
into

A = QR =
[
Q1 Q2

] [ R1

0

]
= Q1R1 (1.16)

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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where Q ∈ RN×N is an orthogonal matrix, Q1 ∈ RN×M is a matrix with orthogonal columns,
and R1 ∈ RM×M is upper triangular and invertible. Using A = Q1R1 the least squares solution
is given by

w = R−11 Q>1 ~y. (1.17)

Notice that R1 is upper triangular we don’t actually have to compute its inverse since the solution
can be obtained by back substitution.

1.6.2 Singular Value Decomposition (SVD)

The singular value decomposition of a matrix A ∈ RN×M with rank(A) = ρ, decomposes A as,

A =
[
Ur Un

] [ S 0

0 0

][
V >r
V >n

]
= U ΣV > (1.18)

where U ∈ RN×N and V ∈ RM×M are orthogonal matrices. Σ ∈ RN×M is a diagonal matrix and
S = diag(σ1, . . . , σρ) where σ1 ≥ σ2 ≥ · · · ≥ σρ ≥ 0. The numbers σi are called singular values
of A.

The column vectors of Ur and Vr provide a basis for range(A) and range(A>), respectively.
The column vectors of Un and Vn provide a basis for null(A>) and null(A), respectively. The
singular values σi give the lengths of the principal axes of the hyper-ellipsoid defined by A~w,
when ~w lies on the hypersphere ‖w‖2 = 1.

Denote by Σ+ the matrix

Σ+ =

[
S−1 0

0 0

]
.

We define the Moore-Penrose pseudoinverse of A as

A+ = (A>A)−1A> .

Using Eq. (1.18) it is easy to see that

A+ = V Σ+ U>

The LLS solution using the SVD decomposition is given by

w? = V Σ+ U>y (1.19)

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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Example 5: Moore-Penrose pseudoinverse

Consider a matrix with dependent rows and columns.

A =

 σ1 0 0 0

0 σ2 0 0

0 0 0 0

 , with σ1 > 0, σ2 > 0

Column space is the x, y plane, so projecting ~y = [y1, y2, y3]
> gives ~p = P~y = [y1, y2, 0]>.

Aw̄ = p becomes  σ1 0 0 0

0 σ2 0 0

0 0 0 0



w̄1

w̄2

w̄3

w̄4

 =

 y1

y2

0


We conclude that w̄1 = y1/σ1 and w̄2 = y2/σ2. The other two must be zero by the
requirement of minimum length, so:

w̄ =


y1/σ1

y2/σ2

0

0

 or A+~y =


σ−11 0 0

0 σ−12 0

0 0 0

0 0 0


 y1

y2

y3
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Exam checklist

Function fitting vs. interpolation:

• What is a difference between function fitting and interpolation?

• How do we chose between the two?

Linear Least Squares:

• What kind of fitting functions can I use in Linear Least Squares? Can I choose any
function?

• What norm do we employ in Least Squares method?

• How does Linear Least Squares solution behaves in the presence of outliers?

• What is a geometrical interpretation of Least Squares solution?

• How do we obtain the normal equations?

• For which special matrices A, can the Linear Least Squares solution be simplified?

• What problems can we encounter when we solve Linear Least Squares with a computer?

• When is the problem Ax = b well or ill-posed?

• What are the QR and SVD decompositions? Why do we use them?

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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Exercises

Question 1

Consider the following two problems:

1. Given 3D data points (xi, yi, zi), i = 1, . . . , N (N � 3), we wish to find a surface z =

f(x, y) = a+ b x+ c y such that we approximate zi ≈ f(xi, yi).

2. Given 2D data points (xi, yi), i = 1, . . . , N (N � 3), we wish to find a Gaussian function
y = g(x) = A exp(−(x− µ)2/σ2) such that we approximate yi ≈ g(xi).

Can we solve the two problems with linear least squares? Motivate your answer. (3 options: we
can solve only problem 1, only problem 2 or both)

Solution: In the sense of linear least squares we can only solve problem 1.

Question 2

Reconsider problem 2 from question 1. What happens if we rewrite it by taking the natural
logarithm of g(x): ln y = ln g(x) = lnA− (x− µ)2/σ2

Can we use linear least squares to approximate ln(yi) ≈ ln[g(xi)]? Motivate your answer.

Solution: Yes we can. We do least squares for ln(y) ≈ a x2 + b x+ c and given the parameters
a, b, c we can evaluate the 3 unknowns of the Gaussian as follows:

ln g(x) = − 1

σ2
x2 +

2µ

σ2
x+ ln(A)− µ2

σ2

=⇒ a = − 1

σ2
, b =

2µ

σ2
, c = ln(A)− µ2

σ2

=⇒ σ2 = −1

a
, µ = − b

2a
, A = exp

(
c− b2

4a

)

Question 3

Reconsider the last question. What error do we minimise if we approximate yi ≈ g(xi) with the
least squares solution of question 2? Do we minimise

∑
i

[
yi − g(xi)

]2?
Solution: No, we do not. We minimise

∑
i

{
ln(yi)− ln[g(xi)]

}2
=
∑
i

{
ln

[
g(xi)

yi

]}2

.
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Question 4

Compare the least squares solution of problem 1 of question 1 (3D data) with the least squares
solution of question 2. In both cases we will end up with a matrix to invert to solve for the
unknown parameters. Which of the two has the bigger matrix to invert? (2 options: Gaussian,
3D, both same)

Solution: Both will end up in a 3× 3 matrix to solve as we have 3 unknowns.

Question 5: Extensions to higher dimensions

You are given N data points (xi, yi, zi), i = 1 . . . N in R3, which were roughly located on a surface.
This could mean that zi = a xi + b yi + c+ ξi, where a, b, c are unknown real values and ξi is a
noise term, which can be imagined as being sampled from a normal distribution. How would you
try to estimate the values a, b, c using the data?

Solution: For Least Squares see exercise set 1 question 2.

Models, Algorithms and Data: Introduction to computing (Spring 2020)
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