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OpenMP

Why we use OpenMP:
• Easy to use and allows to parallelize existing serial programs with minimum effort 
• Parallelization can be done incrementally 
• You can implement both coarse-grained and fine-grained parallelism 
• Widely used and supported 
• Portability: 
‣ C/C++ and Fortran 
‣ Supports Unix/Linux platforms as well as Windows

N.B.:
C
T

Compute-Transfer Overlap:
Time spent doing computation

Time spent in communication

Coarse-grained parallelism:

Fine-grained parallelism:

C
T ≫ 1
C
T ≪ 1



OpenMP Syntax Format

Compiler directives:

C/C++: #pragma omp directive-name [clause [[,]clause]…] new-line
structured block

Structured block:
  1 { // new scope: start of lexical context 
  2     int a = 0;  // automatic variable 
  3     do_work(a); // do something 
  4 } // exit point

Single point of entry and single point of exit!

Unstructured block:
  1 { // new scope: start of lexical context 
  2     int a = 0;       // automatic variable 
  3     do_work(a); 
  4     if (a) goto out; // do something crazy 
  5 } // exit point 
  6 out: cout << "Skipped exit point!" << endl;

You always need these two to start with!

Note: The comma [,] is from the old days, 
some compilers might still need it



Parallel Regions

• Program executes in serial until it encounters a parallel directive 
• The thread that encounters the parallel region creates the children (team of threads) 
• The encountering thread becomes the master thread inside the region (thread_id = 0) 
• The threads synchronize at a barrier at the end of the parallel region. The master thread then continues

• if([parallel:] scalar-expression) 
• num_threads(integer-expression) 
• default(shared | none) 
• private(list) 
• firstprivate(list) 
• shared(list) 
• reduction(reduction-identifier: list)

Clause can be: Execute in parallel only if scalar-expression 
evaluates to true

Declare the number of threads in the team

Are used to set a data environment (discussed later)

Special clause for reductions (discussed later)

#pragma omp parallel [clause list] new-line

structured block



Parallel Regions

Parallel

Sequential

Sequential

Example:
  1 #include <iostream> 
  2 #include <omp.h> 
  3 using namespace std; 
  4  
  5 int main(int argc, char* argv[]) 
  6 { 
  7 #pragma omp parallel 
  8     { 
  9         const int tid = omp_get_thread_num(); // get my ID 
 10         cout << "Hello from thread " << tid << '\n'; 
 11     } 
 12     return 0; 
 13 } 

Library call requires the OpenMP header to be included

master (0)

master (0)

master (0) 
child (1) 
child (2) 
child (3) 
…



Parallel Regions

Parallel

Sequential

Sequential

Example:
  1 #include <iostream> 
  2 #include <omp.h> 
  3 using namespace std; 
  4  
  5 int main(int argc, char* argv[]) 
  6 { 
  7 #pragma omp parallel 
  8     { 
  9         const int tid = omp_get_thread_num(); // get my ID 
 10         cout << "Hello from thread " << tid << '\n'; 
 11     } 
 12     return 0; 
 13 } 

Library call requires the OpenMP header to be included

Output:   1 Hello from thread Hello from thread Hello from thread Hello from thread 3  
  2 201 
  3  
  4 ?
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master (0)

master (0) 
child (1) 
child (2) 
child (3) 
…



Parallel Regions

Example:

Output:   1 Hello from thread 1 
  2 Hello from thread 3 
  3 Hello from thread 2 
  4 Hello from thread 0

  1 #include <iostream> 
  2 #include <omp.h> 
  3 using namespace std; 
  4  
  5 int main(int argc, char* argv[]) 
  6 { 
  7 #pragma omp parallel 
  8     { 
  9         const int tid = omp_get_thread_num(); // get my ID 
 10 #pragma omp critical // the next line is a critical section! 
 11         cout << "Hello from thread " << tid << '\n'; 
 12     } 
 13     return 0; 
 14 } 

The order of threads entering a critical section is 
unspecified, only mutual exclusion is guaranteed!

Critical sections can be handled with the 
critical directive. More in a few slides…

Note: If the structured block 
is a single line, then you 
may omit the curly braces.



Parallel Regions

Specify the number of threads and conditional execution of a parallel region:
Output:  1 #include <iostream> 

  2 #include <omp.h> 
  3 using namespace std; 
  4  
  5 int main(int argc, char* argv[]) 
  6 { 
  7     for (int i = 1; i <= 4; ++i) 
  8     { 
  9         cout << “Number of threads = " << i << endl; 
 10 #pragma omp parallel num_threads(i) if (parallel: i > 2) 
 11         { 
 12             const int tid = omp_get_thread_num(); // get my ID 
 13 #pragma omp critical // the next line is a critical section! 
 14             cout << "Hello from thread " << tid << '\n'; 
 15         } 
 16     } 
 17     return 0; 
 18 } 

  1 Number of threads = 1 
  2 Hello from thread 0 

  3 Number of threads = 2 
  4 Hello from thread 0 

  5 Number of threads = 3 
  6 Hello from thread 0 
  7 Hello from thread 1 
  8 Hello from thread 2 

  9 Number of threads = 4 
 10 Hello from thread 0 
 11 Hello from thread 1 
 12 Hello from thread 3 
 13 Hello from thread 2 

No parallel region spawned here 
because if evaluates to false

Must be an integral value greater 
than 0

Explicitly specify to which directive the if applies. Useful for 
composite and combined constructs. If not specified, the if 
applies to all constructs to which an if clause can apply.



Number of Threads in Parallel Regions

In more detail: The number of threads in a parallel region is 
determined by the following factors, in order of precedence:

1. Evaluation of the if clause 
2. Setting the num_threads clause 
3. Use of the omp_set_num_threads() library function 
4. Setting the OMP_NUM_THREADS environment variable 
5. Implementation default — usually the number of CPUs available

Remember: Threads within parallel regions are always numbered from 0 
(master thread) to N-1, if there are N threads in the team. This also 
applies for nested parallel regions.



Dynamic and Static Modes in Parallel Regions

• Dynamic Mode (default) 
‣ The number of threads can differ between parallel regions of the 

same program 
‣ The specified number of threads is an upper bound — the actual 

number of threads can be smaller to optimize system resources 
• Static Mode
‣ The number of threads for the parallel region is fixed and exactly 

equal to what the programmer specifies (using num_threads, 
omp_set_num_threads(), OMP_NUM_THREADS)

Static mode can be enforced by setting the environment variable:
OMP_DYNAMIC=false



(Conditional) Code Compilation using OpenMP

Recall: We compile our OpenMP code with:

The -fopenmp flag tells the compiler to interpret the #pragma omp directives. 
It also defines a _OPENMP macro name that can be used for conditional 
compilation and to check which OpenMP implementation the compiler will use.

g++ -fopenmp -o myprog myprog.cpp

gcc -fopenmp -o myprog myprog.c

(GNU, C++ code)

(GNU, C code)

_OPENMP contains a string with format: YYYYMM (Release date of OpenMP standard)



(Conditional) Code Compilation using OpenMP

  1 #include <iostream> 
  2 using namespace std; 
  3  
  4 int main(int argc, char* argv[]) 
  5 { 
  6 #ifdef _OPENMP 
  7     cout << "Compiled with -fopenmp (OpenMP Standard: " << _OPENMP << ")" << endl; 
  8 #else 
  9     cout << "Compiled without -fopenmp" << endl; 
 10 #endif /* _OPENMP */ 
 11     return 0; 
 12 } 

Example:
Only this code will be compiled 
iff _OPENMP is defined!

g++ -fopenmp -o myprog myprog.cpp: 

$ ./myprog 
$ Compiled with -fopenmp (OpenMP Standard: 201511)

g++ -o myprog myprog.cpp: 

$ ./myprog 
$ Compiled without -fopenmp

8

Evolution of OpenMP

http://computing.llnl.gov/tutorials/openMP/

• OpenMP specifications at www.openmp.org

- OpenMP 3.1 (2011): C/C++, Fortran and Examples

- OpenMP 4.0 (2013): Examples in a separate PDF file

I am using OpenMP 4.5



The Compiler is your Friend

GCC (Clang) offer some help for debugging shared memory:

g++ -fopenmp -fsanitize=thread -g

  1 int main(void) 
  2 { 
  3     int tid = -1; 
  4 #pragma omp parallel 
  5     { 
  6         const int mytid = omp_get_thread_num(); 
  7         tid = mytid; // race condition 
  8     } 
  9     std::cout << tid << std::endl; 
 10     return 0; 
 11 }

================== 
WARNING: ThreadSanitizer: data race (pid=887504) 
  Read of size 4 at 0x7fff3318404c by main thread: 
    #0 main ./race.cpp:7 (race+0x401265) 

  Previous write of size 4 at 0x7fff3318404c by thread T1: 
    #0 main._omp_fn.0 … 
    #1 gomp_thread_start … 

  Location is stack of main thread. 

  Location is global '<null>' at 0x000000000000 ([stack]+0x00000001e04c) 

  Thread T1 (tid=887506, running) created by main thread at: 
    #0 pthread_create … 
    #1 gomp_team_start … 
    #2 __libc_start_main <null> (libc.so.6+0x26ee2) 

SUMMARY: ThreadSanitizer: data race ./race.cpp:7 in main 
================== 
1 
ThreadSanitizer: reported 1 warnings 
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How to use Threads to Perform Useful Work?

We now know how to spawn a team of threads. Now we want to do useful 
work with it. Here are two forms of parallelism that you will encounter often:

Work Sharing: A way to distribute parallelizable work among a team of threads. 
Each thread then works on a smaller portion of the total work in parallel. 
‣ Most prominent example: Array traversal in for-loops 
‣ Independent sections of code (e.g. functions)



How to use Threads to Perform Useful Work?

We now know how to spawn a team of threads. Now we want to do useful 
work with it. Here are two forms of parallelism that you will encounter often:

Work Sharing: A way to distribute parallelizable work among a team of threads. 
Each thread then works on a smaller portion of the total work in parallel. 
‣ Most prominent example: Array traversal in for-loops 
‣ Independent sections of code (e.g. functions)

Tasking: Tasks can be used to exploit parallelism in irregular structures. A task 
consists of code, associated data and internal control variables. It is enqueued 
on a task-queue and may execute right away or scheduled for later execution. 
Tasks are cheap and help to avoid spawning threads dynamically. 
‣ Exploit parallelism in recursive functions 
‣ List and tree traversal in parallel 
‣ Not part of this class (but HPCSE II)



Work Sharing Constructs

OpenMP gives us access to the following work sharing constructs:

Loop construct: Specifies that the iterations of one or more associated loops 
will be executed in parallel by the threads in the team. Used very often!
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Work Sharing Constructs

OpenMP gives us access to the following work sharing constructs:

Loop construct: Specifies that the iterations of one or more associated loops 
will be executed in parallel by the threads in the team. Used very often!

Sections construct: A non-iterative work sharing construct that contains a set 
of structured blocks that are to be distributed among and executed by the 
threads in a team.

Single construct: Specifies that the associated structured block is executed by 
only one of the threads in the team (not necessarily the master thread).

Remember: All work sharing constructs have an implicit barrier at the end (unless 
the nowait clause is used).



Loop Construct (Parallel for-loops)

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; // number of points in array 
  6     double A[N];        // array of data we want to work on in parallel 
  7  
  8 #pragma omp parallel 
  9     { 
 10         const int tid = omp_get_thread_num(); 
 11         const int nthreads =  omp_get_num_threads(); 
 12         int npoints = N / nthreads; // I am working on this many points 
 13         const int mystart = tid * npoints;  // my start in the array 
 14         if (tid == nthreads-1) // ensure to take care of all elements in A 
 15             npoints = N - mystart; 
 16  
 17         // iterate over array A in parallel 
 18         for (int i = 0; i < npoints; ++i) 
 19             A[mystart+i] = // do something here 
 20     } 
 21     return 0; 
 22 }

Get my ID and the number 
of threads in the team1.

Determine the number of 
points I need to work on 
(you will see this type of 
code often in MPI)

2.

Iterate through my portion 
of array A3.

The raw way…



  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N];        
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 } 

Loop Construct (Parallel for-loops)

OpenMP does the partitioning 
of work for us!

The OpenMP way…

Less code, cleaner 
and more readable!

We tell OpenMP our intention: Share 
the work associated with the loop!



  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; // number of points in array 
  6     double A[N];        // array of data we want to work on in parallel 
  7  
  8 #pragma omp parallel 
  9     { 
 10 // #pragma omp for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 } 

Loop Construct (Parallel for-loops)

The OpenMP way…

Trivia: What happens here?



  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; // number of points in array 
  6     double A[N];        // array of data we want to work on in parallel 
  7  
  8 #pragma omp parallel 
  9     { 
 10 // #pragma omp for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 } 

Loop Construct (Parallel for-loops)

The OpenMP way…

Bad!
1. Each thread works on the full array! No parallelism at all… 
2. N race conditions! 
3. A lot of pressure on the cache coherence protocol!

Trivia: What happens here?



Loop Construct (Parallel for-loops)

#pragma omp for works with canonical loop-structure:

Note: Prior to OpenMP 3.0, index must 
be of signed integral type (no size_t)

                                  index++; 
                                  ++index; 
                                  index--; 
                          <       --index; 
for (index = start; index <= end; index += inc;       ) 
                          >=      index -= inc; 
                          >       index = index + inc; 
                                  index = inc + index; 
                                  index = index - inc;

since OpenMP 3.0: for (it = vec.begin(); it != vec.end(); it++)

since OpenMP 5.0: for (auto x : container)

For C++ random access iterators:



Sections Construct

Sections can be used to assign individual structured blocks to different 
threads in a team:

int main(int argc, char* argv[]) 
{ 
#pragma omp parallel 
    { 
#pragma omp sections // nowait 
        { 
#pragma omp section 
            x_calculation(); // independent computation 
#pragma omp section 
            y_calculation(); // independent computation 
#pragma omp section 
            z_calculation(); // independent computation 
        } // other threads in the team wait here. 
          // Use '#pragma omp sections nowait' to let them continue without 
          // synchronization 
    } 
    return 0; 
}

Note: You may also use the reduction 
clause with sections



Single Construct

single can be used to assign a structured block to one single thread 
in a team (can be considered as a synchronization construct as well):

int main(int argc, char* argv[]) 
{ 
#pragma omp parallel 
    { 
        do_many_things(); 
#pragma omp single // nowait 
        { 
            exchange_boundaries(); 
        } // other threads in the team wait here 

        // IFF this function does not depend on memory locations that need to 
        // be visible after exchange_boundaries() has been executed, then 
        // adding the 'nowait' clause to the single construct is more 
        // efficient! 
        do_many_other_things(); 
    } 
    return 0; 
}



Back to the Loop Construct

The loop construct is the most important of the OpenMP work sharing 
constructs. Let’s look a bit closer:

• private(list) 
• firstprivate(list) 
• lastprivate(list) 
• schedule(kind [, chunk_size]) 
• collapse(n) 
• reduction(reduction-identifier: list) 
• nowait

Clause can be: Are used to set a data environment (discussed in a 
few slides)

#pragma omp for [clause[[,]clause]…] new-line

for-loops

Note: There are a few more clauses that we do not 
discuss in class. You can find a full list in the OpenMP 
specification. https://www.openmp.org/specifications/



Loop Scheduling

There are different ways to distribute the work among threads in a 
team. We care about this to have more control over parallel granularity 
and load-balancing.2.7.1.1 Determining the Schedule of a Worksharing Loop1

When execution encounters a loop directive, the schedule clause (if any) on the directive, and2

the run-sched-var and def-sched-var ICVs are used to determine how loop iterations are assigned3

to threads. See Section 2.3 on page 36 for details of how the values of the ICVs are determined. If4

the loop directive does not have a schedule clause then the current value of the def-sched-var5

ICV determines the schedule. If the loop directive has a schedule clause that specifies the6

runtime schedule kind then the current value of the run-sched-var ICV determines the schedule.7

Otherwise, the value of the schedule clause determines the schedule. Figure 2.1 describes how8

the schedule for a worksharing loop is determined.9

Cross References10

• ICVs, see Section 2.3 on page 3611

START

schedule
clause present?

schedule
kind value is
runtime?

Use def-sched-var schedule kind

Use schedule kind specified in
schedule clause

Use run-sched-var schedule kind

No

Yes

No

Yes

FIGURE 2.1: Determining the schedule for a Worksharing Loop

64 OpenMP API – Version 4.5 November 2015

#pragma omp for schedule(kind [, chunk_size]) new-line

for-loops

How does OpenMP 
determine the 
schedule:

OMP_SCHEDULE

Default is implementation dependent

schedule(kind [, chunk_size])

or omp_set_schedule(…)



Loop Scheduling

• static [, chunk]: 
‣ Loop iterations are divided into segments of size chunk and distributed cyclically to the 

threads in the team 
‣ If chunk is not specified, it is equal to N/nthreads and each thread executes a single 
chunk (what we did in the first example above) 

• dynamic [, chunk]: 
‣ Loop iterations are divided into segments of size chunk 
‣ An idle thread is dynamically assigned the next available chunk 

• guided [, chunk]: 
‣ Similar to dynamic but the chunk size decreases exponentially 
‣ chunk specifies the minimum segment size 

• runtime: 
‣ Decide at runtime depending on the OMP_SCHEDULE environment variable or the 
omp_set_schedule() library call 

• auto: 
‣ Decided by the compiler and/or the underlying OpenMP runtime library

Loop scheduling kind:



Loop Scheduling

Loop scheduling kind (in a picture):

V. Eijkhout, http://www.tacc.utexas.edu/~eijkhout/istc/istc.html

http://www.tacc.utexas.edu/~eijkhout/istc/istc.html


Nested Loops

How does OpenMP parallelize nested loops:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     const int N = 1000; 
  4     double A[N][N]; // 2D array 
  5  
  6 #pragma omp parallel 
  7     { 
  8 #pragma omp for 
  9         for (int i = 0; i < N; ++i)     // this loop is distributed among threads 
 10             for (int j = 0; j < N; ++j) // each thread runs this loop from [0,N) 
 11                 A[i][j] = ...           // do something here 
 12     } 
 13     return 0; 
 14 }

The #pragma omp for applies to the 
for-loop that immediately follows it

Note: Only an iteration of the innermost associated loop 
may be curtailed by a continue statement. Recall the 
definition of a structured block in an earlier slide.



Nested Loops and Loop Collapsing

Multiple loops associated to a loop construct can be collapsed 
(combined or fused) into a single loop with a larger iteration space if 
they are perfectly nested.

#pragma omp for collapse(n) new-line

for-loops

n must be a constant positive integer 
expressionBut be aware: If execution of any associated loop 

changes any of the values used to compute any of 
the iteration counts, then the behavior is unspecified!

Benefits of loop collapsing: 
‣ Can achieve better utilization of available resources 
‣ Increased performance due to better load-balancing



Nested Loops and Loop Collapsing

Example 1:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double A[5][10000]; // 2D array 
  4  
  5 #pragma omp parallel 
  6     { 
  7 #pragma omp for collapse(2) 
  8         for (int i = 0; i < 5; ++i) 
  9             for (int j = 0; j < 10000; ++j) 
 10                 A[i][j] = ... // do something 
 11     } 
 12     return 0; 
 13 }

Without the collapse clause, only 5 
threads work on the loop, others are idle.

Collapsing the two loops generates a single 
loop with a new iteration space (50000):
  1 for (int k = 0; k < 5*10000; ++k) 
  2     A[k] = ... // do something

OpenMP automatically does this for us.



Nested Loops and Loop Collapsing

Example 1:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double A[5][10000]; // 2D array 
  4  
  5 #pragma omp parallel 
  6     { 
  7 #pragma omp for collapse(2) 
  8         for (int i = 0; i < 5; ++i) 
  9             for (int j = 0; j < 10000; ++j) 
 10                 A[i][j] = ... // do something 
 11     } 
 12     return 0; 
 13 }

Without the collapse clause, only 5 
threads work on the loop, others are idle.

Collapsing the two loops generates a single 
loop with a new iteration space (50000):
  1 for (int k = 0; k < 5*10000; ++k) 
  2     A[k] = ... // do something

OpenMP automatically does this for us.

Trivia: How to compute i,j from k?



Nested Loops and Loop Collapsing

Example 1:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double A[5][10000]; // 2D array 
  4  
  5 #pragma omp parallel 
  6     { 
  7 #pragma omp for collapse(2) 
  8         for (int i = 0; i < 5; ++i) 
  9             for (int j = 0; j < 10000; ++j) 
 10                 A[i][j] = ... // do something 
 11     } 
 12     return 0; 
 13 }

Without the collapse clause, only 5 
threads work on the loop, others are idle.

Collapsing the two loops generates a single 
loop with a new iteration space (50000):
  1 for (int k = 0; k < 5*10000; ++k) 
  2     A[k] = ... // do something

OpenMP automatically does this for us.

Trivia: How to compute i,j from k?
  1 int i = k / 10000; // integer division 
  2 int j = k % 10000; // remainder of integer division (modulo)



Nested Loops and Loop Collapsing

Example 1:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double A[5][10000]; // 2D array 
  4  
  5 #pragma omp parallel 
  6     { 
  7 #pragma omp for collapse(2) 
  8         for (int i = 0; i < 5; ++i) 
  9             for (int j = 0; j < 10000; ++j) 
 10                 A[i][j] = ... // do something 
 11     } 
 12     return 0; 
 13 }

Without the collapse clause, only 5 
threads work on the loop, others are idle.

Collapsing the two loops generates a single 
loop with a new iteration space (50000):
  1 for (int k = 0; k < 5*10000; ++k) 
  2     A[k] = ... // do something

OpenMP automatically does this for us.

Trivia: How to compute i,j from k?
  1 int i = k / 10000; // integer division 
  2 int j = k % 10000; // remainder of integer division (modulo)

  1 int k = j + 10000 * i; // linear index



Nested Loops and Loop Collapsing

Example 2: Parallel Matrix-Vector multiplication

Can we collapse these loops?
  1 int main(int argc, char* argv[]) 
  2 { 
  3     const int N = 1000; 
  4     double x[N], y[N]; // Vectors 
  5     double A[N][N]; // Matrix 
  6     // initialize data... 
  7  
  8     // parallel matrix vector product 
  9 #pragma omp parallel 
 10     { 
 11 #pragma omp for collapse(2) 
 12         for (int i = 0; i < N; ++i) 
 13         { 
 14             y[i] = 0.0; 
 15             for (int j = 0; j < N; ++j) 
 16                 y[i] += A[i][j] * x[j]; 
 17         } 
 18     } 
 19     return 0; 
 20 }



Nested Loops and Loop Collapsing

Example 2: Parallel Matrix-Vector multiplication

Can we collapse these loops?

No. Only perfectly nested loops can be 
collapsed. Perfectly nested: The loop body 
of the outer loop can consist only of the 
inner loop.

  1 int main(int argc, char* argv[]) 
  2 { 
  3     const int N = 1000; 
  4     double x[N], y[N]; // Vectors 
  5     double A[N][N]; // Matrix 
  6     // initialize data... 
  7  
  8     // parallel matrix vector product 
  9 #pragma omp parallel 
 10     { 
 11 #pragma omp for collapse(2) 
 12         for (int i = 0; i < N; ++i) 
 13         { 
 14             y[i] = 0.0; 
 15             for (int j = 0; j < N; ++j) 
 16                 y[i] += A[i][j] * x[j]; 
 17         } 
 18     } 
 19     return 0; 
 20 }



Reduction

A reduction is a common operation where a specific operation is 
performed on all elements on some set of data. This can be done 
efficiently with the reduction clause:

#pragma omp for reduction(reduction-identifier: list) new-line

for-loops

The reduction identifier can be one of the following built-in operations:

+, -, *, &, |, ^, &&, ||, min, max 

User-defined operators can also be implemented.

Comma separated list 
of reduction variables



Reduction

Example: Sum the elements in an array in parallel

What you learned so far, can you explain the 
visibility and and value of the variable sum in 
lines 6, 9, 11 and 12?   1 int main(int argc, char* argv[]) 

  2 { 
  3     double a[1000]; 
  4     // initialize data... 
  5  
  6     double sum = 0.0; // sum the elements in here 
  7 #pragma omp parallel 
  8     { 
  9 #pragma omp for reduction(+: sum) 
 10         for (int i = 0; i < 1000; ++i) 
 11             sum += a[i]; 
 12     } 
 13     return 0; 
 14 } 



Reduction

Example: Sum the elements in an array in parallel

What you learned so far, can you explain the 
visibility and and value of the variable sum in 
lines 6, 9, 11 and 12? 

Line 6: The variable is shared, everyone could see it 
(only the master thread can see it at this point). Its 
value is initialized to zero.

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double a[1000]; 
  4     // initialize data... 
  5  
  6     double sum = 0.0; // sum the elements in here 
  7 #pragma omp parallel 
  8     { 
  9 #pragma omp for reduction(+: sum) 
 10         for (int i = 0; i < 1000; ++i) 
 11             sum += a[i]; 
 12     } 
 13     return 0; 
 14 } 



Reduction

Example: Sum the elements in an array in parallel

What you learned so far, can you explain the 
visibility and and value of the variable sum in 
lines 6, 9, 11 and 12? 

Line 6: The variable is shared, everyone could see it 
(only the master thread can see it at this point). Its 
value is initialized to zero.

Line 9: OpenMP creates a private copy for each 
thread and initializes the variable to 0 (in the case of 
the ‘+’ operator).

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double a[1000]; 
  4     // initialize data... 
  5  
  6     double sum = 0.0; // sum the elements in here 
  7 #pragma omp parallel 
  8     { 
  9 #pragma omp for reduction(+: sum) 
 10         for (int i = 0; i < 1000; ++i) 
 11             sum += a[i]; 
 12     } 
 13     return 0; 
 14 } 



Reduction

Example: Sum the elements in an array in parallel

What you learned so far, can you explain the 
visibility and and value of the variable sum in 
lines 6, 9, 11 and 12? 

Line 6: The variable is shared, everyone could see it 
(only the master thread can see it at this point). Its 
value is initialized to zero.

Line 9: OpenMP creates a private copy for each 
thread and initializes the variable to 0 (in the case of 
the ‘+’ operator).

Line 11: Each thread sums up its array elements into 
its own (thread private) variable sum. Its value 
depends on the data the thread is working on.

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double a[1000]; 
  4     // initialize data... 
  5  
  6     double sum = 0.0; // sum the elements in here 
  7 #pragma omp parallel 
  8     { 
  9 #pragma omp for reduction(+: sum) 
 10         for (int i = 0; i < 1000; ++i) 
 11             sum += a[i]; 
 12     } 
 13     return 0; 
 14 } 



Reduction

Example: Sum the elements in an array in parallel

What you learned so far, can you explain the 
visibility and and value of the variable sum in 
lines 6, 9, 11 and 12? 

Line 6: The variable is shared, everyone could see it 
(only the master thread can see it at this point). Its 
value is initialized to zero.

Line 9: OpenMP creates a private copy for each 
thread and initializes the variable to 0 (in the case of 
the ‘+’ operator).

Line 11: Each thread sums up its array elements into 
its own (thread private) variable sum. Its value 
depends on the data the thread is working on.

Line 12: OpenMP sums up all thread local sum 
variables and stores it in the shared variable sum. Its 
value is the result of the reduction.

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double a[1000]; 
  4     // initialize data... 
  5  
  6     double sum = 0.0; // sum the elements in here 
  7 #pragma omp parallel 
  8     { 
  9 #pragma omp for reduction(+: sum) 
 10         for (int i = 0; i < 1000; ++i) 
 11             sum += a[i]; 
 12     } 
 13     return 0; 
 14 } 



Directive Scoping

Remember: None of the work sharing constructs we have seen 
create teams of threads to execute in parallel. They are executed 
inside a parallel region where the team already exists!
  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 } 

This spawns the parallel region 
(creates a team of threads)

This creates a work sharing 
construct. It assumes to live 
inside a parallel region



Directive Scoping

• OpenMP gives us the freedom to extend code in multiple files. 
• OpenMP directives that appear outside a parallel region are termed orphaned directives.

  1 #include <omp.h> 
  2 #include "myfunc.h" 
  3  
  4 int main(int argc, char* argv[]) 
  5 { 
  6     const int N = 1000; 
  7     int A[N]; 
  8 
  9 #pragma omp parallel num_threads(4) 
 10     { 
 11         const int tid = omp_get_thread_num(); 
 12         myfunc(A, N/4, tid); 
 13     } 
 14     myfunc(A, N); 
 15     // The #pragma omp for directive has no 
 16     // effect in this region.. 
 17     return 0; 
 18 }

main.cpp: myfunc.h:

  1 void myfunc(int A[], const int N, const int tid=0) 
  2 { 
  3 #pragma omp for 
  4     for (int i = 0; i < N; ++i) 
  5         A[i + tid*N] = tid; 
  6 }

Static (lexical) extent of parallel region

Dynamic extent of parallel region

Orphaned directive



Combined Constructs

But wait a minute! Did you not say that each work sharing construct 
implies an implicit barrier at its end?

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }

What is bad in this code? Recall the last lecture: Thread 
synchronization is expensive.



Combined Constructs

But wait a minute! Did you not say that each work sharing construct 
implies an implicit barrier at its end?

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }

What is bad in this code? Recall the last lecture: Thread 
synchronization is expensive.

There are two synchronizations (barriers). 
One is implicit after the for-loop 
completes and one right after when the 
parallel region ends.



Combined Constructs

But wait a minute! Did you not say that each work sharing construct 
implies an implicit barrier at its end?

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for nowait 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }

What is bad in this code? Recall the last lecture: Thread 
synchronization is expensive.

Synchronization after the for-loop is here 
clearly unnecessary and will degrade 
performance. We can skip the implicit 
barriers of work sharing constructs by 
adding the nowait clause.



Combined Constructs

There is only a single for-loop in the parallel region, do I need all this 
code? No, combined constructs are shortcuts for specifying one construct 
immediately nested inside another construct. This applies to the loop and 
sections constructs we have seen so far. 

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for nowait 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }



Combined Constructs

There is only a single for-loop in the parallel region, do I need all this 
code? No, combined constructs are shortcuts for specifying one construct 
immediately nested inside another construct. This applies to the loop and 
sections constructs we have seen so far. 

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp for nowait 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel for 
  9         for (int i = 0; i < N; ++i) 
 10             A[i] = // do something here 
 11     return 0; 
 12 } 

Identical

Note: Implies nowait, you can 
not use it as a clause here



Combined Constructs

Be careful, this is a common beginners mistake!

What is happening here?
  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp parallel for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }



Combined Constructs

Be careful, this is a common beginners mistake!

What is happening here?

thread4 thread3 thread2 thread1

Nested parallelism! Each thread in the outer 
region executes a parallel for-loop on its own.

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     const int N = 1000; 
  6     double A[N]; 
  7  
  8 #pragma omp parallel 
  9     { 
 10 #pragma omp parallel for 
 11         for (int i = 0; i < N; ++i) 
 12             A[i] = // do something here 
 13     } 
 14     return 0; 
 15 }
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Data Environment

Recall: We are working in a shared memory environment

• In OpenMP, variables outside a parallel region are shared by default  
• Global/static variables are shared 
• Not everything is shared in OpenMP: 
‣ Loop index variables 
‣ Automatic variables in functions that are called inside the parallel region.

Rule: Do not saturate your code with synchronization! They are 
expensive and not parallel at all. You must think of clever solutions.



Data Environment

Three types of data-sharing attributes in OpenMP:
1. Predetermined (e.g. loop counters, threadprivate variables) 
2. Explicitly determined (what you specify in a clause of a construct) 
3. Implicitly determined (everything else)

What we skipped in the previous slides:
• default(shared | none) 
• shared(list) 
• private(list) 
• firstprivate(list) 
• lastprivate(list)

Can only be used together 
with the parallel directive

Can be used with the constructs 
we have seen so far

Note: Data-sharing clauses can only be used in the lexical extent of the OpenMP directive



Data Environment: default

•default(shared | none) 
‣ You can change the default (shared, implicitly determined). The clause must only 

appear once 
‣ none means that every variable you reference in a parallel region must be explicitly 

determined (unless its attribute is predetermined)

To change the default data-sharing attributes:

Example:   1 int main(int argc, char* argv[]) 
  2 { 
  3     int var; 
  4 #pragma omp parallel default(none) shared(var) 
  5     { 
  6         // the variable var is shared (explicitly determined) 
  7         // the above is the similar to: 
  8         //   #pragma omp parallel 
  9         // but now var is implicitly determined 
 10     } 
 11     return 0; 
 12 }

Use shared(list) to explicitly 
determine a comma separated 
list of variables as shared



  1 int main(int argc, char* argv[]) 
  2 { 
  3     int sum = 0; 
  4 #pragma omp parallel for private(sum) 
  5     for (int i = 0; i < 1000; ++i) 
  6     { 
  7         // Threads have not initialized sum, its value is undefined. Inside 
  8         // this region, each thread observes a different address for the sum 
  9         // variable. 
 10         sum = sum + i; 
 11     } 
 12     // Because sum has been declared private in the parallel region, its value 
 13     // after the parallel region is the same as it was before entering the 
 14     // region. 
 15     return 0; 
 16 }

Data Environment: private

•private(list) 
‣ Creates a private copy of each variable in the list 
‣ The private copy has a different address (avoiding data races) 
‣ The private copy is not initialized, no association with the global variable

Making variables private:

Example: sum is not initialized to zero. Its value is not 
defined. You have to assign its initial value in 
the parallel region.



  1 int main(int argc, char* argv[]) 
  2 { 
  3     int sum = 0; 
  4 #pragma omp parallel for firstprivate(sum) 
  5     for (int i = 0; i < 1000; ++i) 
  6     { 
  7         // sum has been initialized to sum = 0. Inside this region, each thread 
  8         // observes a different address for the sum variable. 
  9         sum = sum + i; 
 10     } 
 11     // Because sum has been declared firstprivate in the parallel region, its 
 12     // value after the parallel region is the same as it was before entering 
 13     // the region. 
 14     return 0; 
 15 }

Data Environment: firstprivate

•firstprivate(list) 
‣ Special case of private(list) 
‣ The private copy is initialized to the value seen by the master thread 
‣ Its association with the global variable is its initialization

Making variables private:

Example: sum is initialized to zero.



Data Environment: lastprivate

•lastprivate(list) 
‣ Special case of private(list) 
‣ The private copy is not initialized, as in private(list) 
‣ Its association with the global variable is its update after the parallel region (careful: data 

races)

Making variables private:

Example Loop Construct:
  1 int main(int argc, char* argv[]) 
  2 { 
  3     int a = 0; 
  4 #pragma omp parallel for lastprivate(a) 
  5     for (int i = 0; i < 100; ++i) 
  6         a = i; 
  7     // after the parallel region: a = 99 
  8     return 0; 
  9 }

  1 int main(int argc, char* argv[]) 
  2 { 
  3     int a = 0; 
  4 #pragma omp parallel sections lastprivate(a) 
  5     { 
  6 #pragma omp section // lexically first section 
  7         a = 1; 
  8 #pragma omp section // lexically second section (and the last) 
  9         a = 2; 
 10     } 
 11     // after the parallel region: a = 2 
 12     return 0; 
 13 }

Example Sections Construct: The last lexical 
section matters



Data Environment: lastprivate

Another Sections Construct Example:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     int a = 0; 
  4 #pragma omp parallel 
  5     { 
  6 #pragma omp sections lastprivate(a) nowait 
  7         { 
  8 #pragma omp section // lexically first section 
  9             a = 1; 
 10 #pragma omp section // lexically second section (and the last) 
 11             a = 2; 
 12         } // lastprivate(a) ends here 
 13         // references to a from this point on are to the global a on line 3. 
 14         // What is the value of a here? 
 15     } 
 16     // after the parallel region: a = 2 
 17     return 0; 
 18 }

Trivia: What is the value of a immediately after the sections construct?



Data Environment: lastprivate

Another Sections Construct Example:

  1 int main(int argc, char* argv[]) 
  2 { 
  3     int a = 0; 
  4 #pragma omp parallel 
  5     { 
  6 #pragma omp sections lastprivate(a) nowait 
  7         { 
  8 #pragma omp section // lexically first section 
  9             a = 1; 
 10 #pragma omp section // lexically second section (and the last) 
 11             a = 2; 
 12         } // lastprivate(a) ends here 
 13         // references to a from this point on are to the global a on line 3. 
 14         // What is the value of a here? 
 15     } 
 16     // after the parallel region: a = 2 
 17     return 0; 
 18 }

Trivia: What is the value of a immediately after the sections construct?

Generates a race condition!
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Synchronization Constructs

OpenMP supports several synchronization constructs: 
‣ critical (critical sections) 
‣ atomic 
‣ barrier 
‣ master (in fact, not a synchronization construction) 
‣ ordered (not discussed in class) 
‣ flush (not discussed in class)

Synchronization constructs ensure a consistent view of a memory 
address that is shared among a team of threads.

Recall from the last lecture:

Note: There are a few more that we do not consider in 
class. See the OpenMP specification if you are interested.



Synchronization: critical

The critical construct provides mutual exclusion in critical sections: 
‣ No two threads can simultaneously access the structured block that follows 
‣ The critical section is executed sequentially (no parallelism!)

#pragma omp critical [(name) [hint(hint-expression)]]new-line

structured block

Can be used to specify a 
certain mutex to be used

You can name a critical 
section (CS) for better 
control. A thread waiting to 
enter a CS with name has to 
wait until no other thread 
executes in any other or the 
same CS with the same 
name. If not specified, a 
unique global name is used.

  1 int main(int argc, char* argv[]) 
  2 { 
  3     int a = 0; 
  4 #pragma omp parallel shared(a) 
  5     { 
  6         // parallel code 
  7 #pragma omp critical (mutex_for_a) // I might need to wait here 
  8         { 
  9             a = ... // I have exclusive write access to a 
 10             // more code in critical section 
 11         } 
 12     } 
 13     return 0; 
 14 }



Synchronization: atomic

The atomic construct is similar to critical: 
‣ Can only be used for a simple expression (only one memory address can be updated) 
‣ Main difference: uses hardware atomics (no locks!), thus more efficient but limited

#pragma omp atomic new-line

expression-statement

  1 int main(int argc, char* argv[]) 
  2 { 
  3     double b = 0.0; 
  4     double result = 0.0; 
  5 #pragma omp parallel private(b) 
  6     { 
  7         const int tid = omp_get_thread_num(); 
  8         b = do_work(tid); 
  9 #pragma omp atomic // use hardware atomics for synchronization 
 10         result += b; // simple statements only 
 11     } 
 12     return 0; 
 13 }



Synchronization: master

The master construct is not a synchronization construct: 
‣ (It belongs to this section in the OpenMP specification) 
‣ Only the master thread of the team executes the structured block 
‣ There is no implicit barrier

#pragma omp master new-line

structured block
  1 int main(int argc, char* argv[]) 
  2 { 
  3 #pragma omp parallel 
  4     { 
  5         do_work(); 
  6 #pragma omp master 
  7         { 
  8             update_irregularities(); 
  9         } 
 10         // only correct if do_more_work() does not depend on memory locations 
 11         // that are updated in update_irregularities(). Otherwise a barrier is 
 12         // required: #pragma omp barrier (or use #pragma omp single) 
 13         do_more_work(); 
 14     } 
 15     return 0; 
 16 }

Note: The master construct is similar to the 
single work sharing construct seen earlier



Synchronization: barrier

The barrier is an explicit synchronization construct: 
‣ Threads are only allowed to continue once all threads have arrived at the barrier (collective) 
‣ Is a standalone directive (no associated code to execute)

#pragma omp barrier new-line

  1 int main(int argc, char* argv[]) 
  2 { 
  3 #pragma omp parallel shared(a, b) 
  4     { 
  5         const int tid = omp_get_thread_num(); 
  6         a[tid] = big_calculation(tid); 
  7  
  8 #pragma omp barrier // must synchronize here 
  9  
 10 #pragma omp for nowait 
 11         for (int i = 0; i < 1000; ++i) 
 12             b[i] = another_big_calculation(i, a); // because this depends on a 
 13     } 
 14     return 0; 
 15 }

A barrier is required here because the 
next computation depends on the array a



Synchronization: Implicit barrier’s

Remember: The following constructs imply an implicit barrier at the end:

Note: You can skip the implicit barrier of the work sharing constructs 
with the nowait clause (except if combined with parallel)

•parallel 
• Work sharing constructs: 
‣for 
‣sections 
‣single
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False Sharing

  1 #include <iostream> 
  2 using namespace std; 
  3  
  4 int main(int argc, char* argv[]) 
  5 { 
  6     const size_t nsteps = 100000; 
  7     const double step = 1.0 / static_cast<double>(nsteps); 
  8     double sum = 0.0; 
  9  
 10     for (size_t i = 0; i < nsteps; ++i) 
 11     { 
 12         const double x = (i + 0.5) * step; 
 13         sum += 4.0 / (1.0 + x*x); 
 14     } 
 15  
 16     cout << "pi = " << sum*step << endl; 
 17     return 0; 
 18 } 

We are given this sequential code to approximate 

…and we are asked to 
parallelize it using OpenMP

π = 4 ∫ 1
0

1
1 + x2 dx

Ideas?



False Sharing
  1 #include <iostream> 
  2 #include <vector> 
  3 #include <omp.h> 
  4 using namespace std; 
  5  
  6 int main(int argc, char* argv[]) 
  7 { 
  8     const size_t nsteps = 100000; 
  9     const double step = 1.0 / static_cast<double>(nsteps); 
 10  
 11     int nthreads; 
 12 #pragma omp parallel 
 13 #pragma omp master 
 14     nthreads = omp_get_max_threads(); 
 15     vector<double> sum(nthreads, 0.0); 
 16  
 17 #pragma omp parallel 
 18     { 
 19         const int tid = omp_get_thread_num(); 
 20  
 21 #pragma omp for nowait 
 22         for (size_t i = 0; i < nsteps; ++i) 
 23         { 
 24             const double x = (i + 0.5) * step; 
 25             sum[tid] += 4.0 / (1.0 + x*x); 
 26         } 
 27     } 
 28     for (size_t i = 1; i < nthreads; ++i) 
 29         sum[0] += sum[i]; 
 30  
 31     cout << "pi = " << sum[0]*step << endl; 
 32     return 0; 
 33 }

Initialize an array 
where each thread 
can store its result

Parallelize the 
loop here

A possible solution:

Sum up each thread’s 
individual result

Each thread writes 
to its designated 
memory address



How does this perform:

Ouch! What 
is wrong?

False Sharing
  1 #include <iostream> 
  2 #include <vector> 
  3 #include <omp.h> 
  4 using namespace std; 
  5  
  6 int main(int argc, char* argv[]) 
  7 { 
  8     const size_t nsteps = 100000; 
  9     const double step = 1.0 / static_cast<double>(nsteps); 
 10  
 11     int nthreads; 
 12 #pragma omp parallel 
 13 #pragma omp master 
 14     nthreads = omp_get_max_threads(); 
 15     vector<double> sum(nthreads, 0.0); 
 16  
 17 #pragma omp parallel 
 18     { 
 19         const int tid = omp_get_thread_num(); 
 20  
 21 #pragma omp for nowait 
 22         for (size_t i = 0; i < nsteps; ++i) 
 23         { 
 24             const double x = (i + 0.5) * step; 
 25             sum[tid] += 4.0 / (1.0 + x*x); 
 26         } 
 27     } 
 28     for (size_t i = 1; i < nthreads; ++i) 
 29         sum[0] += sum[i]; 
 30  
 31     cout << "pi = " << sum[0]*step << endl; 
 32     return 0; 
 33 }

Initialize an array 
where each thread 
can store its result

Parallelize the 
loop here

A possible solution:

Sum up each thread’s 
individual result

Each thread writes 
to its designated 
memory address



False Sharing
  1 #include <iostream> 
  2 #include <vector> 
  3 #include <omp.h> 
  4 using namespace std; 
  5  
  6 int main(int argc, char* argv[]) 
  7 { 
  8     const size_t nsteps = 100000; 
  9     const double step = 1.0 / static_cast<double>(nsteps); 
 10  
 11     int nthreads; 
 12 #pragma omp parallel 
 13 #pragma omp master 
 14     nthreads = omp_get_max_threads(); 
 15     vector<double> sum(nthreads, 0.0); 
 16  
 17 #pragma omp parallel 
 18     { 
 19         const int tid = omp_get_thread_num(); 
 20  
 21 #pragma omp for nowait 
 22         for (size_t i = 0; i < nsteps; ++i) 
 23         { 
 24             const double x = (i + 0.5) * step; 
 25             sum[tid] += 4.0 / (1.0 + x*x); 
 26         } 
 27     } 
 28     for (size_t i = 1; i < nthreads; ++i) 
 29         sum[0] += sum[i]; 
 30  
 31     cout << "pi = " << sum[0]*step << endl; 
 32     return 0; 
 33 }

A possible solution: Recall last week’s discussion about 
cache lines and cache coherence:
Data layout in memory
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False Sharing
  1 #include <iostream> 
  2 #include <vector> 
  3 #include <omp.h> 
  4 using namespace std; 
  5  
  6 int main(int argc, char* argv[]) 
  7 { 
  8     const size_t nsteps = 100000; 
  9     const double step = 1.0 / static_cast<double>(nsteps); 
 10  
 11     int nthreads; 
 12 #pragma omp parallel 
 13 #pragma omp master 
 14     nthreads = omp_get_max_threads(); 
 15     vector<double> sum(nthreads, 0.0); 
 16  
 17 #pragma omp parallel 
 18     { 
 19         const int tid = omp_get_thread_num(); 
 20  
 21 #pragma omp for nowait 
 22         for (size_t i = 0; i < nsteps; ++i) 
 23         { 
 24             const double x = (i + 0.5) * step; 
 25             sum[tid] += 4.0 / (1.0 + x*x); 
 26         } 
 27     } 
 28     for (size_t i = 1; i < nthreads; ++i) 
 29         sum[0] += sum[i]; 
 30  
 31     cout << "pi = " << sum[0]*step << endl; 
 32     return 0; 
 33 }

A possible solution: Recall last week’s discussion about 
cache lines and cache coherence:
Data layout in memory
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I I

MESI protocolCreates tremendous 
pressure on the coherence 
protocol. Cache lines must 
continuously be replaced!

False sharing!
False sharing leads to a form of cache 
thrashing similar to conflict misses (they 
are not the same) due to frequent 
replacement of the same cache line. It 
is much easier to run into the false 
sharing trap!



  1 #include <iostream> 
  2 #include <omp.h> 
  3 using namespace std; 
  4  
  5 int main(int argc, char* argv[]) 
  6 { 
  7     const size_t nsteps = 100000; 
  8     const double step = 1.0 / static_cast<double>(nsteps); 
  9  
 10     int nthreads; 
 11 #pragma omp parallel 
 12 #pragma omp master 
 13     nthreads = omp_get_max_threads(); 
 14     // corresponds to visual example on the right.  In real code you would need 
 15     // 8 instead of 4 doubles because the cacheline size is 64 byte. 
 16     double* sum = new double[4*nthreads]; // assume initialized to zero 
 17  
 18 #pragma omp parallel 
 19     { 
 20         const int tid = omp_get_thread_num(); 
 21  
 22 #pragma omp for nowait 
 23         for (size_t i = 0; i < nsteps; ++i) 
 24         { 
 25             const double x = (i + 0.5) * step; 
 26             sum[4*tid] += 4.0 / (1.0 + x*x); 
 27         } 
 28     } 
 29     for (size_t i = 1; i < nthreads; ++i) 
 30         sum[0] += sum[4*i]; 
 31  
 32     cout << "pi = " << sum[0]*step << endl; 
 33     delete[] sum; 
 34     return 0; 
 35 } 

False Sharing

A possible solution: Recall last week’s discussion about 
cache lines and cache coherence:
Data layout in memory
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We can fix the problem 
with padding

This looks 
better!



False Sharing

A possible solution: Lets check again:

False sharing 
destroys your 
performance!

Cache line size

  1 #include <iostream> 
  2 #include <omp.h> 
  3 using namespace std; 
  4  
  5 int main(int argc, char* argv[]) 
  6 { 
  7     const size_t nsteps = 100000; 
  8     const double step = 1.0 / static_cast<double>(nsteps); 
  9  
 10     int nthreads; 
 11 #pragma omp parallel 
 12 #pragma omp master 
 13     nthreads = omp_get_max_threads(); 
 14     //   In real code you would need 8 instead of 4 doubles because the 
 15     //   cacheline size is 64 byte.  The code below corresponds to the orange 
 16     //   line in the plot on the right. 
 17     double* sum = new double[4*nthreads]; // assume initialized to zero 
 18  
 19 #pragma omp parallel 
 20     { 
 21         const int tid = omp_get_thread_num(); 
 22  
 23 #pragma omp for nowait 
 24         for (size_t i = 0; i < nsteps; ++i) 
 25         { 
 26             const double x = (i + 0.5) * step; 
 27             sum[4*tid] += 4.0 / (1.0 + x*x); 
 28         } 
 29     } 
 30     for (size_t i = 1; i < nthreads; ++i) 
 31         sum[0] += sum[4*i]; 
 32  
 33     cout << "pi = " << sum[0]*step << endl; 
 34     delete[] sum; 
 35     return 0; 
 36 } 



(No) False Sharing

  1 #include <iostream> 
  2 using namespace std; 
  3  
  4 int main(int argc, char* argv[]) 
  5 { 
  6     const size_t nsteps = 100000; 
  7     const double step = 1.0 / static_cast<double>(nsteps); 
  8  
  9     double sum = 0.0; 
 10  
 11 #pragma omp parallel 
 12     { 
 13         double local_sum = 0.0; // a register will be used here 
 14 #pragma omp for nowait 
 15         for (size_t i = 0; i < nsteps; ++i) 
 16         { 
 17             const double x = (i + 0.5) * step; 
 18             local_sum += 4.0 / (1.0 + x*x); 
 19         } 
 20 #pragma omp atomic 
 21         sum += local_sum; // each thread sums up its work 
 22     } 
 23  
 24     cout << "pi = " << sum*step << endl; 
 25     return 0; 
 26 }

A better solution:

Use a thread local variable 
instead of a shared array!

Sum into global with a 
single atomic at the end



(No) False Sharing

  1 #include <iostream> 
  2 using namespace std; 
  3  
  4 int main(int argc, char* argv[]) 
  5 { 
  6     const size_t nsteps = 100000; 
  7     const double step = 1.0 / static_cast<double>(nsteps); 
  8  
  9     double sum = 0.0; 
 10  
 11 #pragma omp parallel 
 12     { 
 13         double local_sum = 0.0; // a register will be used here 
 14 #pragma omp for nowait 
 15         for (size_t i = 0; i < nsteps; ++i) 
 16         { 
 17             const double x = (i + 0.5) * step; 
 18             local_sum += 4.0 / (1.0 + x*x); 
 19         } 
 20 #pragma omp atomic 
 21         sum += local_sum; // each thread sums up its work 
 22     } 
 23  
 24     cout << "pi = " << sum*step << endl; 
 25     return 0; 
 26 }

A better solution:

Use a thread local variable 
instead of a shared array!

Sum into global with a 
single atomic at the end

  1 #include <iostream> 
  2 using namespace std; 
  3  
  4 int main(int argc, char* argv[]) 
  5 { 
  6     const size_t nsteps = 100000; 
  7     const double step = 1.0 / static_cast<double>(nsteps); 
  8  
  9     double sum = 0.0; 
 10  
 11 #pragma omp parallel for reduction(+: sum) 
 12     for (size_t i = 0; i < nsteps; ++i) 
 13     { 
 14         const double x = (i + 0.5) * step; 
 15         sum += 4.0 / (1.0 + x*x); 
 16     } 
 17  
 18     cout << "pi = " << sum*step << endl; 
 19     return 0; 
 20 }

Even better solution:

Use a reduction (may 
not always be possible)
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Introduction to OpenMP

OpenMP: Open Multi-Processing
• An Application Programming Interface (API) to explicitly direct mutli-threaded 

parallelism on shared memory architectures. 
• Comprised of 3 components: 

1. Compiler directives (not present in POSIX threads or C++11) 
2. Runtime library calls 
3. Environment variables (not present in POSIX threads or C++11) 

• Is a standard

• Is not required to check your code for data races, deadlocks or check whether 
it is conforming with the standard. 

• Is not designed for distributed memory systems 
• Nor is it designed for parallel I/O (user is responsible for synchronization)

Slide from last lecture when introducing OpenMP

All we have seen so far… 
The largest part of OpenMP

Many of these can help us to 
control the runtime environment



Library Routines

To access the OpenMP Application Programming Interface (API) 
you need to:

#include <omp.h>

Dynamic/static modes: 
‣ void omp_set_dynamic(int flag) 
‣ int omp_get_dynamic(void)

If flag evaluates to true, dynamic mode is set

Nested parallelism: 
‣ void omp_set_nested(int flag) 
‣ int omp_get_nested(void)

If flag evaluates to true, nested parallelism is 
enabled only if the implementation supports 
it. Otherwise nothing happens.



Library Routines

Thread control: 
‣ void omp_set_num_threads(int number) 
‣ int omp_get_thread_num(void) 
‣ int omp_get_num_threads(void) 
‣ int omp_get_max_threads(void)

Set the number of threads to be used for subsequent 
parallel regions (without a num_threads clause)

Get my thread ID in the current team

Get the number of threads in the team 
that currently executes the region

Get the maximum number of threads that could be used to 
form a new team in a parallel region without a num_threads 
clause

Processor level: 
‣ int omp_get_num_procs(void) Get the number of processors available on the device

Check if inside a parallel region: 
‣ int omp_in_parallel(void)

If execution is inside an active parallel region, the returned 
value evaluates to true



Library Routines

Schedule control: 
‣ void omp_set_schedule(omp_sched_t kind, int chunk_size) 
‣ void omp_get_schedule(omp_sched_t* kind, int* chunk_size)

  1 typedef enum omp_sched_t { 
  2     omp_sched_static  = 1, 
  3     omp_sched_dynamic = 2, 
  4     omp_sched_guided  = 3, 
  5     omp_sched_auto    = 4 
  6 } omp_sched_t;

You can change the scheduling policy in your code for places where you 
have used the schedule(runtime) clause:

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5 #pragma omp parallel 
  6     { 
  7         // set a desired schedule.  This will overwrite what has been set in 
  8         // the OMP_SCHEDULE environment variable 
  9         omp_set_schedule(omp_sched_dynamic, 1); 
 10  
 11         // test it 
 12         omp_sched_t sched; 
 13         int chunk; 
 14         omp_get_schedule(&sched, &chunk); 
 15 #pragma omp master 
 16         cout << "schedule = " << sched << ", chunk = " << chunk << endl; 
 17  
 18 #pragma omp for schedule(runtime) 
 19         for (int i = 0; i < N; ++i) 
 20             // do work 
 21     } 
 22     return 0; 
 23 }

Defined in the 
header omp.h



Library Routines

Timer: 
‣ double omp_get_wtime(void) 
‣ double omp_get_wtick(void)

OpenMP provides convenient timing routines:

Returns the per-thread wall time between two measurement 
points

Returns the number of seconds between two consecutive 
clock cycles.

  1 thread 1: 0.031 sec (expect) 
  2 thread 3: 0.204 sec (expect) 
  3 thread 2: 0.269 sec (expect) 
  4 thread 0: 0.382 sec (expect) 
  5 thread 1: 0.031 sec (measured) 
  6 thread 3: 0.204 sec (measured) 
  7 thread 2: 0.269 sec (measured) 
  8 thread 0: 0.382 sec (measured)

Output:
  1 int main(int argc, char* argv[]) 
  2 { 
  3 #pragma omp parallel 
  4     { 
  5         const int tid = omp_get_thread_num(); 
  6         random_device rd; // #include <random> 
  7         mt19937 gen(rd()); 
  8         uniform_int_distribution<> uniform(1, 500); 
  9  
 10         const int mytime = uniform(gen) * 1000; // micro seconds 
 11 #pragma omp critical 
 12         cout << "thread " << tid << ": " << mytime*1.0e-6 << " sec (expect)" << endl; 
 13  
 14         const double start = omp_get_wtime(); 
 15         usleep(mytime); // #include <unistd.h> 
 16         const double duration = omp_get_wtime() - start; 
 17 #pragma omp critical 
 18         cout << "thread " << tid << ": " << mytime*1.0e-6 << " sec (measured)" << endl; 
 19     } 
 20     return 0; 
 21 }



Library Routines

Simple locks: 
‣ void omp_init_lock(omp_lock_t* mutex) 
‣ void omp_destroy_lock(omp_lock_t* mutex) 
‣ void omp_set_lock(omp_lock_t* mutex) 
‣ void omp_unset_lock(omp_lock_t* mutex)

Lock routines in OpenMP: Initialize lock to unlocked state. Must be 
called before the lock can be used.

Ensure the lock is uninitialized. Must be 
called when the lock is not used anymore

Acquire the lock

Release the lock

  1 #include <omp.h> 
  2  
  3 int main(int argc, char* argv[]) 
  4 { 
  5     omp_lock_t mutex; 
  6     omp_init_lock(&mutex); 
  7 #pragma omp parallel 
  8     { 
  9         omp_set_lock(&mutex); 
 10         // critical section 
 11         omp_unset_lock(&mutex); 
 12     } 
 13     omp_destroy_lock(&mutex); 
 14     return 0; 
 15 }

Mutual exclusion 
using a lock

  1 int main(int argc, char* argv[]) 
  2 { 
  3 #pragma omp parallel 
  4     { 
  5 #pragma omp critical 
  6         { 
  7             // critical section 
  8         } 
  9     } 
 10     return 0; 
 11 }

Mutual exclusion 
using a critical 
construct
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Environment Variables

• The OpenMP API manages a set of internal control variables 
(ICVs) that control the behavior of an OpenMP program 

• These variables are assigned an implementation dependent 
default value 

• You can overwrite the default with environment variables 
• Modifying ICVs with environment variables at runtime is not 

possible (you can use library calls to do that, see the slides 
above)

Note: We will discuss environment variables assuming a BASH environment



Environment Variables

OpenMP behavior: 
‣ OMP_DYNAMIC=‘true’ or ‘FALSE’ 
‣ OMP_NESTED=‘True’ or ‘ false  ’

Schedule control: 
‣ OMP_SCHEDULE=‘schedule[, chunk_size]’

Thread control: 
‣ OMP_NUM_THREADS=positive_integer

Set dynamic mode. Its default is implementation 
defined. If dynamic adjustment of the number of 
threads is supported it will be true, otherwise false.

Note: The name of the environment variable must be upper case. Assigned 
values are case-insensitive and may have leading and/or trailing white space

Set nested parallelism. Its default is 
implementation defined. If nested parallelism is 
supported it will be true, otherwise false.

Set the scheduling policy for the schedule(runtime) 
clause. The omp_set_schedule() API call can 
overwrite the value at runtime.

Set the maximum number of threads. The value of this environment 
variable can be obtained with the omp_get_max_threads() API 
call at runtime. The num_threads(n) clause overwrites the value 
for the given region. If dynamic mode is enabled, your code may run 
with fewer threads depending on available system resources.



Environment Variables

How to work with environment variables: 
‣ To make them visible in your environment they need to be exported 

(BASH) 
‣ Convenient way is to write a small BASH script that implements the 

desired environment for your OpenMP application

In the terminal:  1 #!/usr/bin/env bash 
  2 # get number of threads from the first argument and pop it from the argument 
  3 # stack 
  4 nthreads=$1; shift 
  5  
  6 # set OpenMP environment for myprog 
  7 export OMP_DYNAMIC='false'       # Static OpenMP mode 
  8 export OMP_SCHEDULE='static,2'   # Static loop scheduling with chunk size 2 
  9 export OMP_NUM_THREADS=$nthreads # set OpenMP threads 
 10  
 11 # run it.  assumes 'myprog' is in this directory. "$@" are all remaining 
 12 # arguments 
 13 ./myprog "$@" 
 14 exit $? # return the previous exit code

myprog_omp.sh:

$ chmod 755 myprog_omp.sh 
$ ./myprog_omp.sh 4 other args

Make the script executable

Run the wrapper with 4 threads. The 
other arguments will be collected in “$@“ 
and passed to the executable



  1 #!/bin/bash -l 
  2 #BSUB -W 00:30 
  3 #BSUB -J test_myprog 
  4 #BSUB -o test_myprog_<%J>.out 
  5 #BSUB -e test_myprog_<%J>.err 
  6 #BSUB -N <you>@student.ethz.ch 
  7 #BSUB -B <you>@student.ethz.ch 
  8  
  9 # set OpenMP environment for myprog 
 10 export OMP_DYNAMIC='false'               # static OpenMP mode 
 11 export OMP_SCHEDULE='static,2'           # static loop scheduling with 
 12                                          # chunk size 2 
 13 export OMP_NUM_THREADS=$LSB_DJOB_NUMPROC # set OpenMP threads to what 
 14                                          # is known from the -n argument 
 15  
 16 # run it.  assumes 'myprog' is in this directory. 
 17 ./myprog other args 
 18 exit $? # return the previous exit code 

Environment Variables

How to work with environment variables: 
‣ You can use the same on euler.ethz.ch and even include job scheduler information

myprog_lsf.sh:

Wall time Job name

Output/error filenames 
(%J will be substituted 
by the job ID)

Number of cores requested
Email notification at job 
start (-B) and end (-N)

In the terminal (euler.ethz.ch):
me@euler$ bsub -R ‘span[ptile=4]’ -n 4 < myprog_lsf.sh 
Generic job. 
Job <74728521> is submitted to queue <normal.4h>.

Get a coherent block of cores (same number 
as requested cores). To get a full node use 
bsub -R fullnode -n 24 instead


