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LECTURE12 Modeling Data: Bayesian inference

Recall our cocktail example from the first lecture. Our aim was to determine the optimal amount of
shaking. In order to determine this, we measured the temperature of the cocktail after different times.
We then fitted a model to our data, allowing us to determine the point where we did not observe any
further decrease of temperature (see figure 12.1)

Figure 12.1: Example on shaking (see http://www.cookingissues.com/index.html%3Fp=1527.html):
we would like to know how long one should shake a cocktail. We insert a thermostat into the shaker
andmeasure the temperature at some time instances during the shaking of the cocktail.

We saw that our choice of model was by no means unique, but we where free to chose different
properties such as interpolation vs. fitting, the function type, whether to take linear or non-linear
coefficients andmanymore. In this lecture we want to address this problem by setting up a proba-
bilistic measure allowing us to compare our models in a probabilistic way. More formally we want
to regard the probability of a certain model, given the experimental data at hand. In mathematical
language we write this as a conditional probability

P (model|data) (12.0.1)

We will spend the first part of the lecture to make this expression more clear, i.e. introduce Bayesian
inference. This is a particular type of inferential statistics which has the goal to estimate properties
of a population based on samples from this population. This thus has very wide ranging applications.

http://www.cookingissues.com/index.html%3Fp=1527.html
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Let us summarize:

We are given:

1. Data measured in an experiment
2. Models based on certain postulates about our system

Our goal is:

1. Estimate the Parameters of our Model
2. Compare the wealth of different Models

In order to make this formal we will extends our preliminary knowledge of probability theory:

12.1 Probability Theory

We already saw some of the basics of probability theory in the last lecture. Here we want to make
another step back and discuss more of the basics and also re-frame the ideas to our current topic. Let
us do this by first comparing the core objects for our current treatment with the ones from the last
lecture

experiment = process with unknown outcome, which were our random variables

range of values in experiment = state/sample spaceS

data point = event, which is a subset of our sample spaceΩ

In order to ensure mathematical consistency we also have to add an unintuitive event, namely the
null event, which formally is represented by the empty set, i.e. null event= ø = {}.

Example 12.1: Roll a Dice

Adding to the coin toss in the last lecture, another basic example is rolling a dice. Regarding a
standard dice with six faces, we realize that our state or sample space is given by

S = {1,2,3,4,5,6} (12.1.1)

Examples for events are for example drawing an odd number A, or an even number B

A = {1,3,5} , B = {2,4,6} (12.1.2)

From the basic example given above we realize that our main object we operate with are sets, thus we
need some of the fundamentals of set theory to make this formally correct. Let us regard the basic
operations from set theory:
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complement of a set Ac =S \ A, as a Venn-diagram:

In the dice example the complement of A is B .

union of two sets A∪B , as a Venn-diagram:

In the dice example the union is the whole space A∪B =S .

intersection of two set A∩B , as a Venn-diagram:

In the dice example the intersection is the empty set A∩B = ø.

disjoint sets Disjoint sets do not have an intersection A∩B = ø. As a Venn diagram:
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The example events for the dice are disjoint.

exhaustive sets We call sets A1, . . . , An exhaustive, if they span the whole space. As a Venn diagram:

The example events are exhaustive.

Having these set theoretical notations at hand we can continue constructing. our probability space
by adding a measure, which we will see as the probability of an event P (A) (i.e. the chance that this
event will eventually happen). This function is defined by the following set of axioms:

non-negativity For all event A the probability is non-negative P (A) ≥ 0

unitarity The probability that any event happens is one P (S ) = 1

additivity For any countable set of of disjoint events A1, . . . , An , . . . we find

P (A1 ∪ A2 . . . ) =
∞∑

i=1
P (Ai )

From these axioms we can find some equivalent statements and settle further interesting notations

• From unitarity and additivity it follows that P (ø) = 0

• From the above and additivity is follows that for any event A 6= {ø, {S }} we have P (A) ≤ 1

• For two sets A,B we find that the probability of the union is P (A∪B) = P (A)+P (B)−P (A∩B)

Models, Algorithms and Data: Introduction to computing (Spring 2019)



12.2. Bayes’ Rule 5

→ A special case of the above rule are independent eventswhere we have P (A∩B) = P (A) ·P (B).

This completes our fundamental description of probability theory. We can nowmove on and define
the central object we discussed in the introduction, the conditional probability of an event A, given
an event B

P (A|B) ≡ P (A∩B)

P (B)
(12.1.3)

We can set the link to the above definition of independence by realizing that the P (A|B) = P (A) in
case of independent events.

12.2 Bayes’ Rule

We are now almost ready to formulate the most fundamental theorem which will prove very useful
for any calculation in Bayesian statistics, Bayes’ rule. In order to understand it we need one further
ingredient, the Law of Total Probability. Therefore consider a set ofmutually disjoint and exhaustive
events A1, . . . , An (i.e. Ai ∩ A j = ø for all i 6= j and⋃

i
Ai =S ). We then find

P (B) =
n∑

i=1
P (B ∩ Ai ) (12.2.1)

Wemay now formulate Bayes’ theorem as

P (A j |B)
12.1.3= P (A j ∩B)

P (B)

12.2.1
A j∩B=B∩A j

12.1.3= P (B |A j )P (A j )
n∑

i=1
P (B |Ai )P (Ai )

(12.2.2)

Example 12.2: Rare Events

One of the most astonishing insights we can gain with the derived rule is considered with rare
events. Let us for example consider cancer. We know that approximately one in thousand has
cancer. Furthermore we know that the available cancer tests have the following properties:
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• In 93% of the cases the test correctly shows a positive results (i.e. it shows positive given
the patient has cancer)

• In 99% of the cases the test correctly shows a negative results (i.e. it shows negative given
the patient has no cancer)

Given this information we now want to find the probability that a patient has cancer, given the
test is positive. To do that let us transform the above into our introduced language of probability

Event A A patient has cancer

Event B The test is positive

The above number now translate as follows

Probability of having cancer P (A) = 0.001

Probability of positive test, given cancer P (B |A) = 0.93

Probability of negative test, given no cancer P (B c |Ac ) = 0.99

Probability of cancer, given positive test P (A|B) =?

Let us now invoke Bayes theorem to answer the posed question

P (A|B) = P (B |A)P (A)

P (B |A)P (A)+P (B |Ac )P (Ac )
(12.2.3)

We realize that we have all this information, given the summation rule, which allows us to
calculate P (B |Ac ) = 1−P (B c |Ac ). Filling in the numbers results in P (A|B) = 0.09, thus despite
the fact that the tests are quite accurate the probability to have cancer when obtaining a positive
test is really low. This steams from the fact that the overall probability to have cancer in the first
place is very low.

12.3 Parameter Estimation

Having the formalism and Bayes theorem at hand we can nowmove on with the initially promised
task of examining our models using methods from probability theory.

Suppose we have observed some set of data D and we construct a model M that explains the data. We
assume that we have a computational model that depends on some parameters. These parameters
are considered to be random variables and will be denoted by θ. A prior distribution P (θ | I ) can
be imposed on them, e.g., if we know that θ takes only positive values, P (θ | I ) can be the gamma
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distribution. We can use the Bayes’ Rule to infer the parameters θ of the model M

P (θ |D, I ) = P (D |θ, I )P (θ | I )

P (D | I )
, (12.3.1)

where I stand for anyother informationwemighthave. TheP (θ |D, I ) is called theposterior probability,
the P (D |θ, I ) is the likelihood. The denominator P (D|I ) is the evidence of the model, which (in the
case of continuous variables) can be written as

P (D | I ) =
∫

P (D |θ, I )P (θ | I )dθ. (12.3.2)

It is the normalizing constant that makes the right hand side of 12.3.1 a probability density function.
Using 12.3.1 we are able to find the distribution of the parameters conditioned on the data. Stated
differently, we can answer the question “what values for the parameters will make the computational
model fit the data better?”.

We would like to know

• the model parameter for which the posterior density function is maximized,

• measure of reliability of the best estimate.

As we will see below, the posterior distribution around the best estimate can be locally approximated
with a Gaussian distribution, by employing the Laplace approximation method.

12.4 Laplace Approximation

The best estimate θ0 is the global maximum of the posterior distribution. Thus, the following two
conditions must hold

∂P

∂θ

∣∣∣∣∣
θ0

= 0, (12.4.1)

∂2P

∂θ2

∣∣∣∣∣
θ0

< 0. (12.4.2)

In order to avoid numerical issues for low probability events and simplify some of the appearing
calculation we consider the natural logarithm of our posterior distribution

L(θ) = log(P (θ)). (12.4.3)

From ∂L
∂θ = ∂L

∂P
∂P
∂θ = P ′

P we observe that this transformation of our density preserves the location of the
maximum. By performing Taylor expansion of L around the maximum θ0 we have

L(θ) = L(θ0)+ 1

2

∂2L

∂θ2

∣∣∣∣∣
θ0

(θ−θ0)2 +O
(
(θ−θ0)3

)
, (12.4.4)
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Figure 12.2: Laplace approximation. In the limit of many observation data the probability distribution
function P (θ |D, I ) is locally approximated as a Gaussian around the best estimate, i.e. the value that
maximizes the density function.

wherewe used 12.4.1. Keeping only terms up to second order, we canwrite the probability distribution
as,

P (θ |D, I ) ≈ A exp

1

2

∂2L

∂θ2

∣∣∣∣∣
θ0

(θ−θ0)2

 , (12.4.5)

where A is a constant A = exp
(
L(θ0)

)
. We obtained a Gaussian approximation of the probability

density function with variance

σ2 =−
 ∂2L

∂θ2

∣∣∣∣∣
θ0

−1

. (12.4.6)

This is positive as the second derivative is negative according to the condition 12.4.2. We can finally
write the Gaussian approximation, omitting the normalization constant, as

P (θ |D, I ) ∝ 1p
2πσ2

exp

(
− 1

2σ2

(
θ−θ0

)2
)

. (12.4.7)

We see that around θ0 the gaussian approximation is a good approximation for the probability distri-
bution function P (θ |D, I ) (see Figure 12.2).
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12.4.1 Example I: The coin flipping problem

A coin comes up heads 4 times in 16 flips.
Is this a fair coin?

Define H the bias-weighting of the coin. For example

• if H = 0: a tail comes at every flip,

• if H = 1: a head comes at every flip,

• if H = 1
2 : a fair coin.

Here, H plays the role of the model parameter θ. Suppose we observe “R heads in N tosses”. We want
to estimate the posterior distribution of H given the observed data D = (R, N ),

p(H |D). (12.4.8)

Using Bayes’ theorem, we write
p(H |D) ∝ p(D |H)p(H). (12.4.9)

Here, we omit the normalization factor for simplicity. We choose a uniform prior,

p(H) =

1, if 0 ≤ H ≤ 1,

0, otherwise.
(12.4.10)

Such prior is used when we do not have any prior knowledge about the fairness of the coin: it is
equally probable to have a fair coin or to have a coin completely biased towards head. We need to
define the likelihood function in 12.4.9. In words, the likelihood function measures the chance to
observe certain data if the value of the bias-weighting is given. Assuming independent events, it is
easy to observe that the likelihood of obtaining “R heads in N tosses” follows a binomial distribution,

p(D |H) ∝ H R (1−H)N−R . (12.4.11)

This is intuitively derived by considering

• H R is the probability of having R “heads”,

• (1−H)N−R is the probability of having N −R “tails”.

Note that we again omitted the constant factor in 12.4.11 as it does not depend on H . Posterior
distributions of the bias-weighting of the coin H are shownonFigure 12.3, starting from three different
priors. The different lines show posterior densities for different priors. The first figure for 0 data points
represents the three priors. It can be seen that after many observations, the three posterior densities
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18 Parameter estimation I

Fig. 2.2 The effect of different priors, prob(H |I ), on the posterior pdf for the bias-weighting of
a coin. The solid line is the same as in Fig. 2.1, and is included for ease of comparison. The case
for two alternative priors, reflecting slightly different assumptions in the conditioning information
I , are shown with dashed and dotted lines.

Figure 12.3: Evolution of the posterior density of the bias-weighting of a coin as the number of data
increases. Taken from D.Sivia and J. Skilling. Data analysis: a Bayesian tutorial. OUP Oxford, 2006.
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converge to the same distribution. However, the effect of the prior is evident for smaller observation
data sets, as the biased Gaussian prior converges later to the actual posterior density. Comparing
12.3 with our original problem, we can see that the probability of the coin to be fair still lies in the
confidence region. However it is more likely that the coin is not fair, given the data. We needmore
data to increase our confidence about H .

In the Bayesian framework, we now approximate the posterior distribution of the parameter with a
Gaussian distribution around the best estimate, i.e. the value that maximizes the posterior. Taking the
logarithm of the posterior (eq. 12.4.9) using the found likelihood (eq. 12.4.11) and our assumption on
the prior (eq. 12.4.10), we get

L(H) = const+R log(H)+ (N −R) log(1−H), (12.4.12)

where the constant does not play any role aswewant to find the best estimate. The first two derivatives
read,

∂L

∂H
= R

H
− N −R

1−H
, (12.4.13)

∂2L

∂H 2 =− R

H 2 − N −R

(1−H)2 . (12.4.14)

The condition 12.4.1 gives the best estimate Ĥ = R
N . The standard deviation is therefore given by

σ=
− ∂2L

∂H 2

∣∣∣∣∣
Ĥ

− 1
2

=
√

Ĥ(1− Ĥ)

N
. (12.4.15)

Note that the certainty increases as we addmore data. We can also notice that it is easier to detect a
biased coin than a fair coin. Indeed, the uncertainty is maximized for Ĥ = 1

2 .

12.4.2 Example II: Gaussianmean estimator

Consider N independent and identically distributed (i.i.d.) observations D = (d1,d2, . . .dN ). We
assume that the data are randomly generated from a Gaussian distribution with known variance σ2

and unknownmean θ =µ,

p(dk |µ) = 1p
2πσ2

exp

(
− 1

2σ2

(
dk −µ

)2
)

. (12.4.16)

What is the best estimate for µ and what is our confidence for this estimate? From Bayes’ theorem,
the posterior probability of the mean µ is given by

p(µ |D) ∝ p(D |µ) p(µ). (12.4.17)

Since the data is i.i.d., the likelihood function takes the form

p(D |µ) =
N∏

k=1
p(dk |µ). (12.4.18)
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Here, we assume an uninformative uniform prior for the mean of the Gaussian,

p(µ) =

c = 1
µmax−µmi n

, µmin ≤µ≤µmax

0, otherwise.
(12.4.19)

The posterior distribution is then given by

p(µ |D) ∝ c
N∏

k=1
p(dk |µ)

= c
N∏

k=1

1p
2πσ2

exp

(
− 1

2σ2

(
dk −µ

)2
)

= c
1

(2πσ2)N /2
exp

(
− 1

2σ2

N∑
k=1

(dk −µ)2

)
.

We compute the logarithm of our posterior,

L(µ) = log(p(µ |D)),

= const−
N∑

k=1

(dk −µ)2

2σ2 .

The best estimate µ̂must satisfy

dL(µ)

dµ

∣∣∣∣∣
µ̂

=
N∑

k=1

dk − µ̂
σ2 = 0,

⇒
N∑

k=1
dk =

N∑
k=1

µ̂,

⇒ µ̂= 1

N

N∑
k=1

dk

We compute the second derivative of the log-likelihood

d2L

dµ2 =−
N∑

k=1

1

σ2 =− N

σ2 , (12.4.20)

which is negative, meaning that L(µ̂) is indeed a maximum. Finally, the standard deviation of the
posterior is equal to σ/

p
N and the confidence interval on the best estimate is given by

µ= µ̂± σp
N

. (12.4.21)

12.5 Posterior robust prediction

We can use the posterior distribution of the parameters to predict another quantity of interest q by
using the law of total probability.

P (q |D) =
∫

P (q,θ|D) =
∫

P (q |θ,D) p(θ |D)dθ. (12.5.1)
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Thus, we can propagate the uncertainty in the parameters to the output of the model in order to
quantify the uncertainty it the predictions.

12.6 Model selection

The Bayesian framework can also be used to compare different models. Suppose, we have 2 different
models, i.e, M1 and M2. We can compute the P (M1 |D) and P (M2 |D). The ration between the two is
the posterior ratio

P (M1 |D)

P (M2 |D)
= P (D |M1)

P (D |M2)

P (M1 | I )

P (M2 | I )
. (12.6.1)

If we assume that bothmodels have only oneparameter and auniformprior, i.e.,P (M1 | I ) = 1
mmax

1 −mmi n
1

and P (M2 | I ) = 1
mmax

2 −mmi n
2

which gives us

P (M1 |D)

P (M2 |D)
= P (D |M1)

P (D |M2)

mmax
2 −mmi n

2

mmax
1 −mmi n

1

. (12.6.2)

Exam checklist

After this class, you should understand the following points regarding Bayesian inference:

• What is Bayes’ Rule and how can it be used?

• Howcanwe perform amaximum-a-posteriori (MAP) estimate of parameters of ourmodel?

• How does the Gaussian- / Laplace-Approximation work?

• How can we compare models using Bayesian Inference?
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