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IMPORTANT DISCLAIMERS

Much of the material (ideas, definitions, concepts, examples, etc) in these notes is taken for teaching
purposes, from several references:

• Numerical Analysis by R. L. Burden and J. D. Faires

• The Nature of Mathematical Modeling by N. Gershenfeld

• A First Course in Numerical methods by U. M. Ascher and C. Greif

These notes are only informally distributed and intended ONLY as study aid for the final exam of
ETHZ students that were registered for the course Models, Algorithms and Data (MAD): Introduction
to computing 2019. The notes have been checked, however they may still contain errors so use with
care.



LECTURE7 Learning fromData: Neural Networks

7.1 Introduction

Aswe have seen in the previous sections computers are really good in solving task in the casewherewe
can tell them specific rules to execute. Unfortunately many aspects of human thinking and behavior
involves very complex or even unknown rules. In this chapter we want to discover neural networks,
which are one way to circumvent the need to define such rules. Indeed the so produced machine
learning algorithms are very good at recognizing patterns (objects, people, spokenwords), recognizing
anomalies (unusual behavior in credit card transactions), prediction (Netflix movie suggestions, stock
market) that where previously impossible to solve with a computer.

In order to understand the fundamental idea we seek for inspiration in humans. Kids are usually given
books with pictures of animals, cars, plants, etc.. By looking at these pictures, the kid learns to classify
the objects. In more formal language this means that they gather a lot of examples (data) for which
we specify the correct output to a given input. The processing and remembering of this information
goes via the human brain. The human brain is made of billions of neurons, where each of these
neurons is connected to ten thousands of other neurons. From the point of view of the neuron these
connections are devided into dendrites, which are incoming signals and axons, which are outgoing
signals (see figure 7.1). The basic functionality is, that the axons start to fire, if the weighted sum of
the cumulative signals exceeds some threshold.

Figure 7.1: Shematic figure of a neuron (source: https://en.wikipedia.org/wiki/Neuron).

In the following we will formalize this and build a virtual brain, namely our neural network. Interest-
ingly it turns out that by doing so we will create universal function approximators, meaning functions
that can in principle approximate every other function to arbitrary accuracy.

https://en.wikipedia.org/wiki/Neuron
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7.2 Neural Networks

Let us redo the above drawing allowing in a bit more ordered fashion. Each neuron consists of
incoming signals which we denote by xi each of these signals has an associated weightWi j . In the
neuron a weighted sum z j is computed and a possibly nonlinear function φ computes the output y j

of the neuron. Let us consider the case where i ∈ {1,2,3} and only one output, i.e. j = 1 is created

y j =φ
( n∑

i=1
Wi j xi +b j︸ ︷︷ ︸

z j

)
(7.2.1)

In the original version the Heaviside function was proposed as an activation functions. Later many
others joined, where the most prominent ones are listed below:

φ(x) = H(x) =

1, x > 0

0, else
(7.2.2)

φ(x) = ReLU(x) =

x, x > 0

0, else
(7.2.3)
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In modern architectures the prefered choice are smooth functions such as

φ(x) =σ(x) = 1

1+e−x = ex

1+ex (7.2.4)

φ(x) = tanh(x) (7.2.5)

Having this fundamental building blocks we are ready to assemble a Feedforward Neural Network,
also calledMultilayer Perceptron. The number of incoming elements is given by n0. The dimension
of the subsequent hidden layers is then denoted by n1, . . . ,nL . Where L denotes the number of hidden
layers. The output computed has a dimension of nL+1. Following the above construction the elements
in the first hidden layer is given by

h1
j =φ(z1

j ), where z1
j =

n0∑
i=1

W 1
i j xi +b1

j j ∈ {1, . . . ,n1} (7.2.6)

This is the input for the second hidden layer, which can be computed as

h2
j =φ(z2

j ), where z2
j =

n1∑
i=1

W 2
i j h1

i +b2
j j ∈ {1, . . . ,n2} (7.2.7)

This can now be continued and at the k-th hidden layer we have

hk
j =φ(zk

j ), where zk
j =

nk−1∑
i=1

W k
i j hk−1

i +bk
j j ∈ {1, . . . ,nk } (7.2.8)

The output is then computed from the last hidden layer via

y j =φ(zL+1
j ), where zL+1

j =
nL∑

i=1
W L+1

i j hL
i +bL+1

j j ∈ {1, . . . ,nL+1} (7.2.9)
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Figure 7.2: Schematic figure of a feedforward neural network with input dimension n0 = 3, L = 1

hidden layers with dimension n1 = 3 and output of dimension n2 = 2

In the more compact matrix notation we can write the complete computation from in- to output as

~y =φ
(
(W L+1)>~hL +~bL+1

)
=φ

(
(W L+1)>

(
φ

(
(W L)>~hL−1 +~bL

))
+~bL+1

)
= . . . (7.2.10)

Following the above discussion we consider the action of the activation function is to be seen
component-wise, i.e. σ(~x) =∑

i σ(xi )êi for the standard basis êi and components xi .

7.3 Architecture

In the above construction we have chosen to take the activation functions to be the same. Generally
they can also vary. Already this introduces many possible combinations and therefore a large amount
of different architectures. Besides this minor modification there are many other, more elaborate ideas
such as convolutional NN or recurrent NN tomention the two used for object recognition and natural
language processing (see http://www.asimovinstitute.org/neural-network-zoo/ for an overview).
Each of these network architectures has its specific application area and there is no a priori law telling
us which one to take.

7.4 Learning

Wewould like to train the NN on data {~xi ,~yi }, where i = 1,2, ..., N and N is the size of the training data.
The cost function E for all the weights W = {W 1, . . . ,W L} in the network is given by

E(w) = 1

2

N∑
i=1

(~yi −NN(W,~xi ))2 (7.4.1)
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Where NN(W,~x) is the output of our neural network for the given weights W. The cost function can be
minimized with the back-propagationmethod, i.e., by computing the derivative of E with respect
to the each of the weights W k

i j using the chain rule. Based on the derivatives, we can update our
generally unknown weights via

∆W k
i j =−η ∂E

∂W k
i j

(7.4.2)

There aremanymodifications and implementation of this basic idea, e.g., stochastic gradient descent,
Adam, RMSProp. All of these methods have in common that it is not a priori clear how one should
choose the learning rate. If the learning rate is to slow, the algorithm will need many many iterations
to reach the minimum, If in contrast the learning rate is to high, we might fail to reach the minimum
and oscillate between suboptimal values. To find the right learning rate is one of the crucial hyper-
parameters in deep learning.

Figure 7.3: The relationship between the error and the number of iterations for different choices of
the learning rate.

7.5 Overfitting

Every model with N free parameters should be able to fit exactly N data points. When passing trough
all the data points the model is likely to fit behavior of noise and as such it does not generalize
efficiently. On the other hand, if too few parameters are used, the model may be forced to ignore
meaningful data. Successful fitting requires to find the right balance between underfitting (where
model mismatch errors occur) and overfitting (where model estimation errors occur). This is a bias-
variance tradeoff: A reliable estimate of a biased model or a poor estimate of a model that is capable
of a better fit.
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Figure 7.4: Different perspective of overfitting in terms of complexity of the model and the associated
errors on the training an the testing datasets. We talk of under-fitting if the model does not allow to
capture all the crucial properties of the data. On the otherhand we are overfitting to a specific dataset,
if we fit all the data-point perfectly and therefore also fit to artifacts as measurement errors and noise.

Cross-Validation

One way to avoid overfitting is cross-validation. Here we fit the data on one part of the data set but
evaluate themodel on another part of the data set that you have withheld. When performing gradient
descent on the training datawith a good learning rate, the error ismonotonously decreasing. However,
for data that was not used for the training (testing data) the error is a convex function.

Figure 7.5: The relationship between error on the training set and error on the testing dataset.

The minimum of the testing error defined the regions of under and over-fitting the data. This can
be generalized to K-Fold Cross Validation by dividing the training data Z = {xi , yi ; i = 1, . . . , N } to k

disjoint samples of roughly equal size (N /K ), Z1, Z2, . . . , ZK . For each validation sample Zi we use the
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remaining data Zl = ∪ j 6=i Zi to construct an estimate of the model fi . For the estimated model fi ,
average the square errors for the data in Zi :

ri = K

N

∑
Zi

( fi (x)− y)2

We can now compute the estimate for the prediction error by averaging the ri for Z1, Z2, . . . , Zk

R = 1

K

K∑
i=1

ri

Exam checklist

• Why is the introduced concept called neural network?

• What are typical activation functions?

• How can the values for the weights wk
i j be calculated?

• What is overfitting?

• Howcanweavoidoverfittingandcheck thegeneralizationproperties of ourmodel/network?
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