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Motivation

‣ How to exploit HPC architectures for Bayesian UQ+P?

‣ Computational models involve many parameters

‣ Which parameters to choose and how much to trust them?

‣ The models are computationally intense
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Methods



Bayesian Uncertainty Quantification

Which parameters are 
“good” for the model?

Model with Parameters

OutputInput

Data

compare with the 
data and decide

Result: a distribution over all possible parameters of the model
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UQ: Math

‣ How to compare the output of the model with the data?

‣ What if the likelihood can not be formulated? 
(e.g. non-Gaussian noise, stochastic model)

Classical approach: prediction error equation D = M(�) + �

� � N (0,�)

p(D|�)likelihood

posterior p(�|D) =
p(D|�)p(�)

p(D)

Bayes’ Theorem
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tolerancediscrepancy

likelihoodprior model run

parameters
model outcome (r.v.)

Approximate Bayesian Computation (ABC)

approximate joint posterior

approximate likelihood

stochastic model

A special, likelihood-free case of Bayesian UQ

M(�) � p(y|�)

p(D|�, y) � P (�(y, D) � �|y)

p(�, y|D) =
p(�)p(y|�)p(D|�, y)

p(D)

A�(D) = {y : �(y, D) � �}

joint posterior

p�(�, y|D) =
p(�)p(y|�)IA�(D)(y)

p(D)
� p(�)p(y|�)IA�(D)(y)p�(�, y|D) =

p(�)p(y|�)IA�(D)(y)
p(D)

� p(�)p(y|�)IA�(D)(y)
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model run

 Simple ABC Algorithm

prior
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ABC Sub-Sim: Idea

prior

intermediate posterior

target posterior

intermediate posterior

R1

R2

θ

y
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ABC MCMC

proposal PDF✓0 ⇠ q(✓|✓(n�1))

(✓(0), x(0))

probabilistic acceptance
r = min

n

1, p(✓0)q(✓(n�1)|✓0)
p(✓(n�1))q(✓0|✓(n�1)

o

⇥ IA�(D)(y)

θ

y
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 ABC-SubSim
Chiachio et al., SIAM J. Sci. Comput., 36 (3), 2014

Yes

Set δ s.t. 20% of 
samples have 
discrepancy < δ

No

Rejuvenate

Select sample if its 
discrepancy < δ

Select

Initialise

Stop

Update δ 

Sample    from the prior PDF f(�|MDi)

Run MH from every 
selected sample:
MH(N (�i,�g))

Sample    from 
�
y f(y|�,MDi)

δ <= δ*?

θ2

θ1

θ2

θ1

θ2

θ1

θ2

θ1
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HPC Tools



HPC Challenges

‣ Each simulation run is usually computationally intensive 

‣ Bayesian inference needs large numbers of model evaluations

‣ How to efficiently exploit HPC architectures for UQ:

• algorithmic level of parallelism

• simulation level of parallelism
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HPC Approach: TORC
P. Hadjidoukas et al., 20th Euromicro International Conference on Parallel, 
Distributed and Network-Based Processing (PDP), 2012 
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Task graph of a population-based sampling algorithm

‣ Task-based parallelism (pool of tasks)

‣ Runs on various architectures ranging 
from laptops to clusters

‣ Automatic load-balancing

‣ Integrable with external software used 
for model evaluation (e.g. LAMMPS)

‣ Easy to write parallel code

approx. log-lik. evaluationMarkov chain

model run
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TORC: code example

 

TORC code

void task(double *x, double *y)
{
  *y = x[0] + x[1];
}

int main(int argc, char *argv[])
{
 double result[100];

 torc_register_task(task);
 torc_init(argc, argv, MODE_MW);

 for (int i=0; i<100; i++)
 {
 double d[2] = {drand48(), drand48()};
 torc_task(-1, task, 2, 

     2, MPI_DOUBLE, CALL_BY_COP,
     1, MPI_DOUBLE, CALL_BY_RES,
     &d, &result[i]);
}
torc_waitall();
return 0;
}

serial code

void task(double *x, double *y)
{
  *y = x[0] + x[1];
}

int main(int argc, char *argv[])
{
  double result[100];

 

for (int i=0; i<100; i++)
 {
 double d[2] = {drand48(), drand48()};
 task(d, &result[i]);

 }

 return 0;
}
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Pi4U: UQ Library on top of TORC

‣ Open-source library distributed under LGPL licence

‣ Available at http://www.cse-lab.ethz.ch/software/Pi4U

‣ Algorithms: 

• TMCMC (for exact Bayesian inference)

• ABC-SubSim (for approximate Bayesian inference)

• CMA-ES (for optimisation)

• Subset Simulation (for rare events sampling)

• A-PNDL (for adaptive parallel numerical differentiation)
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Lennard-Jones for Helium (1/3)
Figure 2: Results of parameter calibration with the ABC-SubSim using 50000
samples with the acceptance rate being above 5%. All samples are taken
from the last generation. The corresponding tolerance is � = 0.16. Diagonal:
marginal distribution of parameters estimated using kernel histograms. Above
the diagonal: projection of the ABC-SubSim samples of the posterior distri-
butions of all pairs of 2-d parameter space colored by discrepancy. Below the
diagonal: projected densities in 2-d parameter space constructed via a bivariate
kernel estimate.

Figure 3: Results of parameter calibration with the TMCMC using 50000 sam-
ples. All samples are taken from the last generation. Diagonal: marginal dis-
tribution of parameters estimated using kernel histograms. Above the diagonal:
projection of the TMCMC samples of the posterior distributions of all pairs of
2-d parameter space colored by discrepancy. Below the diagonal: projected
densities in 2-d parameter space constructed via a bivariate kernel estimate.

Mean values ✓̄ and coefficients of variation u✓ of the param-
eters obtained by formulae (14), (15) from [26] are given in

Table 4.

Table 4: Mean values ✓̄ and coefficients of variation u✓ of the parameters.

TMCMC

✓ ✓̄ u✓

µ 0.105 4.8%
↵n 0.46 15.9%
�n 7.33⇥104 53.5%
kt 1.03 27.0%
�2 5.36⇥10�5 -

ABC-SubSim

✓ ✓̄ u✓

µ 0.106 8.8%
↵n 0.47 17.5%
�n 7.45⇥104 55.0%
kt 0.99 31.2%
�2 4.40⇥10�5 -

4.3. Lennard-Jones parameters of helium using ABC-SubSim

As a stochastic model we took the calibration of the Lennard-
Jones potential parameters for helium. The Lennard-Jones po-
tential is given by

VLJ(r;�, ✏) = 4✏
"✓�

r

◆12
�

✓�
r

◆6
#
, (9)

where where ✏ is the depth of the potential well, � is the finite
distance at which the inter-particle potential is zero, r is the dis-
tance between the particles. The parameters ✏,� are uncertain
and should be calibrated given the data.

To perform the calibration we used the data on the Boltzmann
factor (10)

fB =

*
exp

 
� H

TkB

!+
(10)

where H is the enthalpy of the system of helium atoms, T is the
temperature of the system, kB is the Boltzmann constant and h·i
denotes the ensemble average. The data was generated using
the software LAMMPS [28] for a system of 1000 atoms for 20
ns in the NPT ensemble [29] with a timestep of 2fs. The system
used for calibration consists of 1000 atoms and is equilibrated
for 2ns, following an production run in the NPT ensemble for
another 2ns with a 2fs timestep.

The distribution of the Boltzmann factor is known to be non-
Gaussian (see Figure 4), which is a case when ABC should give
more accurate prediction as compared with the exact Bayesian
formulation.

We performed calibration with 3 different settings. 1) In the
first setting we followed the classical Bayesian way and as-
sumed the distribution of the Boltzmann factor to be Gaussian.
The discrepancy function in this case is

⇢(x, y) =

s 
µx � µy

µx

!2

+

 
�x � �y

�x

!2

. (11)

2) In the second setting we took 4 quantiles of the Boltzmann
factor distribution: q = (0.2, 0.4, 0.6, 0.8) and set the discrep-

6

Boltzmann factor:

relative probability of a particular 
arrangement with a given energy

0.0814 0.0816 0.0818 0.082 0.0822 0.08240

0.5

1

1.5

2

2.5 x 104

 

 

Figure 4: Distribution of the Bolzmann factor fB[pg�1] of a Helium system
with 1000 atoms, � = 0.2556[nm], ✏ = 0.141
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3) The third setting was a setting with

⇢(x, y) = DKL(P||Q), (13)

where DKL is a Kullback-Leibler divergence, P is the data dis-
tribution, Q is the simulation outcome distribution of the Boltz-
mann factor.

In all the cases the population size was set to be 1920 and
the Markov chain length was equal to 5. The algorithm was
stopped when the acceptance rate went below 5%.

The algorithm runs a full molecular dynamic simulation for
every parameter set and hence requires a significant amount of
computational work. The algorithm exhibits two levels of par-
allelism, as the Markov chains with different seeds can be pro-
cessed in parallel while each single LAMMPS simulation can
also run in parallel using the Message Passing Interface (MPI).
The implementation of ABC-SubSim on multicore clusters was
based on the TORC task-parallel library [30]. The time to solu-
tion for each function evaluation varies with the given param-
eters, introducing load imbalance in the algorithm. We deal
with this issue by submitting tasks with higher execution time
first: we sort the samples according to the value of the � pa-
rameter before distributing the corresponding function evalua-
tion or Markov chain tasks to the workers. In addition, the pro-
posed task distribution scheme is combined with the inherent
task stealing mechanism supported by TORC.

We performed our simulations on 64 compute nodes of the
Piz Daint Cray XC30 cluster at the Swiss National SuperCom-
puting Center CSCS. Each node is equipped with an 8-core
Intel Xeon E5-2670 processor, resulting in 512 cores in total.

TORC is initialized with two MPI workers per node and each
LAMMPS simulation utilizes 4 cores in turn.

Table 5 summarizes the parallel performance of ABC-
SubSim. Despite the high variance of the time for a single sim-
ulation run, we observed that the efficiency of the initialization
phase (level 0) reaches 82% as 1920 function evaluations are
distributed among the 128 workers. The lower efficiency (72%)
of Level 1 is attributed to the existence of chains with high accu-
mulated running times and the small number of available chains
that correspond to each worker (384 chains in total, 3 chains
per worker). As the algorithm evolves, the efficiency increases
and reaches 92% for the last level, which exhibits a load imbal-
ance of approximately 8% as computed by Tmax�Tavg

Tavg
= 1078�994

1078 ,
where Tmax and Tavg are the maximum and average time work-
ers were busy during the processing of the specific level.

Table 5: Detailed per-level performance results of ABC-SubSim on 64 compute
nodes of the Piz Daint cluster. T f shows the mean and standard deviation of the
simulation times, Ttot is the aggregate execution time of all simulations and Tw
is the wall-clock time per generation, respectively. All the times are reported in
seconds.

Level T f Ttotal Tw Speedup Efficiency

0 82 ± 83 156808 1497 104.7 82%
1 87 ± 57 166297 1843 90.2 71%
2 68 ± 10 129601 1237 104.8 82%
3 65 ± 6 125532 1110 113.1 88%
4 66 ± 5 127256 1078 118.0 92%

The information about the prior and the posterior values of
the parameters is given in the Table 6.

The results of the calibration are given on the Figures 5, 6, 7.
We observe that the results for the three discrepancy func-

tions are different. In the Gaussian case (Fig. 5) ✏ is unidenti-
fiable. The reason for this is that the standard deviation of the
Boltzmann factor fB appears to be insensitive to changes of ✏
and the standard deviation contributes more in the discrepancy
(a typical contribution of the mean is around 3%, standard de-
viation – around 97%). The difference between the Quantile
setting and the Kullback-Leibler setting is not so dramatic. The
main difference is that the Quantile-based discrepancy seems
more robust with respect to the changes of the parameters.

5. Conclusions

In this paper we compared two algorithms for performing
Bayesian model updating: the ABC-SubSim and the TMCMC.
The algorithms have similar methodoligy: they are population-
based sampling methods which use an annealing scheme to ap-
proach the target posterior distribution and MCMC to produce
next generation of samples. Although the ABC-SubSim and the
TMCMC have different annealing schemes and use different
MCMC parameters including different Markov chain length.
The ABC-SubSim algorithm is more generic and can be applied
to both deterministic and stochastic problems. The TMCMC,
on the other hand, is only suitable for deterministic problems,

7

0.0814 0.0816 0.0818 0.082 0.0822 0.08240

0.5

1

1.5

2

2.5 x 104

 

 

Figure 4: Distribution of the Boltzmann factor fB[pg�1] of a Helium system
with 1000 atoms, � = 0.2556[nm], ✏ = 0.141


ag·nm2

ns2 ·K

�
.

ancy function to be

⇢(x, y) =

0
BBBBBB@

4X

k=1

 
qk(x) � qk(y)

qk(x)

!2
1
CCCCCCA

1/2

. (12)

3) The third setting was a setting with
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We observe that the results for the three discrepancy func-
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where DKL is a Kullback-Leibler divergence, P is the data dis-
tribution, Q is the simulation outcome distribution of the Boltz-
mann factor.
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also run in parallel using the Message Passing Interface (MPI).
The implementation of ABC-SubSim on multicore clusters was
based on the TORC task-parallel library [30]. The time to solu-
tion for each function evaluation varies with the given param-
eters, introducing load imbalance in the algorithm. We deal
with this issue by submitting tasks with higher execution time
first: we sort the samples according to the value of the � pa-
rameter before distributing the corresponding function evalua-
tion or Markov chain tasks to the workers. In addition, the pro-
posed task distribution scheme is combined with the inherent
task stealing mechanism supported by TORC.

We performed our simulations on 64 compute nodes of the
Piz Daint Cray XC30 cluster at the Swiss National SuperCom-
puting Center CSCS. Each node is equipped with an 8-core
Intel Xeon E5-2670 processor, resulting in 512 cores in total.

TORC is initialized with two MPI workers per node and each
LAMMPS simulation utilizes 4 cores in turn.

Table 5 summarizes the parallel performance of ABC-
SubSim. Despite the high variance of the time for a single sim-
ulation run, we observed that the efficiency of the initialization
phase (level 0) reaches 82% as 1920 function evaluations are
distributed among the 128 workers. The lower efficiency (72%)
of Level 1 is attributed to the existence of chains with high accu-
mulated running times and the small number of available chains
that correspond to each worker (384 chains in total, 3 chains
per worker). As the algorithm evolves, the efficiency increases
and reaches 92% for the last level, which exhibits a load imbal-
ance of approximately 8% as computed by Tmax�Tavg

Tavg
= 1078�994

1078 ,
where Tmax and Tavg are the maximum and average time work-
ers were busy during the processing of the specific level.

Table 5: Detailed per-level performance results of ABC-SubSim on 64 compute
nodes of the Piz Daint cluster. T f shows the mean and standard deviation of the
simulation times, Ttot is the aggregate execution time of all simulations and Tw
is the wall-clock time per generation, respectively. All the times are reported in
seconds.

Level T f Ttotal Tw Speedup Efficiency

0 82 ± 83 156808 1497 104.7 82%
1 87 ± 57 166297 1843 90.2 71%
2 68 ± 10 129601 1237 104.8 82%
3 65 ± 6 125532 1110 113.1 88%
4 66 ± 5 127256 1078 118.0 92%

The information about the prior and the posterior values of
the parameters is given in the Table 6.

The results of the calibration are given on the Figures 5, 6, 7.
We observe that the results for the three discrepancy func-

tions are different. In the Gaussian case (Fig. 5) ✏ is unidenti-
fiable. The reason for this is that the standard deviation of the
Boltzmann factor fB appears to be insensitive to changes of ✏
and the standard deviation contributes more in the discrepancy
(a typical contribution of the mean is around 3%, standard de-
viation – around 97%). The difference between the Quantile
setting and the Kullback-Leibler setting is not so dramatic. The
main difference is that the Quantile-based discrepancy seems
more robust with respect to the changes of the parameters.

5. Conclusions

In this paper we compared two algorithms for performing
Bayesian model updating: the ABC-SubSim and the TMCMC.
The algorithms have similar methodoligy: they are population-
based sampling methods which use an annealing scheme to ap-
proach the target posterior distribution and MCMC to produce
next generation of samples. Although the ABC-SubSim and the
TMCMC have different annealing schemes and use different
MCMC parameters including different Markov chain length.
The ABC-SubSim algorithm is more generic and can be applied
to both deterministic and stochastic problems. The TMCMC,
on the other hand, is only suitable for deterministic problems,

7

LJ

LJ

PDF of the Boltzmann factor for a system with 1000 atoms 

0.0814 0.0816 0.0818 0.082 0.0822 0.08240

0.5

1

1.5

2

2.5 x 104

 

 

Figure 4: Distribution of the Boltzmann factor fB[pg�1] of a Helium system
with 1000 atoms, � = 0.2556[nm], ✏ = 0.141


ag·nm2

ns2 ·K

�
.

ancy function to be

⇢(x, y) =

0
BBBBBB@

4X

k=1

 
qk(x) � qk(y)

qk(x)

!2
1
CCCCCCA

1/2

. (12)

3) The third setting was a setting with

⇢(x, y) = DKL(P||Q), (13)

where DKL is a Kullback-Leibler divergence, P is the data dis-
tribution, Q is the simulation outcome distribution of the Boltz-
mann factor.

In all the cases the population size was set to be 1920 and
the Markov chain length was equal to 5. The algorithm was
stopped when the acceptance rate went below 5%.

The algorithm runs a full molecular dynamic simulation for
every parameter set and hence requires a significant amount of
computational work. The algorithm exhibits two levels of par-
allelism, as the Markov chains with different seeds can be pro-
cessed in parallel while each single LAMMPS simulation can
also run in parallel using the Message Passing Interface (MPI).
The implementation of ABC-SubSim on multicore clusters was
based on the TORC task-parallel library [30]. The time to solu-
tion for each function evaluation varies with the given param-
eters, introducing load imbalance in the algorithm. We deal
with this issue by submitting tasks with higher execution time
first: we sort the samples according to the value of the � pa-
rameter before distributing the corresponding function evalua-
tion or Markov chain tasks to the workers. In addition, the pro-
posed task distribution scheme is combined with the inherent
task stealing mechanism supported by TORC.

We performed our simulations on 64 compute nodes of the
Piz Daint Cray XC30 cluster at the Swiss National SuperCom-
puting Center CSCS. Each node is equipped with an 8-core
Intel Xeon E5-2670 processor, resulting in 512 cores in total.

TORC is initialized with two MPI workers per node and each
LAMMPS simulation utilizes 4 cores in turn.

Table 5 summarizes the parallel performance of ABC-
SubSim. Despite the high variance of the time for a single sim-
ulation run, we observed that the efficiency of the initialization
phase (level 0) reaches 82% as 1920 function evaluations are
distributed among the 128 workers. The lower efficiency (72%)
of Level 1 is attributed to the existence of chains with high accu-
mulated running times and the small number of available chains
that correspond to each worker (384 chains in total, 3 chains
per worker). As the algorithm evolves, the efficiency increases
and reaches 92% for the last level, which exhibits a load imbal-
ance of approximately 8% as computed by Tmax�Tavg

Tavg
= 1078�994

1078 ,
where Tmax and Tavg are the maximum and average time work-
ers were busy during the processing of the specific level.

Table 5: Detailed per-level performance results of ABC-SubSim on 64 compute
nodes of the Piz Daint cluster. T f shows the mean and standard deviation of the
simulation times, Ttot is the aggregate execution time of all simulations and Tw
is the wall-clock time per generation, respectively. All the times are reported in
seconds.

Level T f Ttotal Tw Speedup Efficiency

0 82 ± 83 156808 1497 104.7 82%
1 87 ± 57 166297 1843 90.2 71%
2 68 ± 10 129601 1237 104.8 82%
3 65 ± 6 125532 1110 113.1 88%
4 66 ± 5 127256 1078 118.0 92%

The information about the prior and the posterior values of
the parameters is given in the Table 6.

The results of the calibration are given on the Figures 5, 6, 7.
We observe that the results for the three discrepancy func-

tions are different. In the Gaussian case (Fig. 5) ✏ is unidenti-
fiable. The reason for this is that the standard deviation of the
Boltzmann factor fB appears to be insensitive to changes of ✏
and the standard deviation contributes more in the discrepancy
(a typical contribution of the mean is around 3%, standard de-
viation – around 97%). The difference between the Quantile
setting and the Kullback-Leibler setting is not so dramatic. The
main difference is that the Quantile-based discrepancy seems
more robust with respect to the changes of the parameters.

5. Conclusions

In this paper we compared two algorithms for performing
Bayesian model updating: the ABC-SubSim and the TMCMC.
The algorithms have similar methodoligy: they are population-
based sampling methods which use an annealing scheme to ap-
proach the target posterior distribution and MCMC to produce
next generation of samples. Although the ABC-SubSim and the
TMCMC have different annealing schemes and use different
MCMC parameters including different Markov chain length.
The ABC-SubSim algorithm is more generic and can be applied
to both deterministic and stochastic problems. The TMCMC,
on the other hand, is only suitable for deterministic problems,

7

Data:Lennard-Jones potential:
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Lennard-Jones for Helium (2/3)

Discrepancies:

Gaussian mean and standard deviation�(y, D) =

��
ȳ � D̄

ȳ

�2

+
�

sy � sD

sy

�2
�1/2

Quantiles quintiles (5-quantiles)�(y, D) =

�
4�

k=1

�
QUk[y]�QUk[D]

QUk[y]

�2
�1/2

Kullback-Leibler

shows how much information was 
lost when approximating P with Q

�(y, D) =
�

�(z) log
�(z)
�(z)

dz
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Lennard-Jones for Helium (3/3)
Gaussian Setting Quantile Setting Kullback-Leibler Setting

Table 6: Prior and posterior information of parameters ✓ =
✓
�[nm], ✏


ag·nm2

ns2 ·K

�◆
of the Helium system. The number of generations Ngen computed before the

acceptance rate reached a threshold value of 5% and achieved tolerance levels � for three models: MG [Gaussian setting (11)], MQ [quantile setting (12)], MKL
[Kullback-Leibler setting (13)]. Prior bounds [✓l, ✓r], mean values ✓̄ and coefficients of variation u✓ of the Lennard-Jones parameters of Helium.

Model [�l,�r] �̄ u� [✏l, ✏r] ✏̄ u✏ Ngen �

MG [0.1,0.8] 0.2437 12.7% [0.01,1.0] 0.443 60.5 % 4 0.02
MQ [0.1,0.8] 0.2591 2.1 % [0.01,1.0] 0.136 6.3 % 7 2e-5
MKL [0.1,0.8] 0.2737 6.2% [0.01,1.0] 0.128 18.4 % 6 0.09

Figure 5: Results of parameter calibration in the Gaussian setting (11) with
the ABC-SubSim. All samples are taken from the last generation. Diagonal:
marginal distribution of parameters estimated using kernel histograms. Above
the diagonal: projection of the ABC-SubSIm samples of the posterior distri-
butions of all pairs of 2-d parameter space colored by discrepancy. Below the
diagonal: projected densities in 2-d parameter space constructed via a bivariate
kernel estimate. The green star indicates the parameters for which tha data were
created.

but on them it shows more accurate predictions. As was men-
tioned above the ABC-SubSim does not have a well-defined
stopping criterium while the TMCMC does, which is a big ad-
vantage of the latter.
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Parallel Performance
15360 samples per stage, 4096 CPUs on Piz Daint (CSCS), 

~0.4 hours of wall-clock time per stage. MPI (LAMMPS)+TORC workers.

20

Table 4: Prior and posterior information of parameters ✓ = (�
LJ

, ✏
LJ

) of the Helium system. The table shows: the prior bounds [✓j
`

, ✓j
r

],
the mean values ¯✓j , the coefficients of variation u

✓

j

, j = 1, 2 of the Lennard-Jones parameters of Helium, the number of stages N
stg

,
the achieved tolerances �. The information is given for three models: M

G

[Gaussian setting (11)], M
Q

[quantile setting, Eq. (12)], M
RE

[relative entropy setting, Eq. (13)].
Model [�

LJ,`

,�
LJ,r

] �̄
LJ

u
�

LJ

[✏
LJ,`

, ✏
LJ,r

] ✏̄
LJ

u
✏

LJ

N
stg

�
M

G

[0.1,0.8] 0.2452 11.5% [0.01,1.0] 0.423 64.5 % 4 3.40⇥10

�3

M
Q

[0.1,0.8] 0.2588 2.5 % [0.01,1.0] 0.138 7.5 % 7 9.55⇥10

�6

M
RE

[0.1,0.8] 0.2792 5.0% [0.01,1.0] 0.117 15.4 % 6 6.70⇥10

�2

ural framework for the development of parallel and efficient sam-
pling algorithms such as ABC-SubSim implemented herein to pro-
vide accurate identification of the force field parameters when using
thermodynamic ensemble target data in molecular simulations as in
hierarchical coarse graining. This is achieved by exploiting the full
non-Gaussian description of the MD model thermodynamic ensem-
ble, and by not using Gaussian likelihoods between the target and
trial PDFs, as in the case of [1, 8, 13]. The usage of Gaussian like-
lihoods is a typical step taken in Bayesian model updating, which
in the case of hierarchical calibration of MD models unnecessary
compresses the available information from the available thermody-
namic distributions.

5.3 HPC Aspects on Cray-XC30
Based on the algorithmic similarities with the TMCMC algo-

rithm, the ABC-SubSim algorithm was implemented within our
task-parallel ⇧4U open source framework [18]. This platform-
agnostic framework, based on the TORC task-parallel library [17],
extracts and schedules the hierarchical task-based parallelism of
the algorithm on multi-core heterogeneous clusters, providing both
ease of programming and transparent load balancing through work
stealing. Fig. 4 depicts the hierarchical task graph of the ABC-
SubSim algorithm.

In all the cases the samples per stages were set to be 15360. In
every case the algorithm stopped because of the acceptance-based
criterion (the acceptance rate dropped below 5%). The algorithm
runs a full molecular dynamic simulation for every parameter set
and hence requires a significant amount of computational work.
The algorithm exploits two levels of parallelism, as the different
independent Markov chains can be processed in parallel while each
single LAMMPS simulation [28] is also run in parallel using the
Message Passing Interface (MPI). The time to solution for each
function evaluation varies with the given parameters, introducing
load imbalance in the algorithm. We deal with this issue by ap-
plying the Longest Processing Time algorithm [16], according to
which tasks with higher execution time are processed first. As the
execution time increases for lower values of the �

LJ

parameter,
we sort the samples according to this parameter before distributing
the corresponding function evaluation or Markov chain tasks to the
workers. The proposed task distribution scheme, combined with
the task stealing mechanism of TORC, minimizes the maximum
completion time of the tasks.

We performed our simulations on 512 compute nodes of the Piz
Daint Cray XC30 cluster at the Swiss National SuperComputing
Center CSCS. Each node is equipped with an 8-core Intel Xeon E5-
2670 processor, resulting in 4096 cores in total. TORC is initialized
with two MPI workers per node and each LAMMPS simulation
utilizes 4 cores in turn.

Table 5 summarizes the parallel performance of ABC-SubSim.
We provide the detailed results only for the case of Gaussian dis-
crepancy, since the other two settings give similar outcomes. De-
spite the high variance of the time for a single simulation run, we
observed that the efficiency of the initialization phase (stage 0)

reaches 89% as 15360 function evaluations are distributed among
the 1024 workers. The lower efficiency (64%) of stage 1 is at-
tributed to the existence of chains with high accumulated running
times and the small number of available chains that correspond to
each worker (3072 chains in total, 3 chains per worker). As the
algorithm evolves, the efficiency increases and reaches 87% for the
last stage, which exhibits a load imbalance of approximately 13%
as computed by T

max

�T

avg

T

max

=

1149�1002
1149 , where T

max

and T
avg

are the maximum and average time workers were busy during the
processing of the specific stage.

Table 5: Detailed per-stage performance results of ABC-SubSim
on 512 compute nodes of the Piz Daint cluster with 2 workers per
node. T

f

shows the mean and standard deviation of the simulation
times, T

total

is the aggregate execution time of all simulations and
T
w

is the wall-clock time per stage, respectively. All the times are
reported in seconds. The speedup and efficiency are reported for
1024 workers.

Stage T
f

T
total

T
w

Speedup Efficiency
0 83 ± 83 1270004 1393 912 89%
1 91 ± 61 1397644 2131 656 64%
2 69 ± 15 1061472 1491 712 70%
3 68 ± 13 1045711 1373 762 74%
4 67 ± 6 1026819 1149 894 87%

6. CONCLUSIONS
We illustrate the application of Subset Simulation for Bayesian

updating and parameter identification in the context of ABC. We
demonstrate this method on the calibration of force fields used in
the the discrete element method used for granular flows simula-
tions, as well as in MD simulations. We show that the implemen-
tation of the ABC-SubSim method, for both likelihood-free and
likelihood-driven Bayesian inference, shares common algorithmic
structures with TMCMC despite their different theoretical context.
ABC-SubSim provides an alternative algorithm to TMCMC when
one has formulated an analytical likelihood function. This was ev-
idence in the granular material application where the final results
between the two algorithms were similar. ABC-SubSim ideal us-
age however remains in the cases where the likelihood function is
intractable.

We augmented our open source framework ⇧4U to include ABC-
SubSim. The code is released under the LGPL license and can be
downloaded from http://www.cse-lab.ethz.ch/software/Pi4U. We specif-
ically used ABC-SubSim to calibrate MD systems using thermody-
namic quantities from a single run. Our large scale parallel runs on
a Cray XC-30 machine showed very good efficiency of up to 87%,
an outcome of the perfect parallel sampling of the algorithm and its
implementation.

We quantified the differences in MD force-field calibration using
ABC, by approximating classical Bayesian updating using Gaus-
sian as well as relative entropy discrepancy functions. The ABC
formulation is significantly simpler, versatile, and equipped with

Efficiency =
speedup

number of workers

high exec. time for some 
jobs + short chains

jobs exec. times get 
more uniform



Summary

‣ Pi4U allows to exploit efficiently HPC architectures for 
Bayesian inference in large-scale models

‣ We must re-examine the validation of many classical 
simulation models in Science and Engineering

‣ Bayesian inference offers a way to do this 
systematically 
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Thank you!


