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Abstract	
The	aim	of	the	project	was	to	build	a	neural	network	(NN)	[13],	that	can	segment	a	film	
of	 red	 blood	 cells	 (RBCs)	 flowing	 through	 a	 microfluidic	 device	 [9].	 The	 NN	 should	
capture	 the	 spatial	 information	 given	 by	 the	 frame	 of	 the	 film	 and	 the	 temporal	
information	given	by	the	sequence	of	frames	in	the	film.	Convolutional	neural	networks	
(CNNs)	 [12]	 are	used	 to	 capture	 the	 spatial	 information	 and	 long	 short-term	memory	
(LSTM)	networks	[6]	are	used	to	capture	the	temporal	information.	In	order	to	combine	
the	advantages	of	the	LSTM	and	the	CNN,	an	LSTM-CNN	[17]	was	used	in	the	project.	
	
Five	different	LSTM-CNNs	were	built	and	compared	among	each	other.	Additionally,	the	
LSTM-CNN	 was	 compared	 to	 a	 structurally	 similar	 CNN	 to	 show	 that	 the	 temporal	
information	would	improve	the	performance	of	the	LSTM-CNN.	A	synthetic	simulation	of	
the	flowing	RBCs	was	used	to	train	and	test	the	LSTM-CNN.	
	
The	 LSTM-CNN	 uses	 an	 encoder	 to	 transform	 the	 input	 frame	 and	 the	 previous	
segmented	output	frame	to	the	cell	state	of	the	LSTM.	The	cell	state	acts	as	memory	in	
the	LSTM.	The	decoder	 transforms	the	cell	state	of	 the	LSTM	to	 the	segmented	output	
frame.	 Convolutional	 and	 pooling	 layers	 [15]	 were	 used	 for	 the	 sub-sampling	 in	 the	
encoder	 and	 transpose	 convolutional	 layers	 [19]	were	used	 for	 the	upsampling	 in	 the	
decoder.	 The	 encoder	 and	 decoder	 were	 built	 with	 the	 basic	 elements	 of	 the	 SegNet	
[2][8].		
	
Most	of	the	LSTM-CNNs	compared	in	the	project	were	inferior	to	the	structurally	similar	
CNNs	because	 the	convergence	of	 the	cost	 function	was	 instable.	For	 the	cost	 function	
cross	 entropy	 [11]	 was	 used.	 By	 excluding	 pooling	 layers	 and	 decoders	 in	 the	
architecture	and	adding	dilation	[18]	to	the	gates	of	the	LSTM,	the	LSTM-CNN	was	able	
to	outperform	a	structurally	similar	CNN.	
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1 Introduction	
Circulating	 tumor	cells	 (CTCs)	 in	 the	bloodstream	are	responsible	 for	 the	spreading	of	
cancer	in	the	body.	To	detect	CTCs	in	the	bloodstream,	microfluidic	devices,	such	as	the	
CTC-iChip	[9],	can	be	used	to	spatially	separate	CTCs	from	the	red	blood	cells	(RBCs).	By	
detecting	the	positions	of	all	blood	cells	in	the	microfluidic	device,	it	would	be	possible	
to	quantify	the	number	of	CTCs	in	the	bloodstream.	
	
A	possible	solution	to	obtain	 the	position	of	 the	blood	cells	 is	 to	use	a	neural	network	
(NN)	[13]	that	analyzes	a	film	of	the	bloodstream	flowing	throw	the	microfluidic	device.	
The	NN	should	try	to	capture	the	spatial	information	given	by	the	individual	frame	of	the	
film	and	the	temporal	information	given	by	the	sequence	of	frames	in	the	film.	
	
Recurrent	 neural	 networks	 (RNN)	 [7]	 are	 used	 to	 capture	 temporal	 information.	 The	
Long	Short-Term	Memory	(LSTM)	[6]	 is	a	specific	RNN	that	was	built	to	overcome	the	
exploding	 and	 vanishing	 gradient	 problem	 [14].	 Hence	 it	 is	 easy	 to	 train	 and	 widely	
successful	in	practice.	To	capture	the	spatial	information	convolutional	neural	networks	
(CNNs)	 [12][2][16]	 are	 used	 in	 practice.	 The	 LSTM-CNN	 [17]	 is	 a	 combination	 of	 the	
LSTM	and	the	CNN	and	captures	both	the	spatial	and	the	temporal	information.	
	
The	goal	of	the	project	was	to	build	and	train	an	LSTM-CNN	in	order	to	segment	flowing	
red	blood	cells	(RBCs)	from	the	background.	The	film	of	the	flowing	RBCs	was	produced	
with	a	synthetic	simulation.	The	project	examines	if,	by	using	the	temporal	information,	
an	LSTM-CNN	can	outperform	a	structurally	similar	CNN.	
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2 Red	blood	cells	synthetic	flow	simulation	
For	 the	 training,	 validation	 and	 testing	 of	 the	NNs	 a	 synthetic	 simulation	 of	 the	RBCs	
flowing	in	the	bloodstream	was	developed.	The	simulation	created	two	grayscale	films.	
The	 first	 film	was	 the	ground	 truth	 (Figure	2-1	 left).	The	pixel	 intensities	of	 the	RBCs	
were	set	to	1	and	the	background	intensity	was	set	to	0.	The	second	film	was	the	RBCs	
synthetic	 flow	simulation	(Figure	2-1	right),	where	 the	pixel	 intensities	were	set	 to	be	
between	0.2	and	0.4.	Both	films	had	500	frames.	The	frames	in	the	film	had	a	width	and	
height	of	128	pixels.	
	

	
Figure	2-1	On	the	 left-hand	side	the	 image	shows	a	 frame	of	 the	ground	truth	 from	the	RBCs	synthetic	 flow	
simulation.	On	the	right-hand	side	the	image	shows	a	frame	of	the	RBCs	synthetic	flow	simulation	

2.1 RBCs	shape	and	position	
The	RBCs	were	simulated	as	ellipses.	The	length	of	the	semi-minor	axis	of	the	RBC	was	
between	3	 and	10	pixels.	 The	 lengths	were	 sampled	 from	a	uniform	distribution.	 The	
initial	 position	 of	 the	 RBCs	 in	 the	 frame	 was	 sampled	 from	 a	 random	 uniform	
distribution.	

2.2 RBCs	movement	
Between	each	frame	a	drift	was	added	to	the	center	of	 the	RBC.	The	drift	consists	of	a	
constant	 drift	 and	 a	 random	 drift.	 The	 random	 drift	 is	 sampled	 from	 a	 normal	
distribution	with	the	standard	deviation	of	1.2	and	a	mean	of	0.	The	constant	drift	moves	
the	RBC	0.5	pixels	in	the	positive	y	direction	(upwards	in	the	Figure	2-1)	and	0.2	pixels	
in	the	negative	x	direction	(left	in	the	Figure	2-1).	Additionally	a	rotation	was	added	to	
the	 RBCs.	 The	 amount	 was	 sampled	 from	 a	 normal	 distribution	 with	 a	 standard	
deviation	of	0.3	and	a	mean	of	0.	
	
𝑥!
𝑦! = −0.2𝑥

0.5𝑦 + 𝒩 0, 1.2
𝒩 0, 1.2 		 𝑥,𝑦:	old	position	of	RBC	

𝑥!,𝑦!:	new	position	of	RBC	 (1)	

2.3 Intensities	of	the	pixels	

2.3.1 Background	

The	 intensity	of	 the	background	was	between	0.2	and	0.3,	which	was	 sampled	 from	a	
uniform	distribution.	Gaussian	noise	 [4]	was	 induced	 to	 the	background.	The	mean	of	
the	Gaussian	noise	was	equal	to	the	background	intensity	and	the	standard	deviation	of	
the	Gaussian	noise	was	set	to	0.01.	
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2.3.2 RBCs	

The	 intensities	 of	 the	 RBCs	 were	 between	 0.3	 and	 0.4,	 which	 was	 sampled	 from	 a	
uniform	 distribution.	 Gaussian	 noise	was	 induced	 to	 the	 to	 all	 RBCs	 individually.	 The	
mean	 of	 the	 Gaussian	 noise	was	 equal	 to	 the	 specific	 RBC	 intensity	 and	 the	 standard	
deviation	of	the	Gaussian	noise	was	set	to	0.001.	

2.3.3 Salt	and	pepper	and	Gaussian	filter	

A	 Gaussian	 filter	 [4]	 with	 a	 standard	 deviation	 of	 0.2	 was	 applied	 to	 the	 frames,	 to	
smooth	 the	 edges	 between	 background	 and	 the	 RBCs.	 Salt	 and	 pepper	 noise	 [4]	 was	
induced	to	 the	 frames	after	 the	synthetic	simulation	was	generated.	The	proportion	of	
image	 pixels	 replaced	 with	 the	 salt	 and	 pepper	 noise	 was	 set	 to	 0.001	 and	 the	
proportion	of	the	salt	verses	the	pepper	noise	was	set	to	0.5.		
	 	



	

	 4	

3 Architecture	
An	LSTM-CNN	was	used	to	segment	a	film,	showing	the	flowing	RBCs	in	the	microfluidic	
device	 [9].	 For	 the	 project	 five	 different	 LSTM-CNNs	were	 built	 and	 compared	 among	
each	other.	Additionally,	the	LSTM-CNN	was	compared	to	a	structurally	similar	CNN	to	
establish,	if	by	using	the	temporal	information,	the	segmentation	could	be	improved.	

3.1 LSTM-CNN	

3.1.1 Gates	

The	forget	gate,	input	gate	and	output	gate	of	the	LSTM	[6]	take	as	an	input	the	current	
input	frame	𝑥!	and	the	segmented	(output)	frame	from	the	previous	time	step	ℎ!!!.	Both	
inputs	will	be	encoded	by	𝑊	or	𝑈.	The	encoder	reduces	the	input	feature	map	size	and	
has	a	sub-sampling	rate	of	four.	Different	encoders	where	used	for	the	project.	The	first	
layer	 of	 the	 encoder	 was	 a	 convolutional	 layer	 with	 32	 filters.	 The	 second	 layer	 was	
either	a	pooling	layer	[15]	or	a	convolutional	layer	depending	on	the	encoder.	A	rectified	
linear	 unit	 was	 used	 as	 the	 activation	 function	 in	 the	 convolutional	 layers.	 The	 input	
frame	𝑥!	and	 the	 segmented	 frame	ℎ!!!	are	 summed	 up	 and	 put	 through	 the	 sigmoid	
function	𝜎	to	calculate	the	gate’s	activation	tensor	(𝑓! ,	𝑖! ,	𝑜!).	The	gate’s	activation	tensor	
is	bounded	between	0	and	1.	0	can	intuitively	be	interpreted	as	an	inactive	and	1	as	an	
active	gate.	The	gate’s	activation	tensor	has	the	same	dimension	as	the	cell	state	tensor	
𝑐! .	

3.1.1.1 Dilation	
Dilation	 (see	 figure	 3-1)	 [18]	 was	 added	 to	 the	 convolutional	 layers	 of	 the	 gates	 to	
increase	 the	 effective	 receptive	 field.	 Whenever	 dilation	 is	 present,	 the	 name	 of	 the	
architecture	 is	 denoted	with	Dx,	whereas	 the	 x	 is	 the	number	 of	 dilations	 (e.g.	 LSTM-
CNN-En-T-D2	 describes	 the	 En-T	 architecture	with	 a	 dilation	 of	 2).	 Dilation	 does	 not	
increase	the	number	of	parameters	in	the	convolutional	layer.	
	

	
Figure	3-1	Dilation	

3.1.2 Cell	state	tensor	

First	the	input	frame	𝑥!	and	the	segmented	(output)	frame	from	the	previous	time	step	
ℎ!!! 	is	 encoded	 with	𝑊	or	𝑈,	 then	 the	 two	 results	 are	 added	 and	 put	 through	 the	
sigmoid	function	𝜎.	The	encoded	input	is	calculated	by	multiplying	the	resulting	output	
of	the	sigmoid	function	𝜎	with	the	input	gate	𝑖! .	To	update	the	cell	state	𝑐!	of	the	LSTM,	
the	 forget	 gate	𝑓!	is	 multiplied	 with	 the	 cell	 state	 of	 the	 previous	 time	 step	𝑐!!!	and	
added	to	the	encoded	input.	For	the	multiplication	the	Hadamard	product	∘	is	used.	The	
Hadamard	product	is	the	entrywise	multiplication	of	two	matrices.	
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For	encoding	three	different	NN	architectures	were	used:	
• En-P:	consists	of	two	convolutional	layers	(C)	and	two	pooling	layers	(P)	which	were	

stacked	CPCP	
• En-T:	consists	of	four	convolutional	layers	which	were	stacked	CCCC	
• Slim-T:	consists	of	one	convolutional	layer.	
	
All	 the	convolutional	 layers	had	32	filters	and	the	rectified	 linear	unit	was	used	as	the	
activation	function.	The	encoder	had	a	sub-sampling	rate	of	4.	The	task	of	the	forget	gate	
was	 to	determine	which	parts	 of	 the	previous	 cell	 state	𝑐!!!	can	be	 ignored.	 Similarly,	
the	input	gate	decides	which	part	of	the	input	can	be	ignored.	The	dimension	of	the	cell	
state	tensor	𝑐!	is	32	x	32	x	32.		

3.1.3 Segmented	(output)	frame	

First	 the	 cell	 state	 tensor	𝑐!	is	 multiplied	 with	 the	 output	 gate	𝑜! .	 Then	 the	 result	 is	
decoded	 with	 the	 decoder	𝑊! .	 The	 segmented	 frame	ℎ!	is	 calculated	 by	 feeding	 the	
output	 of	 the	 decoding	 through	 the	 sigmoid	 function	𝜎.	 For	 the	 multiplication	 the	
Hadamard	product	 is	 used.	 The	 output	 gate	𝑜!	determines	which	 part	 of	 the	 cell	 state	
tensor	𝑐!	is	relevant	for	calculating	the	segmented	output	frame.	
	
For	the	decoder	𝑊!	two	different	NN	architectures	were	used:	
• De:	consists	of	a	two	convolutional	layers	(C)	and	two	transpose	convolutional	layers	

(T)	[19]	that	were	stacked	CTCT	
• Slim:	consists	of	one	transpose	convolutional	layer	(T).	
	
The	 transpose	 convolutional	 layers	 in	 the	 decoder	𝑊! 	are	 responsible	 for	 the	 up-
sampling.	 As	 the	 sigmoid	 function	𝜎	is	 bound	 between	 1	 and	 0,	 the	 output	ℎ!	can	 be	
interpreted	as	the	probability	of	the	pixel	belonging	to	a	RBC.	
	
𝑓! = 𝜎(𝑊! ∗ 𝑥! + 𝑈! ∗ ℎ!!!)		
𝑖! = 𝜎(𝑊! ∗ 𝑥! + 𝑈! ∗ ℎ!!!)		
𝑜! = 𝜎(𝑊! ∗ 𝑥! + 𝑈! ∗ ℎ!!!)		
𝑐! = 𝑓! ∘ 𝑐!!! + 𝑖! ∘ 𝜎(𝑊! ∗ 𝑥! + 𝑈! ∗ ℎ!!!)		
ℎ! = 𝜎(𝑊! ∗ (𝑜! ∘ 𝑐!))		

∗	:	convolutional	operator	
∘	:	Hadamard	product		 (2)	

3.2 Structurally	similar	CNN	
The	 structurally	 similar	 CNN	 is	 an	 encoder-decoder	 CNN	 (ED-CNN)	 [8]	 that	 uses	 the	
same	 encoders	𝑊! 	and	 decoders	𝑊! 	as	 the	 LSTM-CNN.	 In	 a	 EN-CNN	 the	 encoder	𝑊! 	
reduces	 the	 dimension	 of	 the	 input	 to	 a	 lower	 dimension	 to	 force	 the	 ED-CNN	 to	
concentrate	on	the	important	features.	
	
ℎ = 𝜎(𝑊! ∗ 𝑊! ∗ 𝑥 )		 ∗	:	convolutional	operator	 (3)	

3.3 LSTM-CNN	and	CNN	architectures	
In	 the	 following	 subsections	 the	different	LSTM-CNN	and	CNN	 that	were	 compared	 in	
the	project	are	described.	Whenever	there	are	two	inputs	to	an	encoder	depicted	in	the	
figure,	the	two	outputs	of	the	encoder	will	be	added	before	it	is	further	processed,	which	
is	indicated	by	a	blue	arrow.	
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3.3.1 EnDe-P	

Convolution:	 Filters:	 32	
Kernel	size:	 2	
Strides:	 1	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

	
Transpose	convolution:	 Filters:	 32	(1	if	before	output	ℎ!)	

Kernel	size:	 2	
Strides:	 2	
Activation	function:	 Rectified	linear	unit	

(sigmoid	 function	 if	before	output	
ℎ!)	

Padding:	 Same	
	
Max	pooling:	 Pool	size:	 2	(4	if	in	gate)	

Strides:	 2	(4	if	in	gate)	
Padding:	 Same	

3.3.1.1 LSTM-CNN	EnDe-P	

	
Figure	3-2	LSTM-CNN	EnDe-P	

3.3.1.2 CNN	EnDe-P	

	
Figure	3-3	CNN	EnDe-P	
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3.3.2 En-P	

Convolution:	 Filters:	 32	
Kernel	size:	 2	
Strides:	 1	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

	
Transpose	convolution:	 Filters:	 1	

Kernel	size:	 4	
Strides:	 4	
Activation	function:	 Sigmoid	function	
Padding:	 Same	

	
Max	pooling:	 Pool	size:	 2	(4	if	in	gate)	

Strides:	 2	(4	if	in	gate)	
Padding:	 Same	

3.3.2.1 LSTM-CNN	En-P	

	
Figure	3-4	LSTM-CNN	En-P	

3.3.2.2 CNN	En-P	

	
Figure	3-5	CNN	En-P	
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3.3.3 EnDe-T	

Convolution:	 Filters:	 32	
Kernel	size:	 2	
Strides:	 1	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

	
Transpose	convolution:	 Filters:	 32	(1	if	before	output	ℎ!)	

Kernel	size:	 2	
Strides:	 2	
Activation	function:	 Rectified	linear	unit	

(Sigmoid	function	if	before	output	
ℎ!)	

Padding:	 Same	
	
Convolution	(sub-sampling):	 Filters:	 32	

Kernel	size:	 2	(4	if	in	gate)	
Strides:	 2	(4	if	in	gate)	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

3.3.3.1 LSTM-CNN	EnDe-T	

	
Figure	3-6	LSTM-CNN	EnDe-T	
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3.3.3.2 CNN	EnDe-T	

	
Figure	3-7	CNN	EnDe-T	

3.3.4 Slim-T	

Convolution:	 Filters:	 32	
Kernel	size:	 2	
Strides:	 1	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

	
Transpose	convolution:	 Filters:	 1	

Kernel	size:	 4	
Strides:	 4	
Activation	function:	 Sigmoid	function	
Padding:	 Same	

	
Convolution	(sub-sampling):	 Filters:	 32	

Kernel	size:	 4	
Strides:	 4	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

3.3.4.1 LSTM-CNN	Slim-T	

	
Figure	3-8	LSTM-CNN	Slim-T	
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3.3.4.2 CNN	Slim-T	

	
Figure	3-9	CNN	Slim-T	

3.3.5 En-T	

Convolution:	 Filters:	 32	
Kernel	size:	 2	
Strides:	 1	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	
Dilation	 1,	2,	3	

	
Transpose	convolution:	 Filters:	 1	

Kernel	size:	 4	
Strides:	 4	
Activation	function:	 Sigmoid	function	
Padding:	 Same	

	
Convolution	(sub-sampling):	 Filters:	 32	

Kernel	size:	 2	(4	if	in	gate)	
Strides:	 2	(4	if	in	gate)	
Activation	function:	 Rectified	linear	unit	
Padding:	 Same	

3.3.5.1 LSTM-CNN	En-T	

	
Figure	3-10	LSTM-CNN	En-T	
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3.3.5.2 CNN	En-T	

	
Figure	3-11	CNN	En-T	
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4 Training	
The	NN	were	built	and	trained	with	 tensorflow	[1].	
All	 the	 weights	 were	 initialized	 randomly	 at	 the	
beginning	 of	 the	 training.	 Weights	 were	 sampled	
from	a	normal	distribution	with	 a	mean	of	0	 and	a	
standard	deviation	of	0.1.	The	biases	of	the	weights	
were	 initialized	 at	 0.1.	 To	 train	 the	 LSTM-CNN	 the	
backpropagation	 through	 time	 algorithm	 [5]	 was	
used	 with	 the	 number	 of	 unrollings	 set	 to	 5.	 The	
LSTM-CNN	 was	 fed	 with	 a	 sequence	 of	 5	 input	
frames	 and	 outputted	 the	 segmented	 frame	 of	 the	
last	input	frame.	The	cell	state	and	segmented	frame	
were	initialized	at	0	before	the	sequence	of	input	frames	was	fed	to	the	LSTM-CNN.	The	
CNN	was	trained	with	the	backpropagation	algorithm	[3].	
	

	
Figure	4-2	Training	LSTM-CNN	

	
In	 table	 4-1	 the	 number	 of	 parameters	 (NoP)	 of	 the	 neural	 network	 and	 the	 ratio	
between	the	number	of	parameters	(NoP)	and	the	number	of	pixels	in	the	input	frames	
(RPP)	is	listed.	It	should	be	noted	that	the	number	of	pixels	in	the	input	frames	is	5	times	
bigger	 for	 the	LSTM-CNN	 than	 for	 the	CNN.	This	 is	because	 the	LSTM-CNN	requires	5	
input	frames	to	calculate	the	segmented	frame.	
	
Architecture	 LSTM-CNN	 CNN	

NoP	 RPP	 NoP	 RPP	
EnDe-P	 22049	 0.27	 16801	 1.03	
En-P	 10049	 0.12	 4801	 0.29	
EnDe-T	 137057	 1.67	 25057	 1.53	
Slim-T	 101057	 1.23	 1057	 0.06	
En-T	 125057	 1.53	 13057	 0.80	
Table	4-1	Number	of	parameters	in	the	LSTM-CNN	and	CNN	

4.1 Datasets	
A	film	was	produced	with	the	RBCs	synthetic	flow	simulation	from	section	2.	The	same	
film	was	used	 for	 training	and	 testing	all	 the	LSTM-CNNs	and	CNNs.	The	 film	had	500	
frames.	The	frames	of	the	film	were	divided	into	3	sets.	A	training	set,	used	for	training	
the	neural	network,	a	validation	set,	used	for	the	tuning	of	the	hyperparameters	and	a	

Figure	4-1	Training	CNN	
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test	set,	used	to	establish	the	performance	of	the	NN.	For	the	training	set,	starting	from	
the	 first	 frame	 (with	 the	 index	 number	 of	 0)	 of	 the	 film,	 every	 tenth	 frame	would	 be	
picked.	The	last	frame	chosen	was	frame	number	390,	which	gave	us	a	total	number	of	
40	frames	in	the	training	set.	For	the	validation	set,	starting	from	frame	400,	every	tenth	
frame	would	be	picked.	Whereby	the	last	frame	would	be	frame	490,	giving	us	a	total	of	
10	frames	in	the	validation	set.	For	the	test	set,	starting	from	frame	5,	every	tenth	frame	
would	be	picked.	The	last	frame	would	be	frame	number	495	that	gave	us	a	total	of	50	
frames	in	the	test	set.	
	

	
Figure	4-3	Datasets	

The	reason	not	to	use	all	the	frames	in	the	film	was	because	in	future	projects	the	goal	
will	 be	 to	 train	 the	 NN	with	 real	 data.	 To	 avoid	 producing	 a	 large	 amount	 of	 labeled	
frames,	 the	 NN	 should	 perform	well	 with	 a	 limited	 amount	 of	 labeled	 frames	 during	
training.	

4.2 Optimization	
For	 training	 the	 NN	 the	 adam	 algorithm	 [10]	 was	 used,	 which	 minimized	 the	 cost	
function.	𝛽!	was	set	to	0.9,	which	controls	the	decay	of	the	first	order	momentum,	𝜖	was	
set	 to	 10-8,	 which	 is	 needed	 for	 numerical	 stability	 and	𝛽!	was	 set	 to	 0.999,	 which	
controls	the	decay	of	the	second	order	momentum.	

4.2.1 Learning	rate	

The	learning	rates	used	for	the	training	of	the	NN	are	listed	in	table	4-2.	
	
Architecture	
	

Learning	rate	
LSTM-CNN	 CNN	

EnDe-P	 0.01	 0.01	
En-P	 0.01	 0.01	
EnDe-T	 0.01	 0.001	
Slim-T	 0.005	 0.005	
En-T	 0.005	 0.001	
Table	4-2	Learning	rates	used	for	the	LSTM-CNN	and	CNN	

4.2.2 Cost	function	

The	cross	entropy	cost	function	𝐻 𝑦,𝑦 	[11]	was	used	for	the	training	of	the	NN.	𝑦	is	the	
labeled	frame	and	𝑦	is	the	segmented	frame.	
	

𝐻 𝑦,𝑦 = − 𝑦! log𝑦!
!

	 (3)	
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4.2.3 Early	stopping	

In	order	to	prevent	overfitting	of	the	NN,	an	early	stopping	procedure	was	implemented.	
The	validation	cost	was	evaluated	after	40	training	steps.	The	training	would	be	stopped	
if	the	validation	cost	would	increase	100	times	in	a	row.	

4.3 Metrics	
Accuracy,	precision	and	recall	were	evaluated	for	the	test	set	to	get	a	more	holistic	view	
of	the	performance.	Hence,	to	calculate	the	metrics,	a	pixel	of	the	segmented	frame	was	
classified	 to	belong	 to	 a	RBC,	 if	 the	probability	was	greater	 than	0.7.	The	pixel	 is	 true	
positive	if	it	belongs	to	a	RBC	and	was	correctly	segmented.	
	

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝑇𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑝𝑖𝑥𝑒𝑙𝑠 	

	

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒	

	

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒	
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5 Results	
5.1 EnDe-P	
The	 CNN-EnDe-P	 outperforms	 the	 LSTM-CNN-EnDe-P,	 as	 is	 shown	 in	 table	 5-1.	 The	
training	 of	 the	 CNN-EnDe-P	 is	 faster	 and	 it	 converges	 to	 a	 lower	 validation	 cost.	 The	
LSTM-CNN-EnDe-P	validation	and	 training	 cost	does	not	 converge	properly,	 as	 can	be	
seen	 in	 figure	 5-1.	 Exploding	 gradients	 are	 probably	 responsible	 for	 the	 insufficient	
convergence.	Interestingly,	the	test	cost	of	the	LSTM-CNN-EnDe-P	is	lower	compared	to	
the	CNN-EnDe-P	test	cost,	but	the	accuracy,	recall	and	precision	metrics	are	higher.	The	
recall	value	for	the	LSTM-CNN-EnDe-P	is	substantially	smaller.	By	inspecting	figure	5-3	
we	noticed	that	both	NNs	can	detect	all	 the	RBCs.	The	difference	in	recall	solely	arises	
from	the	inability	of	the	LSTM-CNN-EnDe-P	to	detect	the	edges	of	the	RBCs.	
	
	 LSTM-CNN-EnDe-P	 CNN-EnDe-P	
Execution	time	 0:10:12	 0:02:54	
Lowest	validation	cost	(LVC)	 0.0572	 0.0469	
Epoch	of	LVC	 138	 56	
Cost	test	set	(mean/std)	 0.0648	/	0.008018	 0.0704	/	0.013129	
Accuracy	test	set	(mean/std)	 0.9715	/	0.000005	 0.9860	/	0.000001	
Recall	test	set	(mean/std)	 0.8327	/	0.000020	 0.9237	/	0.000002	
Precision	test	set	(mean/std)	 0.9593	/	0.000002	 0.9772	/	0.000012	
Table	5-1	Training	and	testing	metrics	of	the	LSTM-CNN-EnDe-P	and	the	CNN-EnDe-P	

	

	
Figure	5-1	LSTM-CNN-EnDe-P	training	and	validation	
cost	

	
Figure	5-2	CNN-EnDe-P	training	and	validation	cost	
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Figure	5-3	Figure	shows	the	best	and	worst	segmentation	of	the	LSTM-CNN-EnDe-P	and	the	CNN-EnDe-P.	First	
column	specifies	the	test	metrics,	the	second	column	shows	the	input	frame,	third	column	shows	the	labeled	
frame,	 fourth	 column	 shows	 the	 segmented	 frame	 and	 the	 fifth	 column	 shows	 the	 difference	 between	 the	
labeled	and	segmented	frame.	

5.2 En-P	
The	training	time	of	the	LSTM-CNN-En-P	was	substantially	longer	than	the	training	time	
of	the	CNN-En-P.	The	convergence	of	the	cost	during	training	was	well	behaved	for	both	
the	LSTM-CNN-En-P	and	the	CNN-En-P	(see	figure	5-4	and	5-5).	The	convergence	of	the	
CNN-En-P	was	smoother	compared	to	the	LSTM-CNN-En-P.	The	CNN-En-P	outperforms	
the	 LSTM-CNN-En-P	 on	 every	 metric,	 but	 the	 differences	 are	 not	 as	 large	 as	 for	 the	
EnDe-P	architecture.	
	
	 LSTM-CNN-En-P	 CNN-En-P	
Execution	time	 0:28:46	 0:04:55	
Lowest	validation	cost	(LVC)	 0.0558	 0.0460	
Epoch	of	LVC	 607	 774	
Cost	test	set	(mean/std)	 0.0512	/	0.007612	 0.0452	/	0.007183	
Accuracy	test	set	(mean/std)	 0.9761	/	0.000002	 0.9838	/	0.000000	
Recall	test	set	(mean/std)	 0.8549	/	0.000013	 0.9088	/	0.000002	
Precision	test	set	(mean/std)	 0.9713	/	0.000001	 0.9768	/	0.000001	
Table	5-2	Training	and	testing	metrics	of	the	LSTM-CNN-En-P	and	CNN-En-P	
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Figure	 5-4	 LSTM-CNN-En-P	 training	 and	 validation	
cost	

	
Figure	5-5	CNN-En-P	training	and	validation	cost	

	

	
Figure	 5-6	 Figure	 shows	 the	 best	 and	 worst	 segmentation	 of	 the	 LSTM-CNN-En-P	 and	 the	 CNN-En-P.	 First	
column	specifies	the	test	metrics,	the	second	column	shows	the	input	frame,	third	column	shows	the	labeled	
frame,	 fourth	 column	 shows	 the	 segmented	 frame	 and	 the	 fifth	 column	 shows	 the	 difference	 between	 the	
labeled	and	segmented	frame.	

5.3 EnDe-T	
The	 performance	 of	 the	 LSTM-CNN-EnDe-T	 is	 the	 worst	 of	 all	 the	 architectures	
compared	in	the	project.	The	CNN-EnDe-T	outperforms	the	LSTM-CNN-EnDe-T	on	every	
metric	(see	table	5-3).	The	LSTM-CNN-EnDe-T	takes	longer	to	train	than	the	CNN-EnDe-
T.	The	cost	of	the	LSTM-CNN-EnDe-T	during	training	is	unsteady	(see	figure	5-7).	
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	 LSTM-CNN-EnDe-T	 CNN-EnDe-T	
Execution	time	 0:10:19	 0:01:31	
Lowest	validation	cost	(LVC)	 0.0452	 0.0325	
Epoch	of	LVC	 69	 124	
Cost	test	set	(mean/std)	 0.0701	/	0.008723	 0.0324	/	0.005944	
Accuracy	test	set	(mean/std)	 0.9705	/	0.000005	 0.9858	/	0.000005	
Recall	test	set	(mean/std)	 0.8276	/	0.000061	 0.9193	/	0.000033	
Precision	test	set	(mean/std)	 0.9567	/	0.000042	 0.9806	/	0.000002	
Table	5-3	Training	and	testing	metrics	of	the	LSTM-CNN-EnDe-T	and	CNN-EnDe-T	

	

	
Figure	5-7	LSTM-CNN-EnDe-T	training	and	validation	
cost	

	
Figure	5-8	CNN-EnDe-T	training	and	validation	cost	
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Figure	5-9	Figure	shows	the	best	and	worst	segmentation	of	the	LSTM-CNN-EnDe-T	and	the	CNN-EnDe-T.	First	
column	specifies	the	test	metrics,	the	second	column	shows	the	input	frame,	third	column	shows	the	labeled	
frame,	 fourth	 column	 shows	 the	 segmented	 frame	 and	 the	 fifth	 column	 shows	 the	 difference	 between	 the	
labeled	and	segmented	frame.	

5.4 Slim-T	
The	 LSTM-CNN-Slim-T	 performs	 marginally	 better	 for	 all	 the	 metrics	 evaluated	 and	
takes	 longer	to	 train	than	the	CNN-Slim-T	(see	table	5-4).	The	convergence	of	 the	cost	
for	 both	 the	 LSTM-CNN-Slim-T	 and	 the	 CNN-Slim-T	 during	 training	 was	 smooth	 (see	
figure	5-10	and	figure	5-11).	
	
	 LSTM-CNN-Slim-T	 CNN-Slim-T	
Execution	time	 0:14:31	 0:05:48	
Lowest	validation	cost	(LVC)	 0.0392	 0.0626	
Epoch	of	LVC	 265	 1931	
Cost	test	set	(mean/std)	 0.0368	/	0.006001	 0.0568	/	0.008630	
Accuracy	test	set	(mean/std)	 0.9834/	0.000004	 0.9774	/	0.000001	
Recall	test	set	(mean/std)	 0.8976	/	0.000032	 0.8703	/	0.000003	
Precision	test	set	(mean/std)	 0.9829	/	0.000007	 0.9697	/	0.000000	
Table	5-4	Training	and	testing	metrics	of	the	LSTM-CNN-Slim-T	and	the	CNN-Slim-T	
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Figure	5-10	LSTM-CNN-Slim-T	training	and	validation	
cost	

	
Figure	5-11	CNN-Slim-T	training	and	validation	cost	

	

	
Figure	5-12	Figure	shows	the	best	and	worst	segmentation	of	the	LSTM-CNN-Slim-T	and	the	CNN-Slim-T.	First	
column	specifies	the	test	metrics,	the	second	column	shows	the	input	frame,	third	column	shows	the	labeled	
frame,	 fourth	 column	 shows	 the	 segmented	 frame	 and	 the	 fifth	 column	 shows	 the	 difference	 between	 the	
labeled	and	segmented	frame.	

5.5 En-T	
The	CNN-En-T	performed	marginally	better	than	the	LSTM-En-T-D1	(see	table	5-5).	The	
performance	could	be	improved	whenever	a	dilation	of	2	or	3	was	used.	The	LSTM-CNN-
En-T-D2	 and	 LSTM-CNN-En-T-D3	 produced	 better	 results	 than	 the	 CNN-En-T.	 One	
exception	was	the	test	cost,	where	the	CNN-En-T	delivered	better	results.	(see	table	5-
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6).	Using	dilation	in	the	gates	of	the	LSTM-CNN-En-T	came	with	the	drawback	of	longer	
training	 times.	 The	 LSTM-CNN-En-T-D2	 had	 the	 best	 overall	 performance	 of	 all	 the	
LSTM-CNN	and	CNN	architectures	compared	in	the	project.	The	convergence	of	the	cost	
during	training	was	well	behaved	for	both	the	LSTM-CNN-En-T-D2	and	CNN-En-T.	The	
convergence	of	the	CNN-En-T	was	smoother	than	the	convergence	of	the	LSTM-CNN-En-
T-D2.	
	
	 LSTM-CNN-En-T-D1	 CNN-En-T	
Execution	time	 0:14:29	 0:02:01	
Lowest	validation	cost	(LVC)	 0.0369	 0.0274	
Epoch	of	LVC	 162	 286	
Cost	test	set	(mean/std)	 0.0370	/	0.005028	 0.0251	/	0.004984	
Accuracy	test	set	(mean/std)	 0.9850/	0.000003	 0.9873	/	0.000003	
Recall	test	set	(mean/std)	 0.9111	/	0.000026	 0.9282	/	0.000017	
Precision	test	set	(mean/std)	 0.9804	/	0.000010	 0.9820	/	0.000002	
Table	5-5	Training	and	testing	metrics	of	the	LSTM-CNN-En-T-D1	and	the	CNN-En-T	

	
	 LSTM-CNN-En-T-D2	 LSTM-CNN-En-T-D3	
Execution	time	 0:42:15	 0:38:23	
Lowest	validation	cost	(LVC)	 0.0275	 0.0293	
Epoch	of	LVC	 238	 172	
Cost	test	set	(mean/std)	 0.0314	/	0.005610	 0.0316	/	0.005119	
Accuracy	test	set	(mean/std)	 0.9919/	0.000001	 0.9917	/	0.000001	
Recall	test	set	(mean/std)	 0.9535	/	0.000002	 0.9526	/	0.000002	
Precision	test	set	(mean/std)	 0.9883	/	0.000005	 0.9879	/	0.000007	
Table	5-6	Training	and	testing	metrics	of	the	LSTM-CNN-En-T-D2	and	LSTM-CNN-En-T-D3	
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Figure	 5-13	 LSTM-CNN-En-T-D2	 training	 and	
validation	cost	

	
Figure	5-14	CNN-En-T-D2	training	and	validation	cost	

	

	
Figure	5-15	Figure	shows	the	best	and	worst	segmentation	of	the	LSTM-CNN-En-T-D2	and	the	CNN-En-T.	First	
column	specifies	the	test	metrics,	the	second	column	shows	the	input	frame,	third	column	shows	the	labeled	
frame,	 fourth	 column	 shows	 the	 segmented	 frame	 and	 the	 fifth	 column	 shows	 the	 difference	 between	 the	
labeled	and	segmented	frame.	
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6 Conclusion	
During	the	course	of	the	project	it	became	obvious	that	the	recall	was	the	most	
significant	metric.	For	all	the	LSTM-CNNs	compared	in	the	project,	the	accuracy	and	
precision	would	always	reach	values	of	0.96	and	higher,	whereas	the	recall	had	
considerably	lower	values	(see	figure	6-1).	By	visual	inspection	of	the	segmented	
frames,	it	can	be	seen,	that	a	high	recall	value	improves	the	segmentation	substantially	
when	compared	to	the	labeled	frame,	especially	at	the	edges.	The	reason	for	the	high	
accuracy	is	due	to	the	class	imbalance.	In	all	the	frames	the	background	pixels	
outnumber	the	pixels	belonging	to	the	RBCs.	All	LSTM-CNNs	could	detect	the	RBCs.	The	
difference	in	performance	was	mainly	due	to	how	well	the	edges	of	the	RBCs	could	be	
detected.	A	low	recall	value	would	result	in	larger	parts	of	the	edge	being	misclassified.	
	

	
Figure	6-1	Accuracy,	recall	and	precision	values	of	the	LSTM-CNN	for	the	different	architectures	

Interestingly	it	was	not	always	the	case	that	a	lower	cost	would	result	in	a	higher	recall	
value.	The	CNN-EnDe-P	had	a	higher	test	cost	value	than	the	LSTM-CNN-EnDe-P,	but	the	
recall	value	of	the	CNN-EnDe-P	was	higher.	The	same	effect	can	also	be	observed	by	
comparing	the	LSTM-CNN-En-T	and	the	CNN-En-T	(see	figure	6.2	and	6.3).	This	effect	
probably	was	caused	by	the	fact	that	the	cross	entropy	was	not	evaluated	with	discrete	
inputs.	As	the	NN	would	output	a	probability	of	the	pixel	belonging	to	the	RBCs,	small	
differences	between	the	labeled	frames	and	the	segmented	frame	would	increase	the	
cross	entropy	value.	Whereas	all	the	pixels	with	a	probability	greater	than	0.7,	are	
classified	as	a	RBC,	when	the	recall	metric	is	evaluated.	Hence	small	differences	in	the	
probability	do	not	influence	the	recall	metric.	
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Figure	6-2	Test	cost	values	of	all	the	LSTM-CNNs	and	CNNs	

By	examining	the	training	and	validation	cost	during	training	of	the	LSTM-CNN-EnDe-P	
and	LSTM-CNN-EnDe-T	we	noticed	that	the	cost	did	not	converge	properly.	After	a	
certain	time,	the	cost	would	suddenly	increase	dramatically.	Exploding	gradients	
probably	caused	this,	which	was	partly	the	reason	for	the	bad	performance	of	the	
architectures	with	decoders,	which	had	the	worst	recall	values	of	all	the	architectures	
examined	in	the	project	(see	figure	6.3).	In	the	future	architectures	with	a	decoder	
should	be	avoided.	The	problem	with	exploding	gradients	could	also	be	tackled	with	
gradient	clipping.	
	

	
Figure	6-3	Test	recall	values	of	all	the	LSTM-CNNs	and	CNNs	

We	noticed	that	the	LSTM-CNN-En-T	and	LSTM-CNN-Slim-T	with	no	max	pooling	layers	
in	the	architecture,	had	higher	recall	values,	lower	test	cost	values	and	the	cost	would	
converge	faster	during	training	compared	to	the	LSTM-CNN-En-P,	that	had	pooling	
layers	in	the	architecture	(see	figure	6.2	and	6.3).	Hence	max	pooling	layers	seem	to	hurt	
the	performance	of	the	LSTM-CNN.	Probably	the	max	pooling	layers	in	the	gates	of	the	
LSTM-CNN	are	responsible	for	the	drop	in	performance,	because	the	differences	in	
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performance	for	CNNs	with	max	pooling	layers	present	or	without	were	small.	In	the	
future	networks	with	max	pooling	layers	should	be	avoided.	
	
By	 adding	 dilation	 to	 the	 convolutional	 layers	 of	 the	 gate,	 the	 performance	 could	 be	
improved.	The	dilation	increased	the	effective	receptive	field	of	the	convolutional	layers	
in	the	gates.	For	future	projects	one	could	consider	using	dilation	not	only	in	the	gates	of	
the	LSTM-CNN	but	also	in	the	encoder	[18].	
	
Only	the	LSTM-CNN-En-T	and	LSTM-CNN-Slim-T	were	able	to	outperform	their	
structurally	similar	CNN	counterpart	(see	figure	6-3).	The	LSTM-CNN-En-T	and	LSTM-
CNN-Slim-T	have	in	common	that	the	validation	and	training	cost	converges	smoothly	
during	training.	While	max	pooling	layers	and	decoders	were	present	in	the	
architectures,	the	LSTM-CNN	would	not	converge	properly,	leading	to	bad	performance.	
The	CNNs	could	handle	the	max	pooling	layers	and	the	decoders.	The	training	and	
validation	cost	would	converge	smoothly,	leading	to	CNNs	that	outperformed	the	
structurally	similar	LSTM-CNNs.	For	all	the	architectures	compared,	the	CNNs	could	be	
trained	much	faster.	
	
The	LSTM-CNN-En-T-D2	was	the	best	performing	architecture.	This	showed	that	
improved	performance	could	be	achieved	by	considering	the	temporal	information.	But	
the	differences	in	performance	for	the	LSTM-CNN	and	CNN	are	small.	One	should	note	
that	LSTM-CNN	architectures	are	much	harder	to	train	because	the	convergence	of	the	
training	and	validation	cost	is	fragile	and	not	always	guaranteed.	But	by	carefully	
designing	the	architecture	of	the	LSTM-CNN,	the	likelihood	of	a	stable	and	smooth	
convergence	can	be	increased,	leading	to	higher	recall	values	and	hence	to	better	
segmentation.	
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