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Abstract. We optimize a scalar transported by the ﬂow ﬁeld past an array of cylinders as a model of feeding behavior in swimming schools. We use an evolutionary
optimization approach to identify cylinder arrangements that maximize the scalar
ﬁeld in the vicinity of twelve cylinders at ReD = 100. The large number of evaluations required by the Evolutionary Algorithms are compensated by GPU/multicore
implementation of particle based ﬂow solvers. We use an FTLE analysis of the ﬂow
ﬁeld to quantify optimal transport and discuss the physical mechanisms associated
with optimal conﬁgurations.
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1

INTRODUCTION

Recent experimental studies have investigated the role of vertical migration of
swimming animals in biogenic ocean mixing 9,4,17 . In this work we wish to contribute
to the further quantiﬁcation of these studies by modeling the swimming animals as
cylinder arrays moving at constant speed through a scalar ﬁeld. Scalar transport in
random cylinder arrays has been previously studied 18,16 . In this work we propose a
parametrization of the cylinder arrays that reduces the parameter space and use the
CMA-ES 5 to identify optimal conﬁgurations. This paper is structured as follows:
in Section 2 we discuss the numerical schemes employed to simulate the ﬂow past
an array of cylinders, we describe the modeling of the feeding mechanism and we
design two ﬁtness functions. In Section 3 we report the optimization results. With
the help of an FTLE analysis we elucidate the advantageous transport properties
of the cylinders arrangement associated with the best ﬁtness value. We conclude in
Section 4 with a summary of the results.
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2

METHOD

The two-dimensional bluﬀ body ﬂows involved in the optimization process are
computed by solving the velocity-vorticity formulation of an incompressible viscous ﬂow with the no-slip boundary condition enforced using the penalization technique 1,3 :
∂ω
+ (u + U∞ ) · ∇ω = νΔω + λ∇ × [Us − (u + U∞ )] χS ,



∂t

(1)

penalization term

where u(x, t) denotes the velocity ﬁeld, ρ is the density of the ﬂuid, ν the kinematic
viscosity and ω = ∇ × u denotes the vorticity. The characteristic function χS
localizes the cylinders by taking the value of 1 inside each cylinder and 0 outside,
the factor λ  1 is inversely proportional to the porosity of the obstacle. The far ﬁeld
boundary condition (i.e. limx→∞ u = 0) is imposed by extending the computational
domain as described by Hockney and Eastwood 6 .
We approximate the vorticity ﬁeld with a set of particles that have positions xp
and carry vorticity ωp :

ωh (x) =
ωp W (x − xhp ),
(2)
p

where h denotes the interparticle distance and W is the reconstruction kernel. In
this work we consider W to be the two-dimensional tensor product of the M4 kernel 8
which is given as:
M4 (x) =

⎧
⎨ 0

if |x| > 2
− |x|)2 (1 − |x|) if 1 ≤ |x| ≤ 2 .
⎩
if 1 ≥ |x|
1 − 52 x2 + 32 |x|3
1
(2
2

(3)

The discretization of the velocity-vorticity Navier-Stokes equations yields a set of
ordinary diﬀerential equations (ODEs) for the particle positions and their vorticity:
⎧
dx
⎪
⎪
⎨ p = up ,
dt
Dω
⎪
p
⎪
⎩
= νΔωp + λ∇ × [Us − (up + U∞ )] χS .
Dt

(4)
(5)

The velocity ﬁeld at the particle locations can be computed by solving the Poisson
equation ∇2 u = −∇ × ω.
In hybrid particle methods 7 a background grid is used in order to remesh the
particle locations at each time step. In order to compute the particle velocities, we
compute the vorticity on the grid by sampling the vorticity ﬁeld as described in
Equation 2, and by ﬁnding the velocity ﬁeld at the grid points with a fast Poisson
solver. We sample the velocity at the particle locations by ﬁltering grid quantities
with the reconstruction kernel. The grid-particle interpolation is deﬁned as follows:
u(xp ) =


i

1
ui,grid · W ( (xp − xi,grid )).
h
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2.1

Modeling food and feeding.

We consider a passive scalar, c, that represents the food and assumes values
between zero and one. The food gets transported by the ﬂow, we model this with a
linear advection equation:
∂c
+ u · ∇c = 0.
(7)
∂t
We assume that the food c has a diverging Schmidt number, so that the diﬀusion
eﬀects are negligible. For simplicity, we also assume that the food consumption,
which would correspond to a reaction term in Equation 7, is negligible. Particles
are employed for the discretization of the food ﬁeld, which evolve according to the
following set of ODEs:
⎧
dx
⎪
⎪
⎨ p = up ,
(8)
dt
Dc
⎪
⎪
⎩ p = 0.
(9)
Dt
We perform the remeshing of the particles carrying the food after each time step.
For a given cluster of cylinders, we quantify the collective feeding by measuring
the amount of food received by the cylinders within the prescribed time interval
t ∈ {tin , tin + 100}. The nutrition level of the cylinder i is measured by a circular
feeding area Ai around it, as depicted in Figure 2 (right picture). We set the diameter
of Ai to be 1.5D, D being the diameter of the cylinder. If the feeding areas overlap,
they are cut so that each cylinder has exclusive access to its nearest region.
The amount of food in the feeding area of a cylinder is deﬁned as:
c(x, t) dA.

gi (t) =

(10)

Ai

The system of reference of the simulations is ﬁxed with respect to the cylinders.
Also, the position of the cylinders with respect to the cluster does not change in
time and we assume that initially there is no food in the domain, therefore we have
c = 0 everywhere. In order to simulate the swarm entering into a region rich of food
at time t = tin , we set the inlet condition to be c = 0 for t ≤ tin and c = 1 for
t > tin .
2.2

Heterogeneous CPU/GPU computation

In this work we take advantage of the heterogenous computing power oﬀered
by CPUs and GPUs. As illustrated in Figure 1, one simulation step consists of
executing a set of GPU/CPU kernels and involves several memory objects. The
CPU kernels are written in C++ with the Intel’s SSE Intrinsics, whereas the GPU
kernels are written in CUDA.
As depicted in the ﬂow diagram, we ﬁrst evolve the vorticity according to Equation 1 on the GPU: we solve for the velocity, we integrate the penalization term and
the diﬀusion term. The velocity is eﬃciently computed with a set of kernels relying
on CUFFT 10 , whereas the diﬀusion term is eﬃciently computed with a single-pass
kernel 14 .
Secondly, we perform the advection of the particles carrying the vorticity and
food on the GPU. The advection step relies on the eﬀective implementation 15 of
grid-particle interpolations (M2P).

775

Rossinelli D., Chatagny L., Koumoutsakos P./Evolutionary Optimization of Scalar Transport

Figure 1: Data ﬂow of the simulation involves one GPU and one multicore CPU.

The third part is taking place on the CPU: we transfer the particles to the CPU,
we perform the remeshing step, we evaluate the ﬁtness function, we estimate the next
time step according to the LCFL number, and we upload the remeshed quantities
on the GPU. On the CPU, the remeshing step is eﬃciently formulated in terms of
recursive parallel patterns (one parallel-for and one parallel-reduce) 13 that rely on
the Intel’s Threading Building Blocks library 11,12 .
The simulations are executed on a cluster, the compute nodes are 2P AMD
Opteron 2435 with six NVIDIA Tesla T10 GPUs. The measured CPU bandwidth is around 19.2 GByte/s whereas the measured CPU peak performance is
185 GFLOP/s, the measured GPU bandwidth is 74 GByte/s whereas the measured
GPU peak performance is around 680 GFLOP/s.
Based on the rooﬂine model 19 , we are able to estimate the attainable performance
of some of the kernels illustrated in Figure 1. The penalization step has an operational intensity of 0.42 FLOP/Byte, we thus expect to achieve 31 GFLOP/s. The
operational intensity of the diﬀusion step (implemented as a single-pass kernel 14 )
is around 1.5 FLOP/Bytes, leading to an expected performance of 111 GFLOP/s.
The advection step does not have a ﬁxed operational intensity, as it depends on the
ﬂow ﬁeld. We however assume an average operational intensity of 1.9 FLOP/Byte 15 ,
leading to an expected performance of 140 GFLOP/s. Similarly to the advection
step, the remeshing step does not have a ﬁxed operational intensity, however we
assume that its average value is around 1.22 FLOP/Byte 13 (per scalar quantity),
leading to 23 GFLOP/s.
In this work, we perform simulations with 1024 × 1024 particles/grid points that
consist of roughly 105 simulation steps. The simulations take on average 8 minutes,
and are mapped to one socket and one GPU. On the GPU, the measured performance for the penalization step was 25 GFLOP/s (80% of the expected performance)
and for the diﬀusion step we measured 85 GFLOP/s (77% of the expected performance). For the advection step we observed 99 GFLOP/s (72% of the expected
performance). On the CPU, the measured performance of the remeshing step was
around 10 GFLOP/s (42% of the expected performance).
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Figure 2: Conﬁguration when optimizing for a single parameter (left) and feeding areas of two
cylinders (right). If cylinder 1 and cylinder 2 are to close, their feeding area is cut.

2.3

Single-parameter optimization.

In order to identify a suitable ﬁtness function, we perform a single parameter
optimization where the twelve cylinders are placed equidistantly to each other, three
rows with four cylinders each. The distance between the cylinders is half the size
of the radius. The parameter to optimize is the oﬀset dx of the middle row in the
x-direction as depicted in Figure 2 (left picture). We consider two ﬁtness functions:
fc1 and fc2 . The ﬁtness function fc1 is associated with the integral over time of the
sum of the food in the feeding areas:
fc1 =

N
tin +100 
tin

−1

gi (t) dt

.

(11)

i=1

This ﬁtness function improves the conﬁgurations towards a high collective nutrition
level. We perform an optimization using fc1 with a population size of λ = 18 and a
search space of dx ∈ [0, 52 r]. Figure 3 depicts the evaluations of the ﬁtness function
over time (top-left picture) and the ﬁtness landscape (top right picture). We found
that the best parameter is dx = 32 r, and the worst parameter is dx = 0.
The second ﬁtness function, fc2 , is associated to the standard deviation of the
individual feeding areas integrated in time:


N
tin +100 
1 

(gi (t) − μ)2 dt.
(12)
fc2 =
N i=1
tin
This ﬁtness function improves those conﬁgurations with food quantities in the feeding areas that are similar to each other. As shown in Figure 3 (bottom-right picture), compared to the ﬁtness function fc1 , the ﬁtness function fc2 shows a slower
convergence to the optimum. This is explained by observing ﬁtness landscape fc2
(bottom-left picture), where we note the multimodal character of fc2 . The population size was thus increased to λ = 32 to generate more search points and obtain
r, which is very close to the
faster convergence. The best parameter of fc2 is dx = 11
8
one of fc1 , and the worst parameter is again dx = 0.
The frames in Figure 4 show the food ﬂow (depicted in red) past the best/worst
clusters for fc1 . Since the ﬂow properties of the best conﬁguration for fc1 and fc2

777

Rossinelli D., Chatagny L., Koumoutsakos P./Evolutionary Optimization of Scalar Transport

Figure 3: Fitness landscape with respect to dx/r (left) and evaluations of the ﬁtness function
(right) for fc1 (top) and fc2 (bottom).

are practically identical, we show only the best/worst cluster obtained with fc1 . For
the best cluster we observe that the food takes less time to reach the inner cylinders
and at the end of the simulation all the cylinders are well covered by food.

2.4

Three-parameters optimization.

We wish to explore a large variety of cylinder arrangements. A parametrization
that explicitly describes the positioning of the cylinders is expensive, as for 12 cylinders it involves a search space of 24 dimensions that would require an excessively
large number of evaluations. We use a spline based parametrization of the cylinder
arrangement to describe a broad variety of cluster shapes with only three real-valued
parameters: K1 , K2 and α1 . The three parameters allow to create a spline function
S that is used to generate the silhouette of the cluster in which the cylinders are
displaced, as illustrated in Figure 5.
After we have computed the spline coeﬃcients from K1 , K2 , α1 , we equidistantly
place the cylinders into the cluster silhouette. We then simulate a 12-body problem
where the cylinders repel each other through an user-deﬁned force ﬁeld, until the they
reach an equilibrium. The forces are computed by considering long-range pairwise
interactions between the cylinders. We also introduce a repelling force that acts
from the silhouette to the cylinders, so that their location is always well-conﬁned
within the silhouette area. Figure 6 depicts some demonstrative displacements of
the cylinders with the corresponding silhouette and the associated parameters.
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Figure 4: Food ﬂow (red) for the best (left) and worst (right) clusters of single parameter optimization at time t = tin + 25, tin + 50, tin + 75, tin + 100 (from top to bottom, respectively).

Figure 5: Spline ﬁtting (left) with the control points and mirroring of the spline to deﬁne the
cluster silhouette (right).
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1.0
1.0

Figure 6: Examples of cluster shapes (left) and associated parameters (right).

Figure 7: Nutrition level: best cluster (left) and worst (right) cluster.

3

RESULTS

For the three-parameters optimization we consider the ﬁtness function fc1 and
a population size of 35. The results of the optimization process indicate that the
best parameters are K1 = 1.95, K2 = 1, α = 0.6; the worst parameters are K1 =
0.6, K2 = 1.55, α = 2.75. The corresponding arrangements are depicted in Figure 7.
Figure 7 also shows the total amount of food per cylinder for the best and worst
clusters. The feeding diﬀerence between the cylinders inside the best cluster is
around 2.5 and the rightmost cylinders (11 and 12) show the least feeding. For the
worst cluster, the feeding diﬀerence is 3.2 and the cylinders in the middle (4, 5, 6
and 8) as well as the rightmost cylinder (12) receive considerably less food than the
others.
The right picture of Figure 8 shows the overall feeding in time of four diﬀerent
clusters: the best/worst cluster obtained in the single parameter optimization, and
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Figure 8: Evolution of the population ﬁtness (left) and overall feeding versus time (right).

the best/worst cluster of the silhouette optimization. We can observe that the
cluster obtained with the silhouettes show a better feeding than the ones obtained
from the single parameter optimization. Also, we observe that the improvement
factor in feeding (between the worst and the best result) is around 40% for both
optimizations. Figure 9 shows a time series of the spatial distribution of the food for
the worst and the best cluster. For the best one we observe that at time tin + 25 the
food surrounds well the cluster, except for rightmost cylinders. The distribution of
food around these two cylinders remain lower compared to the others in the cluster
until the end of the simulation. For the worst cluster we constantly observe that
food does not reach the cylinders located in the middle.
3.1

FTLE analysis

As depicted in Figure 10, the forward-FTLE ﬁeld of the best simulation result
reveals strong ridges in the vicinity of all the cylinders. These ridges mark the
stagnation points and surround the cylinders dividing the food inﬂow into equal
parts. This explains the optimal distribution of the food. The backward-time FTLE
of the best cluster shows that all the cylinders are tightly surrounded by ridges except
for the two rightmost ones, which explains why the amount of food nearby is scarce.
The lack of strong ridges in the middle of the the worst cluster explains the low
amount of food in that region. The forward-FTLE of the worst cluster is depicted
in Figure 11, we note that there are no strong ridges in the middle and therefore the
food distribution is poor in that region. In the front and rear parts of the cluster the
food distribution is signiﬁcantly better, as the ridges tend to surround the cylinders
almost completely.
4

CONCLUSIONS

We have optimized the distribution of the ﬂow across a set of 12 moving cylinders at ReD =100. The optimization has been performed by using the particle-based
GPU/multicore CPU ﬂow solver on multiGPU/multicore computers, where the evaluations of the ﬁtness function took in average 8 minutes. From the results of the
two presented optimizations, a single-parameter and a three-parameters optimization, we observed that the diﬀerence in feeding is up to 40% between the worst and
the best result. Present work includes the development of alternative methods in or-
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Figure 9: Food ﬂow (red) for the best (left) and worst (right) clusters of single parameter optimization at time t = tin + 25, tin + 50, tin + 75, tin + 100 (from top to bottom, respectively).

Figure 10: Forward-FTLE ﬁeld (top) and backward-FTLE ﬁeld (bottom) of the best cluster conﬁguration.
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Figure 11: Forward-FTLE ﬁeld (top) and backward-FTLE ﬁeld (bottom) of the best cluster conﬁguration.

der to to include controlled perturbations in the cylinder displacements and produce
“disordered” conﬁgurations as well as multi-objective evolutionary optimizations for
noisy cost functions 2 .
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