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a b s t r a c t
We present 4U,1 an extensible framework, for non-intrusive Bayesian Uncertainty
Quantiﬁcation and Propagation (UQ+P) of complex and computationally demanding
physical models, that can exploit massively parallel computer architectures. The framework
incorporates Laplace asymptotic approximations as well as stochastic algorithms, along
with distributed numerical differentiation and task-based parallelism for heterogeneous
clusters. Sampling is based on the Transitional Markov Chain Monte Carlo (TMCMC)
algorithm and its variants. The optimization tasks associated with the asymptotic approximations are treated via the Covariance Matrix Adaptation Evolution Strategy (CMA-ES).
A modiﬁed subset simulation method is used for posterior reliability measurements
of rare events. The framework accommodates scheduling of multiple physical model
evaluations based on an adaptive load balancing library and shows excellent scalability. In
addition to the software framework, we also provide guidelines as to the applicability and
eﬃciency of Bayesian tools when applied to computationally demanding physical models.
Theoretical and computational developments are demonstrated with applications drawn
from molecular dynamics, structural dynamics and granular ﬂow.
© 2014 Elsevier Inc. All rights reserved.

1. Introduction
The development of computational models for scientiﬁc and engineering problems has been largely based on application of ﬁrst principles, conservation laws and human ingenuity. Recent technological advances in sensing, measurement
and imaging technologies present us with an abundance of data that can assist model development for complex scientiﬁc and engineering problems. There is renewed interest in this confrontation of models with data as in the context of
Uncertainty Quantiﬁcation and Propagation (UQ+P) (for a non-exhaustive list of recent references the reader is referred
to [1–3]). Bayesian inference stands amongst the prevalent UQ+P techniques that can incorporate both expert knowledge
and experimental evidence. It is used for quantifying and calibrating uncertainty models, as well as propagating these uncertainties in engineering simulations to achieve updated robust predictions of system performance, reliability and safety [4,5].
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Πρόγνωση (= prediction), while the U stands for Uncertainty.
1

http://dx.doi.org/10.1016/j.jcp.2014.12.006
0021-9991/© 2014 Elsevier Inc. All rights reserved.

2

P.E. Hadjidoukas et al. / Journal of Computational Physics 284 (2015) 1–21

Widely used computational tools for performing Bayesian UQ+P include Laplace methods of asymptotic approximation [6,7]
and stochastic algorithms such as Markov Chain Monte Carlo (MCMC) and its variants such as Delayed Rejection Adaptive
Metropolis (DRAM) [8] and Transitional Markov Chain Monte Carlo (TMCMC) [9].
Bayesian UQ+P tools involve solving global optimization problems when using asymptotic approximations, sampling the
models parameter space for stochastic algorithms, as well as evaluating integrals over high-dimensional spaces of the uncertain model parameters during reliability measurement. The main caveat of Bayesian tools is the moderate to very large
number of physical model system evaluations required to properly sample the space of uncertain parameters. In certain
cases a single evaluation of a complex engineering models may require a signiﬁcant amount of computational time and
resources. This results in a severely prolonged turn-around time for Bayesian tools, limiting their applicability when swift
decisions are needed as in e.g. the case of Earthquake Early warnings system [10]. The ability to eﬃciently harness available computational resources is paramount for the Bayesian UQ+P framework and deﬁnes its applicability in engineering
problems.
The situation can be improved by advancing the computational eﬃciency of the models and by developing eﬃcient
UQ+P algorithms and computational frameworks that exploit massively parallel computer architectures. The focus of this
paper is the latter. Despite the increased awareness on the need for integrating data with computational models through
techniques such as UQ+P there are few computational frameworks to achieve this goal in particular for engineering applications.
The eﬃcient utilization of computational resources during UQ+P, can be directed towards High Performance Computing
(HPC) optimizations at the model evaluation level, and at the algorithmic level.
Currently, Bayesian inference and propagation using MCMC sampling comprises the primary algorithm for non-intrusive
Uncertainty Quantiﬁcation (UQ). These algorithms require however enormous computational effort and consequently need
scalable parallelization approaches. A small number of parallel software frameworks for uncertainty quantiﬁcation studies
are currently available to the scientiﬁc community: DAKOTA [11] is a C++ software framework for uncertainty quantiﬁcation, interfacing with a variety of simulation software packages. DAKOTA uses the Message Passing Interface (MPI)
and supports up to four levels of nested parallelism by using a single dedicated worker or applying partitioning of processors. PSUADE [12] is a C++ toolbox for various uncertainty quantiﬁcation tasks such as uncertainty and sensitivity
analysis and model calibration. It employs a job distribution manager that uses MPI to oﬄoad model evaluations to a set
of workers. Mystic [13] is a Python framework that addresses uncertainty quantiﬁcation through massively parallel global
search optimization algorithms. Parallel and distributed computing is supported by means of a computational job management framework able to handle a variety of heterogeneous resources, from multi-core systems to networks of HPC
clusters. QUESO [14] is an object-oriented C++ library that offers a collection of algorithm for UQ and uses MPI to run
on distributed-memory architectures. QUESO deﬁnes a set of MPI communicators to partition the available processors into
subgroups with each corresponding to a sub-environment that runs the model code. PAMSSA [15] is a parallel adaptive
multilevel stochastic simulation method built on top of the QUESO library that aims at eﬃcient load balancing by distributing computational work evenly across the processor partitions using a heuristic algorithm. Due to lack of work stealing,
PAMSSA assumes homogeneous computing resources and model runs of equal computational demands. ALSVID-UQ [16] is
the Multilevel Monte Carlo Finite Volume C++ solver for uncertainty quantiﬁcation in hyperbolic systems of conservation
laws up to 3 space dimensions. The code exploits MPI parallelism and uses domain decomposition to construct processor
groups where simulation runs are assigned for execution.
The parallelization of these systems has been mostly based on MPI and either follows a master–worker approach, where
a job distribution manager oﬄoads model evaluations to a set of workers, or applies domain decomposition to construct
processor groups where simulation runs are assigned for execution. In general, these frameworks do not exploit common
algorithmic patterns in UQ and they have based their design and implementation exclusively on traditional programming
approaches, ignoring recent advances in system software and tools. Most algorithms exploit only one level of parallelism and
even then by somewhat cumbersome implementations that apply hard partitioning of processing units. As such, they are
neither reusable nor extensible and fail to provide a convenient platform for the development of new algorithms. Furthermore, energy-awareness, fault tolerance and data management techniques for high throughput and low latency are missing.
These frameworks lack runtime support for asynchronous nested task-based parallelism and adaptive load balancing and
they do not take into account heterogeneous computing architectures. Consequently, they cannot counteract the increasing
number of sources of load imbalance, such as variable processing power and simulation time, hardware and software faults
and the inherent load imbalance of UQ algorithms.
We propose a Bayesian computational framework for UQ, named 4U, that aims to address the above mentioned issues. The framework is based on a state-of-the-art task-parallel library for clusters, called TORC [17], which is designed
to provide uniﬁed programming and runtime support for computing platforms that range from single-core systems to hybrid multicore-GPU clusters and heterogeneous Grid based supercomputers. Within 4U, we implement two population
based MCMC methods, the TMCMC and its variant using stochastic Newton diffusion kernels [18] to generate the Markov
chains, the Covariance Matrix Adaptation Evolution Strategy (CMA-ES) [19] as an optimization tool, and Subset Simulation
(SubSim) [20] as the tool for posterior and prior reliability analysis. Note that all the algorithms implemented have highly
parallel task graphs and thus are ideally suited for distributed and parallel computing.
The presentation in this paper is organized as follows. The Bayesian framework for uncertainty quantiﬁcation, calibration
and propagation is reviewed in Section 2, summarizing asymptotic approximations and stochastic algorithms. In Section 3
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we discuss computational considerations regarding asymptotic approximations and stochastic algorithms for HPC and compare them from the viewpoint of accuracy and computational eﬃciency. Section 4 presents the algorithmic task graphs for
the computational tools regarding parallel eﬃciency, which we demonstrate in Section 5 for large scale applications drawn
from molecular dynamics, structural applications and granular materials. Conclusions are summarized in Section 6.
2. Bayesian formulation
2.1. Model parameter estimation
In the Bayesian framework [21–23], the uncertainty in a parameter set θ ∈ R n of a model class M simulating an engineering system is ﬁrst quantiﬁed using a prior Probability Distribution Function (PDF) π (θ | M ) and then updated using the
Bayes theorem to compute the posterior PDF p (θ | D , M ) based on available measurement data D as:

p (θ | D , M ) =

p ( D |θ, M )π (θ | M )

(1)

p( D |M )

where p ( D |θ, M ) is the likelihood of observing the data from the model class and p ( D | M ) is the evidence of the model
class, given by the multi-dimensional integral



p( D |M ) =

p ( D |θ, M )π (θ| M ) dθ

(2)

Θ

over the space of the uncertain model parameters. The prior PDF π (θ | M ) of the model parameters incorporates subjective
information on the uncertainty of the model parameters. The evidence p ( D | M ) is important for model selection [4,24].
Assuming that the model predictions g (θ | M ) and the measurement data D = { ŷ } satisfy the model prediction equation

ŷ = g (θ| M ) + e .

(3)

where the prediction error term e, accounting for measurement, computational and modeling errors, is normally distributed
with zero mean and covariance matrix Σ , the likelihood p ( D |θ , M ) is given by [4,25]

p ( D |θ , M ) =
where

|Σ(θ )|−1/2
(2π )n/2





exp −

T

J (θ ; M ) = ŷ − g (θ| M )

1
2



J (θ ; M )

(4)



Σ −1 (θ) ŷ − g (θ | M )

(5)

is the weighted measure of ﬁt between the system model predictions and the measured data, | · | denotes determinant,
and the parameter set θ is augmented to include parameters that are involved in the model structure of the correlation
matrix Σ .
The Bayesian computational tools consist of stochastic algorithms and asymptotic approximations. Stochastic algorithms
include variants of the MCMC technique [8,26–29] that are used to draw samples from the posterior PDF. These samples can
be used to obtain the marginal distributions of any subset of the parameter set θ , to compute the evidence of the model
class, as well as to propagate uncertainties for output quantities of interest. TMCMC is a population based algorithm [9]
and as such a natural candidate for parallelism. TMCMC allows for the eﬃcient execution of a large number of full system
simulations on heterogeneous clusters/computers [5] as described in Section 4. In addition, TMCMC can sample eﬃciently
from multi-modal posterior PDFs as well as posterior PDFs with complex landscapes. Moreover, the evidence of the model
class is readily obtained as a by-product of the TMCMC algorithm.
Using the Bayesian central limit theorem, for large enough number of measured data, the posterior distribution of the
model parameters can be asymptotically approximated by the Gaussian distribution

p (θ | D , M ) ≈

|h(θ̂ , M )|1/2
(2π ) N θ /2





1
T
exp − (θ − θ̂) h(θ̂, M )(θ − θ̂)
2

(6)

centered at the most probable value

θ̂ = argmin L (θ , M )

(7)

θ

of the model parameters, obtained by maximizing the posterior PDF p (θ | D , M ) or equivalently minimizing the function

L (θ ; M ) = − ln p (θ| D , M ) =

1
2

J (θ ; M ) − ln π (θ | M )

(8)

with covariance matrix equal to the inverse of the Hessian h(θ, M ) = ∇∇ T L (θ , M ) of the function L (θ , M ) in (8), evaluated
at the most probable value θ̂ .
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The asymptotic expression (6), although approximate, may provide a good representation of a uni-modal posterior PDF
for a number of cases involving even relatively small number of data. For multi-modal posterior PDF one needs to identify
all modes of the posterior PDF and take them into account in the asymptotic expression by considering a weighted contribution of each mode with weights based on the probability volume of the PDF in the neighborhood of each mode [21].
The weighted estimate is reasonable, provided that the modes are separable. Implementation problems arise in multi-modal
cases, associated with the inconvenience in estimating all modes of the distribution [22]. In addition, the asymptotic approximation fails to provide acceptable estimates for un-identiﬁable cases [22,30] manifested for relatively large number of
model parameters in relation to the information contained in the data. These limitations of the asymptotic approximation
for multi-modal and complex posterior PDFs promote instead the use of MCMC algorithms.
2.2. Model selection
The Bayesian probabilistic framework can also be used to compare two or more competing model classes and select the
optimal model class based on the available data. Consider a family M Fam = { M i , i = 1, . . . , κ }, of κ alternative, parametrized
system and prediction error model classes, and let θ i ∈ R ni be the free parameters of the model class M i . The posterior
probabilities Pr( M i | D ) of the various model classes given the data D is

Pr( M i | D ) =

p ( D | M i ) Pr( M i )
p ( D | M Fam )

(9)

where Pr( M i ) is the prior probability and p ( D | M i ) is the evidence of the model class M i . The model classes are ranked
based on their probability in (9) and the optimal model class M best is selected as the one that maximizes Pr( M i | D ).
Among the stochastic algorithms available for model selection [28,31–33], TMCMC provides the estimate of the evidence
of a model class and thus its probability as a by-product, avoiding the computational burden from extra system simulation
runs. An asymptotic approximation that facilitates model selection based on Laplace’s method, can also provide an estimate
of the integral in (2) [4,24,34]. Substituting this estimate in (1) yields an estimate for Pr( M i | D ) in the form

 −1 √
p ( D |θ̂ i , M i )π (θ̂ i | M i )
( 2π )ni
Pr( M i )
det[h(θ̂ i , M i )]



Pr( M i | D ) ≈ p ( D | M Fam )

(10)

where θ̂ i is the most probable value of the parameters of the model class M i and h(θ , M i ) = ∇∇ T L (θ i , M i ) is the inverse
of the Hessian of the function L (θ i ; M i ) given in (8) for the model class M i . The most probable value of the parameter
set θ̂ i and the Hessian of L (θ i ; M i ) evaluated at the most probable value are the only quantities required for providing the
asymptotic estimates of the probability of a model class as well as the posterior PDF of its parameters.
2.3. Uncertainty propagation in model-based performance evaluation
2.3.1. Simpliﬁed measures of uncertainties in output QoI
Let q(θ) be a scalar output Quantity of Interest (QoI) of the system. Posterior predictions of q(θ ) that account for the
uncertainty in θ are obtained by the PDF of q(θ ) or by simpliﬁed measures such as mean μq = E [q(θ)] ≡ m1 and variance
σq2 = E [q2 (θ )] − m21 = m22 − m21 with respect to θ , derived from the ﬁrst two moments mk , k = 1 and 2, of q(θ ) given by the
multi-dimensional integrals



mk ( D , M ) =



k

q(θ) p (θ | D , M ) dθ

(11)

over the uncertain parameter space.
The samples θ (i ) , i = 1, . . . , N, generated from the posterior PDF p (θ| D , M ), can be used to approximate the PDF of q(θ )
using kernel density estimators, as well as approximate the integral (11) by the sample estimate

mk ( D , M ) ≈

N
1   (i ) k
q θ
N

(12)

i =1

requiring N independent (that can be executed in a perfectly parallel fashion) forward system simulations. Alternatively,
asymptotic approximations are also available [6]. These approximations, in addition to the most probable value θ̂ and
the Hessian h(θ̂ , M ), require the solution of an additional optimization problem to ﬁnd the value θ̂ k of θ that minimizes
the function L k (θ ; M ) = −k ln[q(θ)] + L (θ; M ) and the evaluation of the Hessian of this function at the optimal value θ̂k ,
k = 1 and 2.
2.3.2. Prior and posterior robust reliability
A more challenging problem in uncertainty propagation is the estimation of rare events. This is important in analyzing
system reliability or, its complement, probability of failure or probability of unacceptable performance. The probability of
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failure is the probability that one or more output QoI exceed certain threshold levels or more generally is the probability
that the system performance falls within a “failure domain” F deﬁned usually by one or more inequality equations.
Let P (θ| M ) be the probability of failure of the system conditioned on the value of the parameter set θ . The robust prior
or robust posterior reliability [35,36] or its complement failure probability is obtained by evaluating the multi-dimensional
probability integral



P F (M ) =

P (θ| M ) p (θ | M )dθ

(13)

where p (θ| M ) ≡ π (θ | M ) for prior probability of failure estimate or p (θ | M ) ≡ p (θ | D , M ) for posterior estimate, respectively.
Assuming that a set of independent random variables ψ are introduced to quantify input and system uncertainties that are
not associated with the ones involved in θ the failure probability can also be written in the form



P F ( M ) = Pr( z ∈ F | M ) =

I F ( z) p ( z| M )dz

(14)

where z = (ψ, θ) and θ , F is a failure region in the parameter space where the “rare” event occurs, and I F is an indicator
function which is 1 if z ∈ F and 0 elsewhere over the space of feasible system parameters z. For rare events, the subset
simulation SubSim [20] is computationally the most eﬃcient stochastic algorithms to provide an accurate estimate with
the fewest number of samples. The SubSim was ﬁrst introduced to handle the conditional probability of failure integrals
F (θ| M ) formulated by (13) with z = ψ and then the robust prior reliability integral (13) with z = (ψ, θ) and p ( z| M ) =
p (ψ| M )π (θ | M ). In Ref. [37] SubSim was applied on robust posterior reliability integrals of the form (13) with z = (ψ, θ)
and p ( z| M ) = p ( z| D , M ). It should be noted that usually due to independence between ψ and θ , the PDF of z is p ( z| M ) =
p (ψ| M ) p (θ | D , M ) which simpliﬁes the evaluation of the integral with SubSim [37]. SubSim is highly parallelizable and its
parallel implementation for heterogeneous architectures will be discussed in Section 4.
For a family of model classes introduced to model a system, model averaging can be used to provide a hyper-robust
estimate [36] of the system reliability that takes into account the highly ranked model classes, as follows

P F = Pr( z ∈ F | M Fam ) =

μ


Pr( z ∈ F | M i ) Pr( M i | D )

(15)

i =1

This introduces an additional parallelization level where each reliability estimate for each model class can be carried out
independently from other model classes.
3. Bayesian inference and high performance computing
3.1. Asymptotic approximations
The asymptotic approximations for Bayesian model parameter and evidence estimation involve the solution of an optimization problem and the calculation of a single Hessian matrix. The optimization problem can be solved using either
iterative gradient-based or stochastic-based algorithms. For limited computational resources, iterative gradient-based algorithms should be favored over stochastic optimization algorithms due to their fast convergence properties. Adjoint methods,
if applicable, can be used to provide a fast estimate of the gradients of the objective function, independently of the dimension of the parameter space. However, the adjoint approach is model intrusive, requiring that the adjoint system be
developed which in certain cases might be inconvenient. An example is commercial codes are integrated into the Bayesian
formulation to simulate a system. Examples of adjoint methods for Bayesian parameter estimation can be found in [38],
in [39] for certain classes of turbulence models in computational ﬂuid dynamics applications, in [18,40] for wave propagation in seismology applications.
As an alternative to the adjoint formulation, ﬁnite difference approximations of the gradient of the objective function
scale up the computational effort by a factor proportional to the number of uncertain parameters. Computations can be
performed in parallel since the derivatives of the objective function can be executed simultaneously, leaving the Time-ToSolution (TTS) independent of the number of uncertain parameters. The ﬁnite difference schemes have the advantage that
are model non-intrusive. A disadvantage is that they may suffer from inaccuracies in gradient evaluation.
Conventional gradient-based optimization algorithms do not guarantee convergence to a global optimum. Alternatively,
evolutionary strategies [41–43] are more effective in avoiding entrapment in local optima, at the disadvantage of slower
convergence rates to the optimum. Evolutionary strategies are highly parallel so the TTS of the optimization problem in
massively parallel computer architectures may be comparable to conventional gradient-based optimization methods. On the
other hand evolutionary strategies will have a better chance of ﬁnding the global optimum and are model non-intrusive.
Among several classes of evolutionary algorithms, CMA-ES [19] has been shown to converge fast in particular when
searching for a single global optimum. Herein a version of the CMA-ES, ported for heterogeneous clusters is used to solve
the single-objective optimization problems arising in Bayesian asymptotic approximations. The Hessian evaluation in asymptotic approximations is also fully parallelizable. Such a computation can be performed numerically using the non-intrusive
adaptive Parallel Numerical Differentiation Library (PNDL) [44].
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Table 1
Bayesian computational tool choice chart. H indicates high available recourses, or a high TTS or plenty of available
uncorrelated data. Green indicates methods that the current framework addresses eﬃciently and red indicates
non-implemented methods. AA = asymptotic approximation, GB = gradient based. (For interpretation of the
references to color in this table legend, the reader is referred to the web version of this article.)

For uncertainty propagation, computing simple measures of uncertainty (mean and standard deviation) of output QoI
using asymptotic approximations requires an extra optimization problem as well as an estimation of the Hessian, for each
QoI. This process is also perfectly parallel since the analysis of each QoI can be carried independently of the others. The
asymptotic approximations have to be contrasted with the stochastic algorithms where all QoI can be computed with a
single simulation run of the system. Thus for large enough numbers of QoI the computational effort of asymptotic approximations may eventually exceed that of using stochastic algorithms. In addition, for robust posterior reliability estimates, the
asymptotic approximations have severe limitations due to absence, in most cases, of reliable analytical expressions for the
conditional failure probabilities. In such cases, stochastic algorithms are the only means for carrying out conditional as well
as robust posterior reliability analyses.
Bayesian asymptotic results provide in general approximate estimates. The accuracy of the asymptotic estimate depends
on the number and type of available measurements in relation to the number of model parameters. As the number of data
increases it is expected that the asymptotic estimate will tend to be accurate enough for parameter estimation and model
selection.
3.2. Stochastic algorithms
Stochastic algorithms can accurately represent posterior PDFs with complex landscapes at the expense of running a large
number of system simulations. For computationally expensive systems, in order to reduce the TTS to manageable levels,
it is essential to use massively parallel computer architectures and parallelized versions of MCMC algorithms. In addition,
surrogate models [5] can replace a large percentage of expensive system simulations.
Stochastic algorithms with annealing features [9,45] do not have the limitations of the asymptotic estimates associated
with multi-modal and complex-landscape posterior PDF. The TMCMC algorithm [9] is one of the most resilient algorithms for
Bayesian model selection and posterior PDF sampling, highly parallelizable and suitable to handle the aforementioned cases
of complex posterior PDF. The accuracy of TMCMC can be augmented with Hessian matrix preconditioned Langevin diffusion
kernels [40]. In HPC environments, computations of the gradient and Hessian in these diffusion kernels are perfectly parallel
and well suited to massively parallel computer architectures.
3.3. Guidelines for selecting a Bayesian computational tool
The choice between stochastic algorithms or asymptotic approximations for Bayesian analysis should take into account a
number of factors. The most important are the available data, their quality and relevance for the inference process, the available
computational resources, and the TTS of a single posterior evaluation. The availability of adjoint formulations plays a secondary
role in the decision.
In order to quantify the choice parameters, we map two levels of requirement for each factor, High (H) or Low (L). The
proposed methods for various combinations are listed in Table 1. When abundant data are available, it is often preferential to
perform the asymptotic approximation over a stochastic algorithm type of posterior sampling. Since asymptotic techniques
are approximate, if there are high precision demands regarding the posterior PDF estimation, one should favor more accurate
stochastic algorithms.
4. Software and runtime environment
A general overview of the computational framework is shown in Fig. 1. The task-parallel runtime environment orchestrates task submission and scheduling. It exports a user-friendly programming interface for design and development of
scalable UQ and Optimization in HPC platforms ranging from multi-core systems to hybrid CPU/GPU clusters. Sequential or
parallel system solvers can be coupled with the framework. In Section 5 of this paper we demonstrate this coupling for
Molecular Dynamics, Finite Element Methods and Discrete Element Method.
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Fig. 1. Overview of the framework.

The parallelism of the algorithms can be represented with task graphs, where each leaf corresponds to a single function
evaluation that performs a system run. The function evaluation code can be either integrated directly into the Uncertainty
Quantiﬁcation and Optimization tools or invoked as a standalone executable by these tools. Aiming at support of both
low-cost desktop machines and HPC environments from our tools, we opted for a parallelization approach that:

•
•
•
•
•
•

offers lightweight mechanisms for eﬃcient exploitation of hierarchical task parallelism in the algorithms
supports load balancing transparent to the user
is able to take advantage of all available computing resources, i.e. multicores and GPUs
automatically adapts to the underlying hardware resources
minimizes portability issues by relying on standard HPC tools and libraries
provides ease of programming, hiding low-level parallelization details and thus allowing programmers to focus on the
algorithms

4.1. The TORC tasking library
In order to meet the above requirements, we based the parallel implementation of our tools on TORC (Tasking library
for Clusters) [17,46]. TORC is a novel task-parallel library that provides a programming and runtime environment where
parallel programs can be executed unaltered on both shared and distributed memory platforms. TORC supports arbitrary
nesting of tasks while all data transfers in the library are performed with explicit, transparent to the user, messaging. Due
to the task stealing mechanism, the programmer has only to decide about the task distribution scheme. A task function
can either include source code supplied by the user or invoke an external simulation program. The injected user code can
embrace intra-node parallelism expressed with OpenMP directives or TORC tasks that are tied to the current node. We do
not pose any restrictions on the external software, which can be sequential or parallel running on multicores and clusters
(e.g. using OpenMP and MPI) or GPUs.
4.2. TMCMC
4.2.1. The core TMCMC
A brief sketch of the TMCMC algorithm [9] is depicted in Algorithm 1. At the initialization stage, the algorithm selects
randomly C 1 points which will serve as starting points for the MCMC chains for the ﬁrst generation of the algorithm. The
function evaluation for each point can be performed in parallel, while each evaluation can require a ﬁxed number (N r ) of
system runs. If N r > 1 then the initialization exhibits two levels of parallelism that can be fully exploited. Each generation
(TMCMC stage) G involves the processing of C G MCMC chains of variable length, according to the statistics for the set of
accepted points produced by the previous generation. Although the steps of a single chain must be processed sequentially,
the function evaluation at each step can involve N r multiple independent system runs.
Fig. 2 depicts the hierarchical task graph of the TMCMC algorithm. The leftmost component represents the highest-level
of the algorithm, which ﬁrst spawns and then waits for the completion of a set of parallel tasks, one for each MCMC chain.
Chains tasks (C i ), depicted at the middle of the ﬁgure, correspond to the ﬁrst level of parallelism and do not perform
the same number of steps, introducing load imbalance in the algorithm. The independent chains are instantiated with
TORC tasks and distributed appropriately to the workers, trying to balance the total workload among them without relying
exclusively on the task stealing mechanism of TORC. At each step S i of a chain (rightmost component), the algorithm
requires a posterior evaluation, which in turn involves one or multiple model runs. In the latter case, the independent model
runs can be submitted for asynchronous execution as TORC tasks. This exploitation of second-level parallelism provides
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Algorithm 1 TMCMC.

more effective utilization of hardware resources as the higher number of tasks increases concurrency, resulting in better
load balancing and reduced idle time for the workers.
The task stealing mechanism of TORC is essential for the eﬃcient management of the irregular task parallelism exhibited
by TMCMC. This irregularity is attributed to the variable numbers of chains per generation and steps per chain. The complexity of dealing with this irregularity becomes signiﬁcantly higher if the execution time of model evaluations varies. In
many cases the execution time cannot be estimated beforehand because it strongly depends on the input parameters of the
search space where TMCMC is applied. Moreover, the execution time depends on the processing power of the underlying
hardware, which can exhibit signiﬁcant variability on computing environments that utilize heterogeneous nodes and hybrid
architectures.
TORC offers a programming and runtime environment where the irregular nested parallelism of TMCMC can be easily
expressed and exploited at all possible levels, without making any assumption about the target hardware platform.
4.2.2. Stochastic Newton TMCMC (SN-TMCMC)
The TMCMC algorithm can be extended to perform a Newton update within each TMCMC chain. This is achieved by
replacing the existing Metropolis–Hastings chain algorithm, using as target distribution in each TMCMC stage being the
intermediate stage posterior PDF, by a Stochastic-Newton MCMC chain algorithm [18,40]. This modiﬁcation requires the
calculation of the gradient and Hessian matrices at those sample points which have been accepted by the algorithm. If the
gradients of the posterior function are not provided analytically then numerical differentiation must be applied and parallel
processing becomes essential as computational requirements signiﬁcantly increase. Gradient and Hessian computations can
be performed numerically using the non-intrusive adaptive PNDL [44]. PNDL is based of TORC, allowing for straightforward

P.E. Hadjidoukas et al. / Journal of Computational Physics 284 (2015) 1–21

9

Fig. 2. Main task graph components of the TMCMC algorithm. Rectangular nodes denote higher level tasks while cyclic nodes correspond to the leaves. The
cyclic G i tasks perform the system runs and correspond to the computational part of the algorithm.

Fig. 3. Task graph of each step at the modiﬁed TMCMC algorithm with Newton update.

integration with TMCMC. To avoid redundant function calls due to the common evaluation points, we have extended PNDL
with subroutines that provide as output both the gradient and Hessian at a given point. Therefore, the total number of
function evaluations is equal to that required for computing the Hessian matrix only.
The Newton update introduces an additional level of parallelism in the chains of the TMCMC algorithm, as depicted in
Fig. 3. For each step S i , the fused gradient/Hessian calculation requires h = 2D 2 + 1 single-level parallel posterior evaluations, where D is the number of parameters. Each posterior evaluation (F 1 , . . . , F h ) spawns in turn up to N r model runs.
A subsequent posterior evaluation F p at the proposed point then follows, as in the core version of the algorithm.
4.3. Subset simulation
Subset Simulation SubSim [20], outlined in Algorithm 2, uses MCMC to eﬃciently generate conditional samples to gradually trace a rare event region. The structure of the task graph of SubSim is identical to that of SN-TMCMC and differs in the
following points:
1. All MCMC chains in SubSim always perform the same predeﬁned number of steps, in contrast to SN-TMCMC where
chain lengths are determined at runtime.
2. At the beginning of each step and for proposing the next candidate point, SubSim requires D independent posterior
evaluations, one for each parameter. On the other hand, SN-TMCMC needs 2D 2 + 1 posterior evaluations to calculate
the gradient and Hessian at the current point.

10
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Algorithm 2 Subset Simulation.

4.4. Asymptotic approximation
4.4.1. CMA-ES
The CMA-ES algorithm [19] includes, at each generation, a set of function evaluations that can be performed concurrently.
The parallelization of CMA-ES using our tasking library is straightforward as involves the cyclic distribution of the tasks to
the available workers. A second level of parallelism can be activated only if the objective function invokes multiple system
runs, while load balancing issues arise on heterogeneous computing platforms or variable execution time of system runs.
4.4.2. Hessian calculation with adaptive differentiation
The evaluation of the Hessian matrix is central to the Bayesian asymptotic approximation. This is normally provided as
output of an optimization methodology (CMA-ES in our case). An open issue, however, is the selection of the appropriate
differentiation step for each problem parameter. This is performed adaptively by ﬁrst computing the partial derivatives
(gradient) using several differentiation steps and then applying a Romberg extrapolation methodology [47] that gives the
step with the most accurate result for each parameter. Following the above approach, we have developed a parallel tool that
uses TORC to submit multiple gradient calculation calls for different steps. Each call internally spawns function evaluation
tasks at the second level of parallelism, with a third level of parallelism being active if a single function evaluation requires
multiple model evaluations. After task completion and selection of an appropriate differentiation step for each parameter,
a parallel PNDL subroutine is called to compute the Hessian matrix.
4.5. Parallel propagation tool
The last part in our set of tools aims at facilitating the propagation of modeling uncertainties. It uses the task-based
runtime environment to spawn a number of model evaluations (i.e. simulations) for parallel execution. The use of the
tasking library relieves us from the load imbalance issues imposed by the simulation software or the heterogeneity of the
computing hardware.

P.E. Hadjidoukas et al. / Journal of Computational Physics 284 (2015) 1–21

11

Table 2
MD models used and its parameters considered.
Water model
MDTIP5P-E

Inference parameters θ

(

LJ
O–O ,

LJ
O–O , q O ,

σ

Ref.

2
m)

σ

Refs. [48,57]

5. Applications
We present representative applications of the 4U framework that help exemplify its key features. In particular, we compare the time to solution as well as the computational cost and PDF estimation eﬃciency for three engineering applications
requiring extensive computational resources. These applications exhibit high, medium and low TTS for a single posterior
evaluation, and require different computational resources that range from hybrid CPU/GPU clusters to small multi-core
systems. Furthermore, they demonstrate the main coupling approaches within the framework, i.e. library call or external program invocation, and represent the exploitation of parallelism at different (algorithmic and function evaluation)
levels.
5.1. Molecular Dynamics (MD)
We perform UQ+P in the most widely used MD model, that of water. We use a 5-site water model, TIP5P [48] and we
choose to resolve long range electrostatics using the Particle–Mesh–Ewald method. There is extensive literature as to how to
choose which quantities to calibrate when parameterizing the empirical potential of water models [49,50]. Recent Bayesian
formulations include [51–53].
5.1.1. Model and posterior PDF formulation
The calibration data consist of the radial distribution function of oxygen–oxygen in bulk water and its experimental uncertainty [54]. Each evaluation of a posterior sample requires a full MD-simulation run, with the hybrid MD-code
GROMACS [55]. We use version GROMACS-5.0b compiled with GPU support. The computational workﬂow includes equilibration using steepest descent of the system for at least 20,000 steps, subsequent equilibration for a further 1 ns using a
time step of t = 0.5 fs in the NPT ensemble, and ﬁnally a 1 ns production run in the NPT ensemble for each run. We then
extract the predicted Oxygen–Oxygen radial distribution function (g (r )) averaged over the production part of the trajectory.
The prediction error can be decomposed into three contributions e = e exp + e ens + em accounting for the measurement
(experimental) error e exp , the computational error e ens due to the sampling error arising from the ﬁnite time size and
ensemble choice of our MD simulations, and the modeling error em due to the inadequacy of the selected MD model to
represent water [5,53,56]. This leads to a diagonal covariance structure Σ with elements
2
2
Σii = σexp
+ σens
+ σm2

(16)

Note that we keep the error contributions un-normalized per distance, but there is a large weight in the values where
2
g (r ) should be vanishing due to the steep repulsive forces. We estimate the σens
≈ 0.005. The experimental uncertainty
contributions e exp are given and are distinct as a function of the intermolecular distance r. Finally, the additional model
prediction error term σm2 is left to be determined from the inference process. The parametrization of the MD model and the
LJ

LJ

prediction error parameters can be thus summarized in Table 2. The parameters ( O–O , σO–O ) and qO are the Lennard-Jones
interaction parameters and charge interaction respectively. We use truncated Gaussian priors for the three parameters with
mean values based on the literature values for TIP5P-E [49], that is θ̄π = (0.669 kJ/mol, 0.334 nm, 0.241 q), with a standard
deviation of 30% of θ̄π . The prior is 0 outside of the domain [0.63, 0.72] × [0.29, 0.36] × [0.2, 0.3] × [10−8 , 10−1 ], whereas
the hyperparameter follows a Gamma prior, that is σm2 ∼ Γ (1.5, 0.25).
5.1.2. Results
We present the timings and the results of the calibration of the TIP5-P water model. We performed our simulations on
32 compute nodes of the Piz Daint Cray XC30 cluster at the Swiss National SuperComputing Center CSCS in Lugano. Each
node is equipped with an Intel Xeon E5-2670 processor and one NVIDIA Tesla K20X GPU. TORC is initialized with a single
MPI process/worker per node because each single posterior evaluation task fully utilizes the node by means of the hybrid
CPU/GPU conﬁguration of GROMACS.
Each posterior evaluation requires between 17 and 21 minutes of wall clock-time in the above mentioned computer
architecture. This includes the entire simulation protocol described above and the estimation of the g (r ) over the saved
trajectory during the production part of the run. The variation of the mean time for completing each posterior evaluation
is due to the different volume of the NPT ensemble resulting for different initial parameters. The variance in the evaluation
time and the maximum chain length are the main sources of load imbalance in this application. We address the ﬁrst issue
by using 256 samples per generation, i.e. 8× the number of workers, while we alleviate the second problem by sorting the
chains according to their length and then evenly distributing the total workload to the available workers. Fig. 4 depicts the
theoretical parallel eﬃciency and TTS for the 7th TMCMC generation for different number of workers. The maximum chain
length is equal to 8 and determines the lowest possible processing time for this generation, which is ﬁrst achieved for 32
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Fig. 4. Estimated parallel eﬃciency and TTS (in function calls) with respect to the number of workers for the 7th generation of TMCMC for the MD
simulation. Estimations are based on the assumption that all simulations require the same execution time.

Fig. 5. Parallel eﬃciency of TMCMC (left) and posterior evaluation time for the MD simulation (right).

Fig. 6. Parallel eﬃciency of CMA-ES (left) and posterior evaluation time for the MD simulation (right).

workers. Using more workers does not improve the execution time and consequently has a negative impact to the parallel
eﬃciency of the program.
Fig. 5(left) depicts the eﬃciency of TMCMC, while Fig. 5(right) depicts how the time of a single posterior evaluation
varies over a total of 15 generations. The above solutions, along with the task stealing of TORC, manage to minimize the
idle time of workers and result in parallel eﬃciency higher than 97% when every worker executes the same number of
posterior evaluations. The lower eﬃciency (≈88.4%) for the 12th and 14th generation of TMCMC is attributed to the fact
that the maximum chain length was equal to 9 for both cases, which imposes an upper limit of 88% to the expected
eﬃciency. Similar behavior is observed in Fig. 6 for the parallel CMA-ES, where parallel eﬃciency and statistics for the
evaluation time are reported every 10 generations. We notice that the measured parallel eﬃciency is equal to 90.1% at the
end of the 10th generation, which is due to the lower number of samples (64) per generation and the high variance of the
evaluation time. This variance decreases as the algorithm evolves and the eﬃciency increases accordingly up to 97.4%. In
Fig. 7, we depict how the posterior value is related to the evaluation time. The computational cost of the MD calibration
with the two methods is summarized in Table 3.
The mean parameter estimates as well as their associated uncertainty is summarized in Table 4, and also visualized in
Fig. 8. The coeﬃcient of variation u θ of a parameter θ is deﬁned as the sample standard deviation of that parameter over
its estimated mean θ̄ .
We use the TMCMC samples of the posterior distribution to propagate the uncertainty in the computation of the g (r )
(see Fig. 9). We recall that g (r ) is the quantity we calibrated against and it is very accurately captured.
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Fig. 7. Posterior evaluation TTS and log-posterior value. Note that as the generations advance, the scaling factor of the covariance matrix of CMA-ES decreases
due to the convergence to the optimum, and thus the trial points start yielding very similar times for function evaluation since they are spatially restricted.

Table 3
Computational effort of the MD calibration.
Method

Generations

Pop. sizea

Fun. Evals.

T-to-sol (hours)

Overall eﬃciency

TMCMC
AA-CMA-ESb

14
50

256
64

3584
3200

≈44.0
≈36.7

94.5%
95.4%

a
b

Note that Population Size in TMCMC is the number of samples per stage.
AA = asymptotic approximation.

Table 4
Mean values and Coeﬃcient of Variation (COV) of the posterior distribution of the model parameter, along with the LogEvidence values of each model class.
Class

¯OLJ–O

TMCMC
AA-CMA-ESa

0.688
0.651

a

u

LJ
O O

–
4.3%
4.3%

σ̄OLJ–O

u σ LJ
O–O
0.16%
0.20%

0.312
0.313

q̄O

u qO

σ̄m2

uσ 2

LogEvidence

0.2417
0.2392

0.76%
0.81%

0.00923
0.01034

15.1%
16.0%

1401.34
1414.21

m

AA = asymptotic approximation.

5.2. Structural dynamics
5.2.1. Model and posterior PDF formulation
We perform Bayesian UQ+P in a high ﬁdelity ﬁnite element model of the Metsovo bridge [58]. A detailed model of the
bridge is created using 3-dimensional tetrahedron quadratic Lagrange ﬁnite elements. A coarse mesh is chosen to predict
the lowest 20 modal frequencies and mode shapes of the bridge. The model has 97,636 ﬁnite elements and 562,101 DOFs.
The model is parameterized using ﬁve parameters associated with the modulus of elasticity of one or more structural
components (Fig. 10). Speciﬁcally, θ1 and θ2 account for the modulus of elasticity of two pier components of the bridge. The
parameters θ3 , θ4 , θ5 account for the modulus of elasticity of structural components of the deck. The model parameters are
introduced to scale the nominal values of the properties that they model so that the value of the parameters equal to one
corresponds to the nominal value of the ﬁnite element model. Model reduction is used to bring the computational effort
to manageable levels [58,59]. The dynamics of the six structural components (see Fig. 10) are represented by the lowest
ﬁxed-base modes and the interface constrained modes, resulting in a reduced model of 592 generalized coordinates.
The estimation of the parameter values and their uncertainties of the model is based on modal frequencies and mode
shapes. Simulated, noise contaminated, measured modal frequencies and mode shapes are generated by adding a 1% and 3%
Gaussian noise to the modal frequencies and modeshape components, predicted by the nominal non-reduced ﬁnite element
models. 37 sensors are placed on the bridge to monitor vertical and transverse accelerations. The measured data containing
the values of the ten lowest modal frequencies and modeshapes are considered.
The likelihood is speciﬁed in Eq. (4) with J (θ, M ) given by:

J (θ , M ) =

m
1  [λr (θ ) − λ̂r ]2

σ2

r =1

λ̂r2

+

m
w  βr (θ )φ r (θ ) − φ̂ r

σ2

r =1

φ̂ r

(17)
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Fig. 8. Inference using the TMCMC version for the radial distribution function. Diagonal panels indicate marginals of the joint posterior via kernel densities,
whereas below and above the diagonal panels present 2D projections of the posterior and 2D samples respectively, colored by log-posterior density. (For
interpretation of the colors in this ﬁgure, the reader is referred to the web version of this article.)

Fig. 9. Robust prediction of the radial distribution of oxygen following the Bayesian calibration. Blue error bars indicate data points, red line is the MaximumA-Posteriori prediction, and green line indicates the robust prediction. Inlet: Five site MD water model with Oxygen (red), two hydrogen sites (white), and
two ﬁctitious partial charges (pink). (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this
article.)

P.E. Hadjidoukas et al. / Journal of Computational Physics 284 (2015) 1–21

15

Fig. 10. Parameterization of the ﬁnite element model of the Metsovo bridge.

Fig. 11. Parallel eﬃciency of core TMCMC (left) and posterior evaluation times (right) for the bridge problem.
Table 5
Computational effort and run details regarding the bridge model inference.
Method

Generations

Pop. size

Fun. evals.

TTS (min)

Overall eﬃciency

TMCMC
TMCMC
AA-CMA-ES
SN-TMCMC
Posterior-Subset

17
16
46
14
20

960
7,680
192
960
48

16,320
122,880
8,832
245,964
47,692

65.1
574.2
40.8
995.5
217.9

97.76%
99.48%
95.44%
98.51%
96.01%

consisting of two terms: the ﬁrst term regards the discrepancies between the experimentally identiﬁed eigenvalues λ̂r = ω̂r2
and the model predicted eigenvalues λr (θ ), while the second term quantiﬁes the discrepancies between the experimentally
identiﬁed modeshapes φ̂ r and the model predicted modeshapes φ r (θ ), with βr (θ ) = φ̂ rT φ̂ r (θ )/ φ̂ r a normalization constant.
More details can be found in [58].
5.2.2. Results
We performed our experiments for the bridge Bayesian inference problem on a multicore server with four 12-core AMD
Opteron 6174 CPUs (2.2 GHz, 512 KB private L2 cache/core) and 32 GB of RAM. As the server is comprised of 8 6-core
NUMA nodes, the TORC-based applications were launched with 8 MPI processes and 6 workers each, utilizing 48 workers
in total.
The ﬁnite element model is implemented with COMSOL Multiphysics, utilizes a single core and is deployed by the TORC
application as a stand-alone Matlab executable using the fork-exec Unix technique. Each posterior evaluation consists of a
single evaluation, where the eigenmodes and eigenfrequencies of the bridge are extracted.
We obtained 960 samples from TMCMC, assigning 20 posterior evaluation tasks to each worker at the beginning of
each generation. In Fig. 11 (left), we observe that the eﬃciency of the TMCMC is higher than 97% for all the stages of the
algorithm, yielding an overall eﬃciency of 97.8%. The mean runtime of a single posterior evaluation is equal to 12.1 ± 0.9 s,
although the evaluation time can occasionally become as large as 16 s (Fig. 11, right). For the same experiment and 160
posterior evaluations per worker (i.e. 7680 samples), the obtained parallel eﬃciency increases to 99.5% due to the improved
load balancing of the computational work. The details of the computational burden of all methods is depicted in Table 5.
We notice that the rest of the methods (AA-CMA-ES, SN-TMCMC and Posterior-SubSim) achieve similar performance and
reach an overall eﬃciency higher than 95%.
We present the results of the Bayesian calibration regarding numerical accuracy in Table 6. Uniform prior parameters
were used for all θi parameters, with bounds from 0.2 to 2. Similarly, a uniform prior was also used for σ 2 , with bounds
from 10−4 to 1. Note that all three methods, even the asymptotic approximation give qualitatively similar results. This is
due to the model being unimodal and convex, hence even the asymptotic approximation is accurate. We also present results
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Table 6
Mean values and COV of the posterior distribution of the model parameter, along with the LogEvidence values.
Method

θ̄1

u θ1

θ̄2

u θ2

θ̄3

u θ3

θ̄4

u θ4

θ̄5

u θ5

σ̄ 2

uσ 2

LogEvidence

TMCMC-8ka
TMCMC-1ka
AA-CMA-ES
SN-TMCMC

1.0142
1.0130
1.0144
1.0132

1.19%
1.06%
1.05%
1.03%

1.0196
1.0211
1.0180
1.0172

1.07%
1.04%
1.01%
0.99%

1.0105
1.0116
1.0102
1.0111

0.57%
0.52%
0.52%
0.50%

1.0007
0.9990
1.0010
1.0009

0.98%
0.91%
0.95%
0.93%

1.0093
1.0103
1.0094
1.0090

0.50%
0.44%
0.46%
0.45%

0.0098
0.0099
0.0096
0.011

5.6%
5.1%
5.1%
4.3%

788.564
782.496
786.713
788.612

a

8k and 1k denote 8192 and 1024 samples per TMCMC stage respectively.

Fig. 12. Subset simulation posterior bridge.

regarding the posterior subset simulation in Fig. 12, using the samples of the posterior from the last stage of the TMCMC
algorithm. We calculate the probability of the largest eigenfrequency of the bridge exceeding a threshold ω0 .
Judging from the number of function evaluations, AA-CMA-ES in this case is more advantageous. This is also a result of
the convex unimodal posterior support of the Posterior PDF, which can be viewed in Fig. 13 as well as 14.
5.3. Discrete element method
5.3.1. Model and posterior PDF formulation
We perform simulations of a disk colliding with a steel wall and employ the Bayesian framework to quantify uncertainties
in the parameters of a force-displacement model using data from experimental measurements of restitution coeﬃcients.
The selected force-displacement model is at the core of the discrete element method as it updates the rotational
and translational movement for each particle following pairwise collisions with other particles and obstacles. The forcedisplacement model reﬂects the nature of the material and serves as a low order model of the detailed viscoelastic
interactions of each particle with its environment.
Here, we employ a force-displacement model speciﬁed by a normal and a tangential force [60]. Using the notation
introduced in [61] we deﬁne as F n in (18) the normal force [62], while the tangential force component is obtained by a
modiﬁcation of the original Cundall and Strack model [63]:

F n = −kn ξ 3/2 − γ n ξ̇ ξ αn
t

t t

F =− k ξ



t
t

· sign ξ ,

t

ξ =

ut H



μ F n /kt − ξ t dt

(18)

t0

where H is the Heaviside function, kt and μ are phenomenological parameters modeling the tangential spring stiffness and
friction, αn describes the nonlinear nature of the viscoelastic force-displacement law and ut denotes the relative tangential
velocity between the two particles at their contact point. Collisions of particles with rigid walls are represented by collisions
with phantom disks with a very small curvature [64]. More details can be found in Ref. [65].
The Bayesian framework quantiﬁes uncertainties in the parameters kt , μ, γ n and αn based on the experimental values
and their uncertainties for spherical particles of steel colliding in a same material steel wall. The steel material and geometric properties of the particles used in this study are: Young modulus E = 2.10e 10 , Poisson ratio ν = 0.3, sphere radius
R i = 0.02225 m with a mass of 0.3538 kg.
The mean values and the experimental uncertainty in the restitution coeﬃcient measurements are reported in Table 7
for various values of the impact angle between steel particles and a steel wall. We use as data the coeﬃcients of tangential
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Fig. 13. Inference using the AA-CMA-ES version for the bridge Bayesian inference problem. Diagonal panels indicate marginals of the joint posterior via
kernel densities, whereas below and above the diagonal panels indicate 2D marginals and samples respectively, colored by log-posterior density. (For
interpretation of the colors in this ﬁgure, the reader is referred to the web version of this article.)
Table 7
Data for the model calibration, containing experimentally measured coeﬃcient of restitution ŷ r , both normal (cnr) and tangential (ctr). The fourth and sixth
column ν̂r refer to the reported measurement uncertainties for each case. All values are taken from Ref. [67].
Case No.

Impact angle
(deg)

ω0

ctr

(rad/sec)

ŷ r

ν̃r (deg)

cnr
ŷ r

ν̃r (deg)

1
2
3
4
5
6

10
20
30
40
50
60

0
0
0
0
0
0

0.523
0.524
0.637
0.779
0.846
0.886

0.010
0.014
0.044
0.013
0.042
0.024

0.892
0.895
0.918
0.896
0.918
0.874

0.015
0.014
0.013
0.005
0.013
0.033

7
8
9
10
11
12

10
20
30
40
50
60

+80
+80
+80
+80
+80
+80

1.306
0.908
0.861
0.774
0.811
0.848

0.046
0.019
0.089
0.011
0.010
0.004

0.737
0.855
0.864
0.856
0.892
0.885

0.008
0.003
0.016
0.009
0.023
0.017

13
14
15
16
17
18

10
20
30
40
50
60

−80
−80
−80
−80
−80
−80

0.007
0.505
0.632
0.848
0.858
0.897

0.024
0.031
0.072
0.034
0.006
0.025

0.872
0.891
0.878
0.902
0.938
0.930

0.009
0.018
0.026
0.003
0.015
0.022

(ctr) and normal (cnr) restitution for six values of the impact angle ranging from 10 to 60 degrees. The coeﬃcient of
normal restitution is the ratio of the post-collisional and the pre-collisional values of the normal component of the relative
velocity of the object [66]. Similarly the coeﬃcient of tangential restitution is the ratio of the tangential velocity components.
A single posterior evaluation in the parameter space consists of 18 separate model evaluations simulating the experimental
conditions of Table 7.
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Fig. 14. Inference using TMCMC-8k for the bridge Bayesian inference problem. Image color code as in Fig. 13. (For interpretation of the colors in this ﬁgure,
the reader is referred to the web version of this article.)

Table 8
Mean values and COV of the posterior distribution of the model parameters, along with the LogEvidence value of model class.
Class

μ̄

uμ

ᾱn

u αn

γ̄ n

uγ n

k̄t

u kt

σ1

σ2

LogEvidence

TMCMC

0.099

3.54%

0.92

6.94%

568.59 · 104

44.98%

1.04

28.34%

0.0019

0.0036

43.36

5.3.2. Results
The model and the posterior evaluation are entirely written in thread-safe C++ code and invoked within the 4U
framework as a library call. The code of model evaluation executes in purely sequential mode due to the single particle of
the calibration experiment. However, the 18 model evaluations of the posterior evaluation can be performed concurrently,
introducing a second level of parallelism that is spawned from within the ﬁrst-level tasks that process the chains of the
TMCMC algorithm. Model evaluation tasks are instantiated with TORC and submitted to the worker thread that executes
their parent task.
We applied TMCMC for model parameter inference on an 8-core AMD Bulldozer (FX-8150) desktop system using a pure
multithreaded conﬁguration, for which the application consists of a single process with 8 worker threads while MPI remains
inactive. For 8192 samples, the mean time per stage is ≈110 s, which results in function evaluation time of 107 ms and
parallel eﬃciency that reaches 99.7%.
We present the posterior results using the TMCMC algorithm in Fig. 15. Note that the we capture the unidentiﬁability of
the parameters γ n as well as the bimodality in kt . The mean parameter estimates as well as their associated uncertainty is
summarized in Table 8.
Using the posterior samples from the last stage of TMCMC, we proceed to calculate the uncertainty in some representative QoI. Results are presented in Table 9 for the mean values and the COV of selected restitution coeﬃcients used for
calibration. These values should be compared to experimental values given in the last two columns of Table 9. We also
calculate using the posterior subset simulation the probability of a disk with an initial angular velocity of ω0 = 60 rad/s
falling onto a 10◦ inclined surface (see Fig. 16a) to get a post-collisional angular velocity that exceeds ω pc = ω . The resulting probability is obtained using SubSim on the aforementioned computing platform, and is shown in Fig. 16b. The parallel
eﬃciency of posterior SubSim in this case is 99.5%.
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Fig. 15. Bayesian Calibration results for the force-displacement model in discrete element method. Above the diagonal: Projection of the TMCMC samples
of the posterior distributions p (θ| D , M ) in all pairs of 2-d parameter space (colors indicate LogLikelihood values of the samples). Diagonal: Marginal
distributions of the model parameters estimated using kernel histograms. Box-plots demarcate the mean and 95% percentiles. Below the diagonal: Projected
densities in 2-d parameter space constructed via a kernel estimate (coloring according to PDF log-values). (For interpretation of the colors in this ﬁgure,
the reader is referred to the web version of this article.)

Fig. 16. (a) Disk impacting at inclined surface. (b) Probability the post collision angular velocity of the disk exceeds

ω pc = ω .

Table 9
Mean values and COV of the calibrated QoI.
Case No. Table 7

ctr

u ctr

cnr

u cnr

ŷ rctr

ŷ rcnr

1
6
7
8
11

0.512
0.891
1.269
0.917
−0.003

3.9%
1.8%
6.5%
2.3%
2031.1%

0.891
0.890
0.843
0.881
0.903

2.3%
4.1%
5.8%
3.8%
3.9%

0.523
0.886
1.306
0.908
0.007

0.892
0.874
0.860
0.860
0.905
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6. Conclusions
We present 4U, a computational framework that exploits the capabilities of massively parallel and hybrid (CPU/GPU)
computer architectures for large scale Bayesian uncertainty quantiﬁcation, reliability analysis and stochastic optimization.
The framework incorporates several state-of-the-art stochastic algorithms as well as Laplace asymptotic approximations for
the computation of the likelihood. The algorithms are capable of sampling from complex, multimodal posterior distribution
functions, ﬁnd accurately Maximum-A-Posteriori estimates and perform prior and posterior reliability analysis. The framework is geared towards high performance heterogeneous resources, where eﬃcient load balance is needed between the
multiple function evaluations. This is achieved by using the TORC tasking library. We employ highly parallel stochastic optimization and sampling algorithms such as CMA-ES and variants of the TMCMC to harness the power of TORC, and showcase
it in three different complex mechanical models applications.
The present framework allows for various algorithmic choices by the user, based on the availability of computational
resources, the required time to solution for single likelihood evaluation as well as the quality and volume of available data.
The framework is non-intrusive and as such well suited to black-box system models and can be integrated with legacy
codes. Moreover it supports hybrid distributed memory as well as shared memory applications. It is easily extensible, as the
Bayesian tools are written as engines upon the layer of the TORC tasking library.
We envision that the present framework will facilitate the implementation of UQ+P on engineering applications that aim
to harness the capabilities of High Performance Computing architectures. 4U serves this purpose being a general software
that integrates model simulations and experimental data required in various branches of engineering and life sciences. In
this work, the software effectiveness was demonstrated on selected scientiﬁc applications such as: Molecular Dynamics –
bearing heavy computational cost and nested and hybrid CPU/GPU parallelization; Structural Dynamics – demonstrating
the software use with large-order ﬁnite element simulation models; Granular Flow – demonstrating the effectiveness of the
software to handle complex (multi-modal and unidentiﬁable) posterior PDFs and multiple system runs within each posterior
evaluation.
Current work aims at software updates that include the ABC-SubSim algorithm [68] for Bayesian inference and approximate Bayesian computations, Bayesian hierarchical modeling tools and dynamic load balancing for multi-level Markov chain
Monte Carlo [16]. The code is released under the LGPL license and can be downloaded from http://www.cse-lab.ethz.ch/
software/Pi4U.
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