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In this exercise, we will write a two-dimensional molecular dynamics solver for N particles
interacting based on the Lennard-Jones potential VLJ (see Figure 1). Position ~xi and velocity ~vi
of each particle i are governed by Newton’s equation of motion

d~xi

dt
= ~vi, (1)

d~vi
dt

= ~ai =
1

mi

~Fi, (2)

where ~Fi is the sum of all forces acting on a particle with mass mi.

0 1 rm 2
−1

0

1

2

3

4

5

r/σ

V/ε

Figure 1: Lennard-Jones potential (taken from http://en.wikipedia.org/wiki/Lennard-Jones_

potential).

To integrate these coupled ordinary differential equations in time, we use the Verlet scheme,
which reads as

~xi(t + ∆t) = ~xi(t) + ∆t~vi(t) +
(∆t)2

2
~ai(t), (3)

~vi(t + ∆t) = ~vi(t) +
∆t

2
(~ai(t) + ~ai(t + ∆t)) . (4)

We will calculate the forces in a simple N2 loop and concentrate on optimizing the force
calculation for the individual particle pairs in the first part of the exercise. In the second part,
we will improve the scaling of the loop by introducing cell lists.
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Question 1: N-Body Problem in Molecular Dynamics
Here, we will implement the Verlet algorithm for the N-body problem. For simplicity, we as-
sume that all particles i have identical unit masses mi = 1. Use the provided skeleton code
nbody_skeleton.cpp as a starting point for your implementations.

The skeleton code already contains the initialization of the particles. The particles are initially
positioned on a square lattice. Their velocities are determined at random according to a given
mean kinetic energy.

The Lennard-Jones force is given by

~FLJ(~xi, ~xj) = −∇VLJ(~xi, ~xj) (5)

based on the potential VLJ and the positions ~xi and ~xj of two particles i and j. The Lennard-
Jones potential VLJ only depends on the distance r = ‖~r‖ = ‖~xi − ~xj‖ between the two
particles:

VLJ(r) = ε

((rm
r

)12
− 2

(rm
r

)6)
, (6)

where the parameters ε and rm control the minimum and the width of the potential. We
truncate the potential at radius rc = 2.5 · 2−1/6 · rm and assume periodic boundaries.

a) Implement a function that computes the distance between two particles first. Then using
this function, complete the functions which calculate the Lennard-Jones potential and force.
See TODOs 1a in the provided skeleton code. As your code will spend most of the time in
these functions, try to realize them in a way such that they run as fast as possible. Explain
the optimizations you implemented.
The equation to be implemented is

~FLJ(~xi, ~xj) =

{
12ε

(
r12m
r13
− r6m

r7

)
~r
r

if r ≤ rc.

0 if r > rc,
(7)

Its implementation is realized in the function add_force(). Note that expensive sqrt and
pow operations are completely avoided. Additionally, the number of operations is minimized
by calculating global factors only once. Apart from one single inversion of the squared
radius, only additions and multiplications are performed.

b) Implement time stepping based on Verlet integration for a system of N point particles.
Incorporate the force calculation of question 1a. See TODOs 1b in the provided skeleton
code.
Equations (3) and (4) are implemented in the functions update_positions() and
update_velocities(), respectively. Periodic boundary conditions are enforced in
update_positions(). The force calculation, which updates the accelerations, is called
in function calculate_forces().

Potential and kinetic energy of a specific configuration are given by

Epot =
∑
i 6=j

(VLJ(~xi, ~xj)− Vshift) , (8)

Ekin =
1

2

∑
i

mi~v
2
i . (9)
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The cut-off at radius rc introduces a discontinuity into the potential VLJ(~xi, ~xj), which is
compensated by shifting the potential by Vshift = V (rc).

c) Implement a function that calculates potential, kinetic and total energy Etot = Epot + Ekin

of the current configuration (i.e., at each instant of time) and then writes the data to a file
for further post-processing. See TODO 1c in the provided skeleton code.
Equations (8) and (9) are implemented in function measure_energies(), which also writes
the data to a file.

d) In order to test your code, choose the following set of parameters:

Ω = [0, 1]2, N = 100, rm = 0.05, ε = 5.0, ∆t = 10−7,

nsteps = 100000, ndump = 1000, Ekin = 103,
(10)

where Ω denotes the domain, ∆t the time-step length, nsteps the number of time steps,
ndump the time step for writing output data and Ekin the initial kinetic energy. Based on
these values, you have to execute:
./nbody_serial_nocells 1.0 100 0.05 5.0 1e-7 100000 1000 1e3.
Plot the particle positions for several time steps and check that the time evolution looks
physically reasonable. Monitor kinetic and potential energy and ensure that the total energy
E = Epot + Ekin is conserved during the simulation. Adapt the skeleton for the Makefile to
compile your program using make.
Figure 2 illustrates the initial particle distribution as well as an instantaneous configuration
after equilibration of the system. The evolution of the energy is displayed in Figure 3. After
a short period of time, the system has equilibrated. Kinetic energy increases, while potential
energy decreases during this phase. Eventually, kinetic and potential energy fluctuate around
their respective mean values. Total energy is perfectly conserved.

Figure 2: Initial particle distribution and instantaneous configuration after equilibration for
a system with 100 particles. Red color indicates high velocity and blue color low velocity.

e) Measure the run time of your serial code depending on the number of particles. Provide a
diagram of your results.
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Figure 3: Total, kinetic and potential energy measured every 1000 steps during the evolution
of 100 particles.

Figure 4 displays the run time as a function of the number of particles. Two cases are
considered. For the first case, the size of the domain Ω remains constant while the number
of particles is increased. For the second one, both the number of particles and the domain
size are increased such that the particle density remains constant. As expected, the simple
N-body solver is dominated by the force calculation, which scales as O(N2).
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Figure 4: Serial execution time depending on the number of particles for constant domain
size (left) and constant particle density (right).

Question 2: Cell Lists
a) Enhance your serial molecular dynamics solver from the previous question by using cell lists.

Comment on (theoretical) advantages and measure the run time of the algorithm depending
on the number of particles. Compare your results to the ones obtained in question 1e. Adapt
the skeleton for the Makefile to compile your program using make.
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For implementing the cell lists, we replace the simple vectors of particle positions, velocities
and accelerations by vectors of vectors. Whenever particle positions are updated, we have
to loop all particles and put those that have moved over a cell boundary into their new
cells. Moving a single particle requires constant effort, and the complete sorting scales as
O(N). We choose to label the cells sequentially within each row allowing for a simple and
fast index computation and ensuring data locality at least along one dimension.
For particles assigned to cells, we are able to substantially reduce the computational cost
of the force calculation. We first only take into account all other particles contained in the
same cell as the currently considered one . Next, we only have to proceed with the particles
in the neighboring cells as all other particles are, by construction of the cells, farther away
than a distance of the length of the cut-off radius rc.
The results obtained for the run time are included in Figure 4. If the domain size remains
constant, and merely the number of particles increases, the same behavior as identified in
exercise 1e is observed. By simply increasing the number of particles while keeping the
domain size constant, the number of particles in each cell increases, but the number of cells
remains the same. Within each cell, we still have to perform O(N2) interactions to compute
the forces. Hence, the same scaling has to be expected in this case.
However, if we increase the domains size and the particle number in the same manner,
i.e., keep the particle density constant, the mean number of particles per cell is constant.
This results in constant computational cost of the force calculation. Therefore, the overall
complexity of the simulation is reduced from O(N2) to O(N). The right diagram of Figure 4
clearly shows this difference in scaling. The speedup starts from a factor of two with
only N = 100 particles and 42 cells to fifty for N = 5000 and 312 cells. This behavior
illustrates once more that the choice of algorithm is often more crucial for performance than
optimization of the code.

b) Parallelize your code using OpenMP and explain your parallelization strategy. Adapt the
skeleton for the Makefile to compile your program using make.
We parallelize the loop over cells, i.e., the outermost loop. For small systems, this may
lead to load balancing issues as there is only a small number of cells. We cannot trivially
improve this with the collapse option of omp for as the loop over particles within a cell
has different length for different cells.

c) Show strong and weak scaling behavior of your code for up to 24 cores.
For the weak scaling study, the number of particles is linearly increased with the number of
threads.
The speedup depending on the number of threads, which is depicted in Figure 5, saturates
rather fast. This behavior is caused by the O(N) scaling and the various parts of the code,
which also notably contribute to the run time. Since major parts of the code, for instance,
the cell sorting, remains serial, Amdahl’s law predicts a low maximal speed-up. Parallelizing
these parts as well may overcome this issue at least partially.
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Figure 5: Strong (left) and weak (right) scaling diagrams for the molecular dynamics solver
using N = 500, 5000 and 50000 particles.

6


