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Question 1: GEMV

In this question, you are asked to implement and optimize a generalized matrix-vector multipli-
cation (GEMV)

~y ← αA~x+ β~y .

a) Write a serial implementation of the GEMV.

b) Use the C++11 random library to �ll the matrix A and the vectors ~x, ~y with uniformly
distributed numbers Ai,j, xk, yl ∈ [0, 1[ and choose α = β = 1. Choose a �xed seed to
initialize the random number generator to get reproducible results.

c) Write a parallel implementation using OpenMP threads and vectorization. Be aware of pos-
sible race conditions and use locks where needed. Check your implementation by comparing
the results of the parallel implementation to the results of the serial implementation you
wrote in question 1a.

d) Measure the execution time T of your GEMV implementations (without initialization) and
plot Tserial/Tthreaded for

• increasing matrix/vector sizes (assume a square m × m matrix) while keeping the
number of threads constant,

• increasing number of threads for a large matrix/vector (�strong scaling�),

• increasing number of threads while increasing the matrix size m by a factor
√

#threads
(�weak scaling�)

• Improve the scaling results of the GEMV program by making use of the non-uniform
memory access (NUMA) design.

• The std::vector container automatically initializes the memory on construction, which is
bad for the �rst-touch policy in NUMA. It is simpler to use a c-array for this question.

Our NUMA-aware implementation can be found in gemv_numa.cpp. The code can be com-
piled using the Makefile in the same directory. The parallelization strategy is to divide the
�destination� vector ~y into several parts and start a thread for each part.

The best strategy to write a code in a NUMA friendly fashion is keeping the data local to a
thread. However, this is not possible in many cases and the threads need to share large amount
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~$ numactl --hardware

available: 2 nodes (0-1)

node 0 cpus: 0 1 2 3 4 5 6 7 8 9 10 11

node 0 size: 32733 MB

node 0 free: 6506 MB

node 1 cpus: 12 13 14 15 16 17 18 19 20 21 22 23

node 1 size: 32767 MB

node 1 free: 18990 MB

node distances:

node 0 1

0: 10 20

1: 20 10

Figure 1: Information on the NUMA architecture on a Euler node obtained by numactl.

of data � as in the present case. Here, all threads have to share the matrix A and the vectors ~y
and ~x. In such a case the memory should be handled in a NUMA friendly way, which is usually
done using the ��rst-touch� policy. The ��rst-touch� policy assigns the memory pages (which
are 4096 Byte large on Euler and most modern machines) to the NUMA node which contained
the CPU/core which �rst �touched� the memory by reading from or writing to it. This CPU
does not need to be the CPU which allocated the memory. Hence, it is important which CPU
initializes the memory rather than which CPU allocated the memory.

gemv_numa.cpp implements this ��rst-touch� policy by initializing the memory using multiple
threads (each thread initializes a part of the memory). Note that the row-major ordering of the
matrix is very suitable for NUMA in our implementation of the GEMV, since all matrix element
required by a thread are stored in one contiguous block of memory.

Before we discuss the scaling of the new versions, we take a brief look at the NUMA environment
on Euler. Using the command line tool numactl (Fig. 1) we �nd 2 NUMA nodes containing 12
cores each.

The strong scaling of the versions is shown in �gure 2. Up to 8 cores they scale almost perfectly.
This re�ects the 8 NUMA domains (memory controllers) of the Brutus node. In this regime
adding a new thread will also add a new NUMA domain. Between 8 and 35 cores the automatic
scheduling of the threads provides a better performance than the manually pinned threads.
Above 35 cores manual pinning beats the automatic scheduling. Starting with 36 threads the
operating system seems to distribute the threads unequally on the 8 NUMA domains. It is very
hard and beyond the scope of this course to understand the features of the automatic scheduling
of the operating system in greater detail.

Comparing the simple and the pinned version in the weak scaling (Fig. 3) shows a similar
behavior. For small problem sizes and a small number of cores the automatic scheduling of the
operating system is more e�cient than the manually pinned version. Above approximately 25
threads manual pinning shows a better performance. A very striking feature of the weak scaling
plot are the huge error bars of the pinned implementation. This is most likely due to the main
thread �xing the child thread to a core after it started running. Hence the spawned thread may
run on a di�erent core for short but varying period of time before it gets moved and pinned to
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Figure 2: Strong scaling of three di�erent GEMV implementations using a matrix size of
m = 16384. (Median and 20-80 percentiles of 10 runs.)

0 10 20 30 40 50
# Threads

0.0

0.2

0.4

0.6

0.8

1.0

t 1
/t
n

Weak scaling (2 x 10M floats per thread)

gemv_pinned
gemv_numa

gemv

Figure 3: Weak scaling of three di�erent GEMV implementations using a starting matrix
size of m1 = 2048. (Median and 20-80 percentiles of 10 runs.)
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its core. This results in large error bars which decrease with increasing total runtime as seen in
the �gure.

At �rst glace it is also surprising that the e�ciency of gemv_pinned.cpp for a single thread is
far below the the other implementations. A closer look at the source code reveals that for a
single thread the gemv_serial is called, which runs in the main thread. The data, however,
was initialized by a di�erent thread which was pinned to CPU 0. Hence if the main thread runs
on a di�erent NUMA node it is far less e�cient than the other versions.

Question 2: GEMM

In this exercise you should familiarize yourself with general matrix multiplications (GEMM)
using a BLAS library. We provide you with a skeleton code where you should replace the matrix
multiplication with a call to GEMM. Finish the skeleton code and install a BLAS library on your
personal system.

a) Report on what version of BLAS you are using, how you can link to it, if it is single-threaded
or multi-threaded, and how can you specify the number of threads in the multi-threaded
version. How much faster is your code with BLAS compared to the trivial implementation
of the matrix multiplication in the skeleton code?

One can �nd many BLAS libraries on the market, basically every hardware vendor has its own
implementation which is tuned for its own hardware. For example the vendor could optimize
the block size to the available cache, or even use special proprietary instructions to improve
performance.

Here are some common BLAS packages:

OpenBLAS http://www.openblas.net

Usual linking with: c++ -lopenblas -lpthread main.cpp.

Number of threads can be set with the OPENBLAS_NUM_THREADS environment variable.

Intel MKL https://software.intel.com/en-us/intel-mkl

For linking see the online guide
https://software.intel.com/en-us/articles/intel-mkl-link-line-advisor.
For every installation one has di�erent linking arguments.

Number of threads can be set with the MKL_NUM_THREADS environment variable.

Apple VecLib Available only on Apple devices, it can be included in your program with the
Accelerate framework: c++ -framework Accelerate main.cpp

Number of threads can be set with the VECLIB_MAXIMUM_THREADS environment variable.

ATLAS http://math-atlas.sourceforge.net

Number of threads is �xed at compile time.

b) Try to write your own highly optimized version of GEMM and compare its performance with
that achieved by the BLAS library.

If the performance is comparable, summarize your results and plots into a short PDF doc-
ument. Furthermore, elucidate the main structure of the code and report possible code
details that are relevant in terms of accuracy or performance. Send the PDF document and
source code to the TA email list.
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