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Chapter 1

Data, Functions and Least Squares

1.1 Introduction: Models, Algorithms and Data
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Figure 1.1: The connections between the model, algorithm and data.

• Data

quality of the data: Is my data accurate?

• Algorithms

– calculate (example: F = ma)

– data analysis (example: For how many years has the temperature exceeded a given

threshold? )
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– logical reasoning (example: Today the roads are slippery I should not use a car. )

• Computing

computing = “thinking with computers”

• Models

models = “architectures of assumptions”

models = “functions”

Question: What is the best set of functions and the best set of parameters to capture

a quantity of interest (QoI) from data?

– what is the best function? The Uncertainty Quantification will answer, for now, we

pick a set.

– what are the best parameters? This question implies optimization.

• Optimization

example: How can I maximize my grade?

– cost function (parameters); a parameter could be doing or not doing the homework

– algorithms for min/max the cost function

1.2 Function Fitting

1.2.1 Problem Statement

Given a set of data {xi, yi}, i = 1, . . . , N find a reasonable function f(x) such that it describes

the data. E.g. yi = f(xi). Note this is not the only possibility.

1.2.2 Function Fitting & Approximation

The Key Problem:Assuming there is a function y(x) describing exactly all the data, find an

approximation f(x) of y(x).

In the above figure, data points have been interpolated with straight lines (a first order polyno-

mial) and a higher order polynomial.

• Straight lines: are often very safe but not so accurate

• Curved lines: of polynomial degree n have continuous derivatives but this is a ”danger-

ous” approximation.
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Figure 1.2: Example showing given data points (stars) and two possible approximations (solid

lines) with straight and curved lines, respectively.

Different views on function fitting

There are several ways to view the function fitting problem.

1. Function fitting as a function approximation

• Parametric

• Non-parametric

2. Function fitting as a model for the data

(a) ”The data is the model” (may not generalise)

(b) Use deduction & induction (need a ”user’s manual” on how to do this)

• The best models lie somewhere between a & b.

• According to the Minimum Description Length principle the sum of these two

kinds of information taken together should be as small as possible.

A unifying view of 1 and 2 is given by a model architecture or in other/simpler words a function

that has a set of adjustable parameters.

Choice of the Parameters

Question: What is the best way to choose model parameters in order to approximate a set of

data (xi, yi)?
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In many cases the fitting function f(x) can be expressed as:

f(x) =

M∑
k=1

αkφk(x) (1.2.1)

The parameters here are:

• M: the number of terms (can be larger, equal or smaller than the number of data points)

• αk, k = 1, . . . ,M

• φk(x): the type of basis function

Some examples of functions that can be used as basis functions φk are given below:

φk(x) = xk−1, φk(x) = cos[(k − 1)x],

φk(x) = eβkx, φk(x) = 1− |x− xk|
∆

.

The last example for φk corresponds to the dashed lines in the example earlier.

Once we have decided on the approximating function φ and the number of points M then we

need to determine the coefficients αk. This can be achieved using linear least squares.

1.3 Linear Least Squares

The coefficients of the linear approximation of the data (xi, yi) with i = 1, ..., N can be found

by solving the following problem (least squares) For linear least squares we have the following

problem statement:

f(xi) =
M∑
k=1

φk(xi)αk = yi, i = 1 . . . N (1.3.1)

Note the following:

• We have M coefficients and N data points (in general M 6= N)

• The functions φ should not be linear (otherwise the problem is trivial) – It is the coefficients

that enter linearly.

To determine the coefficients, we solve the following system equations

Φ︷ ︸︸ ︷
φ1(x1) φ2(x1) . . . φM (x1)

φ1(x2) φ2(x2) . . . φM (x2)
...

...

φ1(xN ) φ2(xN ) . . . φM (xN )



α︷ ︸︸ ︷
α1

α2

...

αM

 =

y︷ ︸︸ ︷
y1

y2

...

yN

 (1.3.2)
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To determine the coefficients we need to solve the above system of equations.

If M = N then Φ is a square matrix. In this case, if Φ is not singular(Φ−1 exists) then the

solution is: α = Φ−1y. If N > M then we need the pseudo-inverse of the matrix → singular

value decomposition

Important note: If our data is noisy this procedure may be a bad choice

1.3.1 Example of an Interpolating Function: Lagrange Interpolation

Let’s use polynomials of degree k (k = 1, .., N) as basis functions:

φk(xi) = xk−1
i (1.3.3)

We are reminded that xi are the abscissae of the given data points.

The matrix Φ is not singular as we can show that

det |xk−1
i | 6= 0

Lagrange Interpolation: Construct N polynomials of degree N − 1: {lk(x), k = 1, . . . , N},
such that lk(xk) = 1 and lk(xi) = 0 for k 6= i as follows:

lk(x) =
(x− x1)(x− x2) . . . (x− xk−1)(x− xk+1) . . . (x− xN )

(xk − x1)(xk − x2) . . . (xk − xk−1)(xk − xk+1) . . . (xk − xN )
(1.3.4)

The function represented by these polynomials is given as:

f(x) =
N∑
k=1

αklk(x)

We wish to find the coefficients that will approximate this data. We look for an interpolating

polynomial of degree at most N − 1 that passes through the N data points:

f(xi) = yi =
N∑
k=1

αklk(xi) = αi.

Using the constructive property of the polynomials (lk(xk) = 1 and lk(xi) = 0 for k 6= i) then we

have that:

f(x) =
N∑
k=1

yklk(x) (1.3.5)

The error of a Lagrange approximation f(x) of a function y(x) that has been sampled at points

(xk, yk) is given by: ∣∣y(x)− f(x)
∣∣ =

∣∣∣∣∣y(n)(ξ)

n!
Πn
k=1(x− xk)

∣∣∣∣∣
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for some

x1 ≤ ξ ≤ xN
Important Notes:

• The Lagrange polynomials involve single polynomials which pass through all the data

points. In certain cases the data may require different interpolation polynomials in different

areas. Alternatively, we may consider the interpolation problem as a construction involving

local interpolations.

• The approximation error of the Lagrange polynomials can be minimized if we chose the

coordinates xk of the sampling points to be the roots of the n-degree Chebychev polynomials

Tn(x). These points satisfy Tn(xk) = 0 and they can be computed as : xk = −cos(2k−1
2n π).

1.4 Inconsistent Systems of Equations

What if we have more data points N than coefficients M ? What is a meaningful way to

interpolate this data ?

1.4.1 Least squares as a Minimisation Problem

Example: We wish to measure the elastic constant of a linear spring by imposing different

weights on the spring and measuring its displacement.

In this case M = 1 (the only unknown is the elastic constant of the spring) so that we have the

following equations:

2x = b1

3x = b2

4x = b3

→

 2

3

4

x =

 b1

b2

b3


The system has a solution only if b is in the same line as the vector

α =

 2

3

4


Returning to the spring problem: the vector α represents the displacements and the vector b

represents the applied weights.

In order to solve this problem we seek to find a solution by minimising the average error in

the M-equations (again here M=1). It is important to note that this is a particular choice that

we make in order to fit our data. Both: the linear approximation and the function to minimise

are parts of he interpolation architecture that we chose.
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So we choose to minimise

E = (2x− b1)2 + (3x− b2)2 + (4x− b3)2

dE

dx
= 0 =⇒ 2

{
(2x− b1)2 + (3x− b2)3 + (4x− b3)4

}
= 0

=⇒ x̄ =
2b1 + 3b2 + 4b3

22 + 32 + 42

In general the least squares solution to

αx̄ = b (1.4.1)

is given by :

x̄ = (aTb)/(aTa) (1.4.2)

Geometrically this is identical with the projection p = x̄a, which is the point on the line through

a closest to b.

1.4.2 Last Squares and Matrix Projections

For more equations (data points N) compared to the number of unknowns (parameters M) we

have an inconsistent system of equations

Ax = b

Note that this equation has a solution only if b is in the column space of A.

Hence the optimal choice is the vector p which is in the column space of Ax, that is closest to

the given b. This choice minimises the error:

E = ‖Ax− b‖ (1.4.3)

This is exactly the distance from b to the point Ax in the column space of A. Searching for

the least squares solution x̄, which will minimise the error E, is the same as locating the point

p = Ax̄ that is closer to b than any other point in the column space.

For an inconsistent system of equations, p = Ax is the projection in the column space and the

error vector Ax̄− b must be perpendicular to that space.

If Ay denotes vectors in the column space of A, then

(Ay)T (Ax̄− b) = 0

or

yT [ATAx̄−ATb] = 0
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Figure 1.3: Least squares solution to a 3× 2 least squares problem.

Hence, we must solve

ATAx = ATb (1.4.4)

If the columns of A are linearly independent, then ATA is invertible and we have

x̄ = (ATA)−1ATb (1.4.5)

1.4.3 A classic: Least Squares Fitting of 2-Dimensional Data

Consider a set of N experimental results {ti, yi}, which we wish to fit to

C +Dti ≈ yi

According to the notation in Eq. (1.3.1), this means that we use φk(xi) = xk−1
i with k = 1, 2

and M = 2. We can rewrite the problem in matrix form as
1 t1

1 t2
...

...

1 tN


[
C

D

]
≈


y1

y2

...

yN


According to Eq. (1.4.4), we then need to solve

[
N

∑N
i=1 ti∑N

i=1 ti
∑N

i=1 t
2
i

][
C

D

]
=

[ ∑N
i=1 yi∑N
i=1 tiyi

]
(1.4.6)
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This can be solved as it is a square (2x2) matrix.The solution is given as:

C =

(∑N
i=1 t

2
i

)(∑N
i=1 yi

)
−
(∑N

i=1 ti

)(∑N
i=1 tiyi

)
N
(∑N

i=1 t
2
i

)
−
(∑N

i=1 ti

)2

D =
N
(∑N

i=1 tiyi

)
−
(∑N

i=1 ti

)(∑N
i=1 yi

)
N
(∑N

i=1 t
2
i

)
−
(∑N

i=1 ti

)2 .

(1.4.7)

1.5 The Projection Matrix P

The calculations from the earlier classes have shown that the closest point to b is

p = A(ATA)−1ATb

Note: This formula expresses in matrix form/terms the geometrical construction of a perpen-

dicular line from b to the column space of A.

The matrix

P = A(ATA)−1AT (1.5.1)

is called the projection matrix. Hence p = Pb is in the column space of A and b− Pb is the

orthogonal complement.

The matrix P = A(ATA)−1AT has two basic properties:

1. It is idemptotent: P 2 = P

2. It is symmetric: P = P T

Conversely, any matrix with these two properties represents a projection on to the column space

of P .

1.5.1 Projections and Least Squares: The Orthonormal Case

Consider A as an M ×N matrix and suppose that its columns are orthonormal.(V T
i Vj) =

{
0, i 6= j

1, i = j

}
Again x̄ = (ATA)−1ATb is the least squares solution and P = A(ATA)−1AT is the projection

matrix. In this case the matrix ATA is the identity matrix, P = AAT and x̄ = AT b
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Example: Fitting a straight line leads to orthogonal columns when the measurements are taken

at times which average to zero. So measure y1, y2, y3 at t1 = −1, t2 = 0, t3 = 1. 1 −1

1 0

1 1


[
C

D

]
=

 y1

y2

y3


We can always do this transformation: t̄ = (t1+. . .+tm)/m. Instead of working with y = C+Dt,

we work with y = c+ d(t− t̄). 
1 t1 − t̄
...

...

1 tN − t̄


[
c

d

]
=


y1

...

yN


If we insert this in Eq. (1.4.6), we observe that we obtain a diagonal matrix on the left hand

side, and we can easily solve the system to get

c =
aT1 y

aT1 a1
=

∑
yi

N
, d =

aT2 y

aT2 a2
=

∑
(ti − t̄)yi∑
(ti − t̄)2

,

where a1,a2 are the columns of the matrix (A = [a1,a2]). This is an example of the Gram-

Schmidt Process for Orthogonalisation.

1.5.2 Orthogonal Matrices

An orthogonal matrix is a square matrix with orthonormal columns.

Properties:

QTQ = I = QQT , QT = Q−1,

‖Qx‖ = ‖x‖, (Qx)T (Qy) = xTy, for all x,y
(1.5.2)

Any matrix A with linearly independent columns can be factored into A = QR, where the

columns of Q are orthonormal, R is upper triangular and invertible.

Using A = QR we can easily solve Ax = b The least squares solution is

x̄ = R−1QTb (1.5.3)

The preliminary work of orthogonalisation saves us the task of forming ATA and solving the

normal equations ATAx̄ = AT b which are very ill conditioned.

1.6 The Pseudoinverse

Goal: find a rule that specifies x̄, given any A and b.
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It is a fact that for every x, Ax is in the column space of A. And the optimal choice is a

vector p = Ax̄ closest to the given b. We therefore minimise

E = ‖Ax− b‖

As we have seen previously, when A is a square invertible matrix, the solution would just be

given by x̄ = A−1b. If A has size N×M with N > M , we use least squares and solve Eq. (1.4.4).

Now, if M > N , there will be many vectors that satisfy Ax̄ = p = Pb

Choice: The optimal solution, among all solutions of Ax̄ = p, is the one that has the

minimum length.

This choice will be the optimal solution to Ax̄ = b, which we compute as x̄ = A+b, where A+ is

the pseudoinverse of A. The Key Observation here is that the row space and the null space of

A are orthogonal complements to Rn. Any vector can be split onto two regular, perpendicular

pieces: one in the rowspace and one in the nullspace.

Suppose x̄0 is the solution to Ax̄ = p. Then x̄0 = x̄r +w , where x̄r is in the row space and w

is in the nullspace.

• Note x̄r is also a solution as Ax̄r = A(x̄r +w) = Ax̄0 = p

• ‖x̄r +w‖2 = ‖x̄r‖2 + ‖w‖2

• All solutions of Ax̄ = p share this same component x̄r and differ only in the nullspace

component w.

Hence:

The optimal least squares solution of any system Ax = b is the vector x̄r (or x̄) which is

determined by two conditions:

• Ax̄ equals the projection of b onto the column space of A.

• x̄ lies in the row space of A.

The matrix that ”solves” Ax = b is the pseudoinverse A+, and we obtain x̄ = A+b.

Example

A =

 µ1 0 0 0

0 µ2 0 0

0 0 0 0

 , with µ1 > 0, µ2 > 0

Column space is the x, y plane, so projecting b = [b1, b2, b3]T gives:

p = Pb = [b1, b2, o]
T
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Ax̄ = p becomes  µ1 0 0 0

0 µ2 0 0

0 0 0 0



x̄1

x̄2

x̄3

x̄4

 =

 b1

b2

0


We conclude that x̄1 = b1/µ1 and x̄2 = b2/µ2. The other two must be zero by the requirement

of minimum length, so:

x̄ =


b1/µ1

b2/µ2

0

0


or

A+b =


µ−1

1 0 0

0 µ−1
2 0

0 0 0

0 0 0


 b1

b2

b3


The above matrix belongs to a special family, namely those matrices with positive entries

µ1, . . . , µr in the first r entries of the main diagonal and zeros everywhere else. Denoting these

matrices by Σ, its pseudoinverses Σ+ are given as follows:

Σ =



µ1

. . .

µr
. . .

0


−→ Σ+ =



µ−1
1

. . .

µ−1
r

. . .

0


Note: The example of the matrix Σ and its pseudoinverse Σ+ for a square matrix shows the

difference between an inverse and a pseudo-inverse. For the pseudo-inverse, we set “1/0 = 0”.

1.7 Singular Value Decomposition (SVD)

An M ×N matrix A can be factored into

A = Q1ΣQT2

where:

• Q1 is an M by M orthogonal matrix

• Q2 is an N by N orthogonal matrix
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• Σ has the special diagonal form described above (Σ is M ×N , rank(Σ) = rank(Σ+) = r,

and (Σ+)+ = Σ)

The numbers µi are called the singular values of A. Hence:

A+ = Q2Σ+Q+
1

where we have “pseudoinverted” the three factors separately in the usual reverse order.

Proof: Show that this choice indeed acts as a minimisation of E = ‖Ax− b‖
What happens to the residual if we choose to add a vector x̄′ to x̄ such that Ax̄′ = b′. Then

E′ = ‖A(x̄+ x̄′)− b‖ = ‖Ax̄+ b′ − b‖
= ‖(Q1ΣQT2 )(Q2Σ+QT1 b) + b′ − b‖
= ‖(Q1ΣΣ+QT1 − I)b+ b′‖
= ‖Q1[(ΣΣ+ − I)QT1 b+QT1 b

′]‖
= ‖(ΣΣ+ − I)QT1 b+QT1 b

′‖

In this proof we used the properties QQT = I and ‖Qx‖ = ‖x‖ of orthogonal matrices. Also

note that ΣΣ+ − I is a diagonal matrix with nonzero entries for wi = 0 and so the elements on

the left are nonzero only where wi = 0.

The other term is:

Ax̄′ = b′ −→ Q1ΣQT2 x̄
′ = b′ −→ ΣQT2 x̄

′ = QT1 b
′

Hence the i-th component is non-zero only where wi 6= 0.

We have the sum of two vectors, one of which is nonzero only where wi = 0 and the other where

wi 6= 0. These two error terms are orthogonal. So

E′2 = ‖(ΣΣ+ − I)QT1 b‖2 + ‖QT1 b′‖2

So E′ is a minimum only if x̄ = 0 which is indeed the SVD choice.

The SVD finds the vector that minimises the least squares residual for an overdetermined

problem.

The columns of Q1 associated with the non-zero singular values (wi 6= 0) form an orthonormal

basis for the range of A and the columns of Q2 associated with µi = 0 form an orthonormal

basis for the nullspace of A. The singular values µi give the lengths of the principal axes of the

hyper-ellipsoid defined by Ax, when x lies on the hypersphere ‖x‖2 = 1.

The solution obtained using the SVD is given by:

x̄ = Q2Σ+QT1 b (1.7.1)
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To see that this works let’s look for another solution to Ax̄ = b. Adding a solution from the

nullspace (Ax̄′ = 0) we get that:

‖x̄+ x̄′‖ = ‖Q2Σ+QT1 b+ x̄′‖

= ‖Q2

(
Σ+QT1 b+QT2 x̄

′
)
‖

= ‖Σ+QT1 b+QT2 x̄
′‖

The first vector has all the elements i > r equal to zero because of the rule for zeroing the

elements of Σ+. Since x̄′ is in the nullspace of A we have

Ax̄′ = 0 =⇒ Q1ΣQT2 x̄
′ = 0 =⇒ ΣQT2 x̄

′ = 0

This means that the i-th component of QT2 x̄
′ must be equal 0 for every µi 6= 0. These two vectors

are orthogonal and hence the sum is minimised when x̄′ = 0 (underdetermined system case).

1.8 Non-Linear Least Squares

The coefficients that we determine for the interpolating functions in the linear case appear only

outside the function values. It would be useful to have coefficients that appear inside the basis

functions.

Example: Basis function is a Gaussian. Parameters to vary are amplitude, location, variance

φ(x;µ, σ) = α exp

(
(x− µ)2

2σ2

)

Note that fixing µ, σ would result in a linear model.

Interpolation now has the form:

f(xi) =
M∑
k=1

φk(xi, βk)αk = yi

or as the linear coefficients can be “absorbed” in the basis function we get

f(xi) = y(xi,a) =

M∑
k=1

φk(xi, ak) = yi , (1.8.1)

where ak includes all the coefficients to determine for φk (e.g. ak = {αk, µk, σk} for the Gaussian

basis shown above). The error can still be expressed as:

χ2 = E =

N∑
i=1

[yi − y(xi,a)]2 (1.8.2)
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We wish to find the coefficients a, which minimise E. Unfortunately, we cannot find the minimum

directly. We need to perform iterations and we are not guaranteed that we will be finding this

minimum.

Method: Evaluate the error locally. Then move in the direction (in the parameter space) that

reduces it.

Start by defining the gradients of the error

∂E

∂ak
= −2[yi − y(xi,a)]

∂y

∂ak
(xi,a)

Different approaches can now be chosen

1. An iterative method to find the solution to this problem is the method of steepest descent

or gradient descent which moves to where error decreases faster:

anew = aold − η∇E(aold)

2. The error gets expanded around a point α0 to second order as:

E(a) = E(a0) + [∇E] · [a− a0] +
1

2
(a− a0) ·H · (a− a0)

which has a gradient ∇E = ∇E(a0) +H(a− a0).

The minimum ∇E = 0 can be found by iterating

anew = aold −H−1∇E(aold)

This is Newton’s method.

Key Oberservation: We may not be able to invert a matrix to find a solution (the best

solution), but we can evaluate the error locally and then move in a direction to improve it.

1.8.1 A brief review of nonlinear equations and Newton’s method

g1(x1, . . . , xn) = 0

...

gm(x1, . . . , xn) = 0

In a linear problem g would become Ax − b. Solve g = 0 by starting from an initial condition

and acting slowly to improve it. We have xk, how to find xk+1?

g(xk+1) = g(xk) + g′(xk)(xk+1 − xk)

To aim for g(xk+1) = 0, set the right hand side to zero.

g′(xk)(xk+1 − xk) = −g(xk)
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x2 x1 x0 x

g

x*

For more than one dimension the derivatives g′ become a matrix, the Jacobian matrix:

Jij =
∂gi
∂xj

and

J(xk+1 − xk) = −gk

The Hessian or second derivative of the error is:

Hkl =
∂2E

∂ak∂al
= 2

N∑
i=1

{ ∂y
∂ak

(xi,a)
∂y

∂al
(xi,a)− [yi − y(x̄,a)]

∂2y

∂al∂ak
(x̄′,a)}

Note: The second terms contain a sum of terms proportional to the residual between the model

and the the data, which should eventually be small and as it changes sign it is customary to drop

this term in nonlinear fitting.

1.8.2 The Levenberg-Marquardt Method

Far from the minimum Newton’s method is completely unreliable: the local slope may shoot the

new point further away from the minimum than the old one was. Near the minimum Newton’s

method converges fast where, gradient descent slows to a crawl.

Possible Strategy: Far away from minimum use Gradient Descent; close to the minimum use

Newton’s Method.

But the question remains, how to decide? How big should the gradient descent steps be? The

Levenberg-Marquardt method answers these questions by:

• Use the Hessian to measure the curvature of error surface.

• Take small steps when the surface is curving quickly (gradient descent steps).
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We set

δai = − 1

λHii

∂E

∂ai

where λ is a scaling factor. So the gradient descent becomes

anew = aold − δa

Now, we can combine it with Newton’s method by defining:

Mii =
1

2

∂2E

∂a2
i

(1 + λ),

Mij =
1

2

∂2E

∂ai∂aj
, (i 6= j)

Then we get step given by:

M · δa = −∇E

or

δa = −M−1 · ∇E

• When λ = 0 use Newton’s method

• When λ becomes big, use Gradient descent

When using the Levenberg-Marquardt method start with λ large. If the step improves the error,

λ is decreased (Newton’s like). If the step increases the error, λ is increased (descent like).

Note: Gradient based techniques will always find minima that are close to the starting point.

We will talk more about these techniques when we talk about optimization.

1.9 Exercises

1.9.1 Question 1

Consider the following two problems:

1. Given N (N � 3) 3D data points {xsi , ysi , zsi }, we wish to find a surface z = fs(x, y) =

a+ b x+ c y such that we approximate zsi ≈ fs(xsi , ysi )

2. Given N (N � 3) 2D data points {xgi , y
g
i }, we wish to find a Gaussian function y = fg(x) =

A exp(−(x− µ)2/σ2) such that we approximate ygi ≈ fg(x
g
i )

Can we solve the two problems with linear least squares? Motivate your answer.

(3 options: we can solve only problem 1, only problem 2 or both)

Solution: in the sense of least squares we can only solve problem 1
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1.9.2 Question 2

Reconsider problem 2 from question 1. What happens if we rewrite it by taking the (natural)

logarithm of fg(x): ln(y) = ln(fg(x)) = ln(A)− (x− µ)2/σ2

Can we use linear least squares to approximate ln(ygi ) ≈ ln(fg(xgi ))? Motivate your answer.

(2 options: yes or no)

Solution: yes we can. We do least squares for ln(y) ≈ a x2 + b x+ c and given the parameters

a, b, c we can evaluate the 3 unknowns of the Gaussian as follows:

ln(fg(x)) = − 1

σ2
x2 +

2µ

σ2
x+ ln(A)− µ2

σ2

=⇒ a = − 1

σ2
, b =

2µ

σ2
, c = ln(A)− µ2

σ2

=⇒ σ2 = − 1

a2
, µ = − b

2a
, A = exp

(
c− b2

4a

)

1.9.3 Question 3

Reconsider the last two questions. What error do we minimize if we approximate ygi ≈ fg(xgi )

with the least squares solution of question 2? Do we minimize
∑

i

(
fg(xgi )− y

g
i

)2
?

(2 options: yes or no)

Solution: no we do not. We minimize

∑
i

(
ln(fg(xgi ))− ln(ygi )

)2
=
∑
i

ln

(
fg(xgi )

ygi

)2

.

1.9.4 Question 4

Compare the least squares solution of problem 1 of question 1 (3D data) with the least squares

solution of question 2. In both cases we will end up with a matrix to invert to solve for the

unknown parameters. Which of the two has the bigger matrix to invert?

(2 options: Gaussian, 3D, both same)

Solution: both will end up in a 3× 3 matrix to solve as we have 3 unknowns.

1.9.5 Question 5: Lagrange vs Least Squares

We consider N data points in 2D ({xi, yi} with i = 1 . . . N), where we wish to find a function

f(x) such that yi ≈ f(xi). As an example, imagine that the data is given on a straight line (i.e.

yi = a xi + b for some real values a and b):



1.9. Exercises 19

• How do you expect the Lagrange functions (lk(x) in Eq. (1.3.4)) to look like for N = 3?

How about larger N?

Solution: For N = 3, the Lagrange functions lk(x) are polynomials of order N − 1 = 2

(quadratic). For larger N , the Lagrange functions lk(x) will always be polynomials of order

N − 1.

• How do you expect the Lagrange interpolator (f(x) in Eq. (1.3.5)) to look like?

Solution: The Lagrange interpolator is expected to be the equation of a line f(x) = ax+b

in every case (no matter how many N points we use). This means, that for an order-1

function (linear) the higher order (quadratic, cubic etc.) terms do not contribute to the

interpolator. We provide a simple example in order for this to be clearer: Assume we have

to interpolate through the following set of points that are drown from the linear function

f(x) = 2x+ 1, {xi, yi} = (0, 1), (2, 5), (4, 9).

Using N = 2 points:

l1(x) =
x− 2

−2
= −1

2
(x− 2)

l2(x) =
x− 0

2
=
x

2

f(x) = 1(−1

2
)(x− 2) + 5

x

2
= 2x+ 1

Using N = 3 points:

l1(x) =
(x− 2)(x− 4)

(0− 2)(0− 4)
=

(x− 2)(x− 4)

8
=
x2 − 6x+ 8

8

l2(x) =
(x− 0)(x− 4)

(2− 0)(2− 4)
= −x

2 − 4x

4

l3(x) =
(x− 0)(x− 2)

(4− 0)(4− 2)
=
x2 − 2x

8

f(x) = 1
x2 − 6x+ 8

8
− 5

2x2 − 8x

8
+ 9

x2 − 2x

8
= 2x+ 1

The resulting interpolator for N = 3 matches the result for N = 2. Generalizing, for a linear

function, the final interpolator f(x) using N ≥ 3 points will be the same as computing it

with N = 2 points.

• How do you expect those functions (lk(x) and f(x)) to change if we add a bit of noise to

the data? Adding noise can be imagined as choosing yi = axi + b+ ξi, where ξi is sampled

from a normal random distribution with mean 0 and standard deviation σ. How do you

expect the value of σ to affect the Lagrange interpolator?

Solution: By adding noise to the data: yi = axi + b + ξi, ξi ∼ N (0, σ2) the Lagrange

functions are not varied: lk(x) is a function of {xi} only. The Lagrange interpolator f(x)

is modified:
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for data without noise: yi = axi + b

for data with noise: y∗i = axi + b+ ξi

f(x) =
∑

yklk(x) =
∑

(axk + b)lk(x)

f∗(x) =
∑

y∗klk(x) =
∑

(axk + b+ ξk)lk(x)

The difference in the interpolator is:

|f(x)− f∗(x)| =
N∑
k=1

|ξklk(x)| ≤
∑
|ξk|

∑
|lk(x)|

We conclude that including even a bit of noise can cause significant oscillations, whereas

oscillations become worse with increasing σ. If σ → 0, then ξk is distributed close to 0, so

error is considerably lower.

• Imagine we did a least squares fit to a linear function yi ≈ aLxi + bL and computed aL, bL

as in Eq. (1.4.6) (note that there we used a slightly different notation). Would you expect

to get aL = a and bL = b, if the data had no noise? What if we added noise to the data?

Solution: For least squares fit: yi = aLSxi+ bLS . If data has no noise: aLS = a, bLS = b.

If we add noise: y∗i = a∗LSxi + b∗LS + ξi. See exercise set 1 question 3:

|f(x)− f∗(x)| ≤ |a− a∗LS |x+ |b− b∗LS |

|a− a∗LS | ≤
C

N

N∑
i

ξi

1.9.6 Question 6: Extensions to higher dimensions

Imagine that you were given N data points in 3D ({xi, yi, zi} with i = 1 . . . N), which were

roughly located on a surface (i.e. zi = a xi + b yi + c + ξi, where a, b, c are unknown real values

and ξi is a noise term, which can again be imagined as being sampled from a normal distribution).

How would you try to estimate the values a, b, c using the data?

Solution: For Least Squares see exercise set 1 question 2.

1.9.7 Question 7: Computational complexity

Consider again the case of N data points in 2D: {xi, yi} (i = 1 . . . N). Estimate the computational

complexity in terms of number of basic floating point operations (FLOPs: add, subtract, multiply,

divide) to evaluate f(x) in Eq. (1.3.5) for a given value x. Estimate the computational complexity

to evaluate the equivalent f(x) =
∑N

k=1 αkφk(x) (as in Eq. (1.2.1)) with basis functions φk(x) =

xk−1 (as in Eq. (1.3.3)) with given coefficients αk. Which one requires less FLOPs and hence is
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faster to evaluate? How many FLOPs do you save if you evaluate a simplified system such as

f(x) =
∑M

k=1 αkφk(x) with M < N?

Solution: To evaluate f(x) =
∑N

k=1 yklk(x) where lk(x) =
∏N
i=1,i 6=k

(x−xi)
(xk−xi) we have

f(x) = y1
(x− x2)(x− x3) . . . (x− xN )

(x1 − x2)(x1 − x3) . . . (x1 − xN )
+ . . .

+ yN
(x− x1)(x− x2) . . . (x− xN−1)

(xN − x1)(xN − x2) . . . (xN − xN−1)

For every lk the yk
∏ 1

(xk−xi) is a constant and can be precomputed.

f(x) = c1[(x− x2)(x− x3) . . . (x− xN )] + · · ·+ cN [(x− x1)(x− x2) . . . (x− xN−1)]

We need N multiplications for every term and there are N terms (N basis functions). Thus, in

total we need N2 flops.

To evaluate f(x) =
∑
akΦk(x) where Φk(x) = xk−1 we have

f(x) = aNx
N−1 + aN−1x

N−2 + · · ·+ a2x
1 + a1

If we compute xk−1 in each step from scratch it takes: (N−1)(N−2)
2 multiplications to compute

xk−1 and N − 1 multiplications to multiply with all xk−1 with ak. Therefore, overall N2−N
2

multiplications.

If we compute xk−1 using xk−2 (computed in previous step) we can save flops. We have to do

N − 1 multiplications for all xk−1 and N − 1 multiplications to multiply with all xk−1 with ak.

Together, we need 2N − 2 multiplications.
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Chapter 2

Neural Networks

2.1 Introduction

PHYSICAL 
WORD

Question?

DATA

MODEL

COMPUTATION

quality?

observations 
sensors

numbers, 
properties of QoI 

predictions, 
algorithms, 
decisions

computers, 
approximation

Figure 2.1: Data, hypothesis, and learning algorithms.

Example: The Netflix problem

How to suggest movies to a Netflix customer? We can collect the data about the customer and

obtain a profile of the user (see Figure 2.2). Then we can evaluate the similarities between all

customer 

movie in the  
data base

action comedy Block-
buster … Tom 

Cruise

Figure 2.2: Profile of the customer and a given movie in the database.

movies in the database and the user’s profile. The N recommended movies are the N most
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similar ones.

2.2 Learning & functions/architectures

Figure 2.3 shows the error as a function of model complexity, i.e., number of parameters. For

model complexity

er
ro

r

training data

out of  
sample data

optimal 
model complexity

overfitting  
the data

under-fitting  
the data

Figure 2.3: Error as a function of model complexity for training and testing data.

the training data, the error is decreasing with increased complexity. However, for the testing

data (that was not used for the training) the error is a convex function. The minimum of this

function defines the regions of under and over-fitting the data. The problem of overfitting can

be checked with methods, e.g., cross-validation (we split the data into fitting and testing data),

bootstrapping.

2.3 Neural Network architecture

There are many Neural Network (NN) types, e.g, forward-feed NN, convolutional NN, recurrent

NN. Here, we will consider the simplest NN architecture, i.e., the fully connected forward-feed

NN shown in Figure 2.4. The leftmost layer in this network is called the input layer, and the

nodes/neurons within the layer are called input nodes/neurons. The rightmost or output layer

contains the output nodes (in Figure 2.4 a single output node). The middle layer is called a

hidden layer.

Consider a node j with I inputs xi, i = 1, .., I. The output of the node xj is given by

xj = g(hj)

hj =

i=I∑
i=1

wjixi
(2.3.1)

where g is the activation function and wji are the weights. Some of the commonly used activation

functions are:
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x1 x2 … xi xI input layer

g
h1

g
…

g
hj

g g
hJ

G
HK

Y NN

g
hj

node j

inputs 
xi

output layer

hidden layer

x

wji

Wkj

Figure 2.4: Neuron (left) and neural network (right) with an input layer with I input nodes, 1

hidden layer with J nodes, and an output layer with a single output node (K = 1).

• sigmoid: g(hj) = 1

1+e−hj

• hyperbolic tangent : g(hj) = tanh(hj)

• rectified linear units (ReLu): g(hj) = max(0, hj)

• softmax or normalized exponential function: “squashes” a K-dimensional vector z of arbi-

trary real values to a K-dimensional vector σ(z) of real values in the range [0, 1] that add

up to 1, i.e., σ(z)j = ezj∑K
k=1 e

zk
for j = 1, ..,K.

Now consider a neural network in Figure 2.4, where the input x = (x1, x2, ..., xI) is a vector of

size I, the hidden layer has J nodes, and the output is a vector YNN = (Y NN
1 , Y NN

2 , ..., Y NN
K )

of size K, with K = 1 in our case. For nodes in the hidden layer, we can write

hj =
i=I∑
i=1

wjixi

xj = g(hj) = g(

i=I∑
i=1

wjixi).

(2.3.2)

The value of the output node is

Hk =

j=J∑
j=1

Wkjxj =

j=J∑
j=1

Wkjg(
i=I∑
i=1

wjixi)

Yk = G(Hk).

(2.3.3)

We would like to train the NN on data {xl,yl}, where l = 1, 2, ..., L and L is the size of the
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training data. The cost function E is given by

E =
1

2

l=L∑
l=1

(yl −YNN
l )2,

E =
1

2

l=L∑
l=1

(yl −G(

j=J∑
j=1

Wkjg(
i=I∑
i=1

wjixi)))
2.

(2.3.4)

The cost function can be minimized with the “back-propagation method”, i.e., by computing

the derivative of E with respect to the weights w,W , which are the unknown parameters of the

NN. Based on the derivatives, we can update the weights using an optimizer. There are many

optimizers, e.g., gradient descent, stochastic gradient descent, Adam, RMSProp.



Chapter 3

Splines

3.1 Key Points

After this class, you should understand the following points regarding splines:

• Method to interpolate data, not to extrapolate data

• Interpolating Splines (e.g. Cubic Splines) are smooth functions which pass through all data

points. Cubic splines result in continuous 2nd derivatives (C2)

• Cubic Splines compared to global Lagrange polynomials: still goes through all data points

but with piecewise cubic polynomials (instead of higher order in Lagrange)

• Cubic Splines compared to other piecewise cubic functions: continuous 2nd derivatives

• B-Splines define basis functions to generate splines

• Approximating Splines (e.g. NURBS) are easier to compute and still have continuous 2nd

derivatives, but do not pass through all data points

• Multivariate Interpolation is used on functions that depend on multiple coordinates

• NURBS surfaces can be used to generate smooth surfaces for data given on a grid

A few concrete example questions regarding those points are given at the end of this chapter.
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3.2 Interpolation: Introducing Model Architectures

Function fitting may be understood as a low order model that describes the given data. The

type of interpolation is equivalent to choosing a particular model and as such it reflects some

prior knowledge about the data. The choice of the approximating function as well as the choice

(when possible) of the sampling points, represents assumptions that we have made about the

structure/architecture of the model.

Functions can be applied to data points in order to interpolate among them (i.e. interpret the

data) and in order to extrapolate (i.e. predict based on the available data).

Extrapolation is equivalent to generalisation. There are two limits:

1. Using a function that does not have enough flexibility to follow the data. (”too little”

dependence on data)

2. Using a function that is so flexible that it fits noise or produces artifacts absent in the

original data. (“too much” dependence on data).

Extra concerns: How easy is it to use the various interpolating functions and how easy is it

to understand the goodness of their fit.

3.3 Cubic Splines

In the previous chapter we encountered Lagrange polynomials, used to approximate arbitrary

functions from a set of data points. These polynomials are appropriate approximations in many

occasions (see also the note on selecting nodes from the zeros of Chebychev polynomials). Global

polynomials have a hard time following local behaviour, resulting in undesirable artifacts such

as overshooting and ringing.

Lagrange polynomials are a single polynomial approximating in a global fashion the data, a

process that may be problematic for small variations of the data. High degree polynomials are

highly oscillatory, a property that may not reflect the functions that are being approximated

from the sampled points. Moreover, small fluctuations in the data, even in a small region of the

domain, result in very large fluctuations of the approximating function over the entire domain.

This fact restricts the use of Lagrange polynomials when approximating data that arise from

measurements in many physical and engineering systems.

An alternative approach is to divide the interval into smaller subdomains and then construct

different approximations in each interval. This is the key idea of splines. Splines are constructed

as piecewise polynomials with different parameters in each interval. They belong to a class of

locally defined polynomials with appropriate patching conditions. Cubic splines use piecewise

cubic polynomials and match their values along with first and second derivatives.
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Figure 3.1: Wooden spline with hooked weights (so called “ducks”) used to design the hull of a

sailing vessel (source: http://www.alatown.com/spline/).

Splines are heavily used in computer graphics and design (ship building, aircraft design,

CAD software). They are also occasionally used for data fitting and as a tool in numerical

methods even though some special care is required at the boundaries.

Assume the data is given as

{xi, yi}, i = 1, . . . , N

Let fi(x) be a cubic function between the points xi ≤ x ≤ xi+1 and f(x) the collection of all

fi(x) for the entire range of x1 ≤ x ≤ xN . We now wish to construct f(x) such that it matches

the data as f(xi) = yi and such that it has continuous second derivatives.

Key idea: Since f(x) is piecewise cubic, its second derivative f ′′ is piecewise linear and will be

fully determined if we know f ′′(xi) for all i. We therefore introduce the second derivatives as the

N unknowns we wish to solve for:

f ′′i = f ′′(xi) −→ N unknowns

Let ∆i = xi+1 − xi. Then we can write

f ′′(x) = f ′′i
(xi+1 − x)

∆i
+ f ′′i+1

(x− xi)
∆i

xi ≤ x ≤ xi+1

We integrate this expression twice and we determine the two constants of integration from:

yi = f(xi) and yi+1 = f(xi+1)

The continuity for f ′ gives equations for f ′′i which we can solve.

http://www.alatown.com/spline/
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Figure 3.2: Example of a cubic spline fitted through data points (source: wikipedia).

In action: After integration we obtain

f ′(x) = −f ′′i
(xi+1 − x)2

2∆i
+ f ′′i+1

(x− xi)2

2∆i
+ Ci, (3.3.1)

f(x) = f ′′i
(xi+1 − x)3

6∆i
+ f ′′i+1

(x− xi)3

6∆i
+ Ci(x− xi) +Di. (3.3.2)

We evaluate this at the data points {xi, yi = f(xi)} and {xi+1, yi+1 = f(xi+1)} to obtain

yi = f(xi) = f ′′i
∆2
i

6
+Di

yi+1 = f(xi+1) = f ′′i+1

∆2
i

6
+ Ci∆i +Di

(3.3.3)

We solve Eq. (3.3.3) for Ci and Di:

Ci =
yi+1 − yi

∆i
− (f ′′i+1 − f ′′i )

∆i

6
(3.3.4)

Di = yi − f ′′i
∆2
i

6
(3.3.5)

Now we compute f ′(x) (using Eq. (3.3.1) and Eq. (3.3.4)) once with xi ≤ x ≤ xi+1 and once

xi−1 ≤ x ≤ xi:

for xi ≤ x ≤ xi+1: f ′(x) = f ′′i+1

[
(x− xi)2

2∆i
− ∆i

6

]
− f ′′i

[
(xi+1 − x)2

2∆i
− ∆i

6

]
+
yi+1 − yi

∆i

for xi−1 ≤ x ≤ xi: f ′(x) = f ′′i

[
(x− xi−1)2

2∆i−1
− ∆i−1

6

]
− f ′′i−1

[
(xi − x)2

2∆i−1
− ∆i−1

6

]
+
yi − yi−1

∆i−1

Evaluating at x = xi the two derivatives and asking that they are equal we get (after rearranging

some terms)

∆i−1

6
f ′′i−1 +

(
∆i−1 + ∆i

3

)
f ′′i +

∆i

6
f ′′i+1 =

yi+1 − yi
∆i

− yi − yi−1

∆i−1
(3.3.6)

We can write N − 2 equations because these equations are not valid at the ends (except for

periodic functions). We need 2 additional equations as boundary conditions. We have the

following possibilities:
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• Natural spline: f ′′1 ≡ f ′′N = 0

• Parabolic runout: Set f ′′1 = f ′′2 and f ′′N = f ′′N−1

Hence, we can have a tri-diagonal system with N equations and N unknowns (the f ′′i ).

Notes:

• Natural splines are equivalent to mechanical rods or wooden splines used in design. The

rod tends to pass through points when fixed on them, trying to minimise the curvature

which is equivalent to energy: E ≈ min
∫

[f ′′(x)]2dx =⇒ cubic spline with natural ends.

These types of splines have the problem that moving one point affects all the others

(the system of equations must be solved anew).

• For an interactive application such as in computer graphics it must be possible to make a

local change and not have to recompute the entire curve.

• An alternative to globally defined cubic splines is to patch together piecewise cubic polyno-

mials using four points for each patch. Given four points {ti, yi} (i = {1, 2, 3, 4}) we define a

cubic function f(x) by using the outer points as end points and the inner points to define the

derivatives: f(t1) = y1, f(t4) = y4, f
′(t1) = (y2 − y1)/(t2 − t1), f ′(t4) = (y4 − y3)/(t4 − t3).

When drawing such a curve, the user (or the application) can enforce continuity of the first

derivatives but enforcing continuity of second derivatives would again require a solution of

a system of equations as for the cubic splines. This is the approach used for instance when

drawing Bézier curves (details on Bézier curves are given in the section on NURBS

which generalizes Bezier curves).

• Another alternative is given by sums of cubic basis splines (see section on B-splines) which

enforce continuity of second derivatives and can efficiently be constructed to approximate

a set of data points (see section on NURBS).

3.4 B-splines

B-splines are basis functions of a given degree which can be used to define any other spline (of the

same degree). M B-splines Bi,d,t(x) (i = 1, . . . ,M) of polynomial degree d can be constructed

for a given knot vector with entries tj (j = 1, . . . ,M +d+ 1). The knot vector must be ordered

(t1 ≤ t2 ≤ · · · ≤ tM+d+1) and defines the intervals of the piecewise polynomial function. Any

spline Sd,t(x) with piecewise polynomials of degree d in those intervals can be written as:

Sd,t(x) =

M∑
i=1

αiBi,d,t(x) , (3.4.1)
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where the factors αi are free parameters to be determined. The resulting function consists of

different piecewise polynomials of degree d for each interval ti ≤ x ≤ ti+1. By construction the

functions will have continuous derivatives up to degree d−1 (if all inner knots tj are distinct).

The B-spline Bi,d,t(x) is itself constructed as a piecewise polynomials of degree d which is only

non-zero for the range ti ≤ x ≤ ti+d+1. The construction is performed recursively as:

Bi,0,t(x) =

1 if ti ≤ x < ti+1,

0 otherwise,

Bi,d,t(x) =
x− ti
ti+d − ti

Bi,d−1,t(x) +
ti+d+1 − x
ti+d+1 − ti+1

Bi+1,d−1,t(x).

(3.4.2)

Figure 3.3: Basis functions for B-splines with degrees d = 1, d = 2 and d = 3 (left to right).

Source: geometrie.foretnik.net.

It is possible for knots to be repeated. A common case is to have a “clamped” effect by setting

the first d+ 1 knots to be equal and the last d+ 1 knots to be equal:

{t1, . . . , td+1︸ ︷︷ ︸
d+1 equal knots

, td+2, . . . , tM︸ ︷︷ ︸
M−d−1 internal knots

, tM+1, . . . , tM+d+1︸ ︷︷ ︸
d+1 equal knots

} (3.4.3)

This choice of knots ensures that the first and last B-splines are 1 on the first and last knot

respectively (B1,d,t(t1) = BM,d,t(tM+d+1) = 1), while all the other B-splines are 0 for those knots

(Bi,d,t(t1) = Bi,d,t(tM+d+1) = 0, for i = 2, . . . ,M−1). As long as the M−d−1 internal knots are

different from each other, the resulting splines still have continuous derivatives up to degree d−1

(as a side note: each duplicated internal knot decreases the degrees of continuous derivatives by

one). In Eq. (3.4.2), multiplied knots can lead to terms of the form 0/0, which are resolved such

that 0/0 = 0.

Given N data points as {xi, yi} (i = 1, . . . , N with N ≥ M), we can use the B-splines to find

the parameters αi in Eq. (3.4.1) in the sense of linear least squares. If N = M we can also force

spline Sd,t(x) to go through all our data points. We note though that the choice of the knots ti is

not obvious when B-splines are used for function fitting. Also the parameters are again coupled

as with the cubic splines so that if we change one data point, we must recompute all parameters.

A solution to this problem is given by curve fitting using NURBS.

geometrie.foretnik.net
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3.5 NURBS

When we wish to approximate curves, it is hopeless to try to identify suitable approximating

functions such as that f(x) ≈ y(x). In this case we parametrize the x, y coordinates as x(s), y(s)

and then use for example cubic splines to approximate each one of the curves x(s) and y(s).

A general framework for curve approximation is given by NURBS (Non-Uniform Rational B-

Splines). NURBS generalize both B-splines and Bézier curves. The key idea is that we do not

fit a function to the data but instead compute a linear combination of data points scaled by

B-splines and user-specified weights. The resulting curve will generally not pass through the

data points but will provide a smooth curve with continuous derivatives and will be efficient to

compute.

Given N data points pi = {xi, yi} (i = 1, . . . , N). We now define N B-splines Bi,d,t(s) of degree

d with knots tj (j = 1, . . . , N + d + 1). We furthermore define weights wi for each data point.

The curve is now parametrized as p(s) = {x(s), y(s)} for td+1 ≤ s < tN+1 as follows:

p(s) =
N∑
i=1

Ri,d,t(s)pi, with Ri,d,t(s) =
Bi,d,t(s)wi∑N
j=1Bj,d,t(s)wj

, (3.5.1)

where the B-splines Bi,d,t(s) are defined as in Eq. (3.4.2).

Notes:

• If you wish to implement NURBS curves as in Eq. (3.5.1), you would loop for s values in

the range td+1 ≤ s ≤ tN+1 and draw the curve as lines connecting subsequent points. Note

that you loop over values of s and not over x or anything related to the data points. The

loop range depends only on the knot vector.

• By construction, B-splines have the property of partition of unity:
∑N

i=1Bi,d,t(s) = 1 (for

td+1 ≤ s ≤ tN+1). For non-weighted NURBS (wi = 1), we therefore have Ri,d,t(s) =

Bi,d,t(s).

• Due to Eq. (3.4.2), any data point i will only affect a bounded region of the parametric

coordinate s (ti ≤ s ≤ ti+d+1). Therefore, changing one data point will only affect a part

of the curve.

• Bézier curves (as used in many computer graphics programs) are constructed as unweighted

NURBS (wi = 1) by grouping together 4 data points. The resulting curve will be continuous

and will have continuous derivatives if the data points of consecutive groups of data points

have the same slope.

• If B-splines with “clamped” knots are used (see Eq. (3.4.3)), the curve is guaranteed to

start at the first control point and end at the final one.

A demo for NURBS, B-splines and Bézier curves (and the source for the images used here) is

given at http://geometrie.foretnik.net/files/NURBS-en.swf.

http://geometrie.foretnik.net/files/NURBS-en.swf
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Figure 3.4: A non-weighted NURBS curve with cubic B-splines as basis functions. The left and

middle panels show the effect of changing a single data point. The right panel shows the B-splines

and knots used. Source: geometrie.foretnik.net.

Figure 3.5: Cubic Bézier curve with 4 data points (left) and corresponding B-splines (middle).

Longer curves are constructed by patching together such curves (right). Source: left/middle:

geometrie.foretnik.net, right: Apple Keynote.

3.6 Multivariate Interpolation

Multivariate interpolation refers to the (most interesting and practical) case of developing inter-

polating functions for data in higher dimensions.

We start with the 2-dimensional case.

Given zk = Z(xk, yk) for k = 1, ..., N we must find a reasonable function f(x, y) such that

zk = f(xk, yk)

geometrie.foretnik.net
geometrie.foretnik.net
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3.6.1 Gridded Data

In the case of gridded data we can use as functions the tensor products of functions in 1-

dimension. So we have that the approximating function reads:

f(x, y) =
∑
i

∑
j

ai,jφi(x)φj(y) (3.6.1)

In general this requires solving a system of equations of dimensions MN ×MN where M ×N
are the number of data points in both dimensions. We need to solve for the coefficients ai,j that

satisfy:

f(xp, yq) = Z(xp, yq) =
∑
i

∑
j

ai,jφi(xp)φj(yq) (3.6.2)

Using Lagrange polynomials we can show that:

f(xp, yq) =
∑
i

∑
j

Z(xi, yj)li(xp)lj(yq) (3.6.3)

where:

li(x) =
(x− x1)(x− x2) . . . (x− xi−1)(x− xi+1) . . . (x− xM )

(xi − x1)(xi − x2) . . . (xi − xi−1)(xi − xi+1) . . . (xi − xM )
(3.6.4)

and

lj(y) =
(y − y1)(y − y2) . . . (y − yj−1)(y − yj+1) . . . (y − yN )

(yj − y1)(yj − y2) . . . (yj − yj−1)(yj − yj+1) . . . (yj − yN )
(3.6.5)

Note that the comments we made for Lagrange interpolation in 1D are exacerbated for Lagrange

polynomials in 2D.

To approximate a surface given the data points we can use NURBS surfaces. We define a

“grid” of N ×M control points pi,j = {xi,j , yi,j , zi,j} (where the 3D coordinates can be posi-

tioned arbitrarily). The two dimensions of the grid of control points correspond to two parametric

dimensions u and v. For each parametric dimension we fix the degree to be dU and dV , respec-

tively, and define knot vectors tU (with N + dU + 1 knots) and tV (with M + dV + 1 knots),

respectively. The surface is finally given as a tensor project of the Ri,d,t functions defined in

Eq. (3.5.1) as follows:

p(u, v) =

N∑
i=1

M∑
j=1

Ri,dU ,tU (u)Rj,dV ,tV (v)pi,j . (3.6.6)
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Figure 3.6: A NURBS surface generated with a grid of control points. Source: wikipedia.

3.6.2 Irregular Data

A number of different interpolation methods have emerged over the years that depend strongly

on the underlying application and the type of surfaces that the scattered data represent. We

outline some representative methods below:

• Shepard’s method: This has been a popular function to approximate irregular data with

applications to computer graphics and in earlier times in simulations using particle based

and finite element methods.

The approximating function for N irregularly spaced points is expressed as

f(x, y) =

∑n
k=1 zk g(x− xk, y − yk)∑n
k=1 g(x− xk, y − yk)

(3.6.7)

where the function g(x, y) is usually selected to be a function with radial symmetry and

decaying away from the data points. In Shepard’s original approach it was selected that

g(x, y) =
1

(x2 + y2)µ/2
(3.6.8)

where µ was a free parameter that was chosen depending on the data. (see article: Repre-

sentation and Approximation of Surfaces by Robert E. Barnhill in: Rice, John Rischard.

1977. Mathematical Software III: Proceedings of a Symposium Conducted by the Mathemat-

ics Research Center, the University of Wisconsin–Madison, March 28-30, 1977. Orlando,

FL, USA: Academic Press, Inc.

• Coons patch: This has been the workhorse interpolation method in the 70’s and 80’s in

the automobile industry. We consider surfaces that are composed by four sided patches.

These patches can be mapped onto unit squares so the interpolation function can be derived

for these squares instead.
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Hence we consider a square occupying the area (0 ≤ x, y ≤ 1) and that data is given along

the edges of the square, that is we know the values at z(x, 0), z(0, y), z(x, 1), z(1, y).

The method of Coons reads:

z(x, y) = y · z(x, 1) + (1− y) · z(x, 0) → linear interpolation in y

+ x · z(1, y) + (1− x) · z(0, y) → linear interpolation in x

− (1− x) · (1− y) · z(0, 0)− (1− x) · y · z(0, 1) → bilinear interpolation

− (1− y) · x · z(1, 0)− x · y · z(1, 1) → bilinear interpolation

(3.6.9)

3.7 Exercises

3.7.1 Cubic splines with periodicity

How does the matrix equation (Eq. (3.3.6)) look like for periodic functions ({xN , yN} = {x1, yN})?
Do we have a tri-diagonal matrix to invert?

Solution:

The equations of the interior points will be the same as in Eq. (3.3.6).

∆i−1

6
f ′′i−1 +

∆i−1 + ∆i

3
f ′′i +

∆i

6
f ′′i+1 =

yi+1 − yi
∆i

− yi − yi−1

∆i−1

Aif
′′
i−1 +Bif

′′
i + Cif

′′
i+1 = Di

For the end points with periodic conditions:

• i = 1: ∆i−1 = ∆N−1, yi−1 = yN−1, y1 = yN , f ′′i−1 = f ′′N−1

∆N−1

6
f ′′N−1 +

∆N−1 + ∆1

3
f ′′1 +

∆1

6
f ′′2 =

y2 − y1

∆1
− yN − yN−1

∆N−1

B1f
′′
1 + C1f

′′
2 = D1

• i = N − 1: ∆i+1 = ∆1, yi+1 = y1, y1 = yN , f ′′i+1 = f ′′1 = f ′′N

∆N−2

6
f ′′N−2 +

∆N−2 + ∆N−1

3
f ′′N−1 +

∆N−1

6
f ′′N =

yN − yN−1

∆N−1
− yN−1 − yN−2

∆N−2

AN−1f
′′
N−2 +BN−1f

′′
N−1 = DN−1

Non-tridiagonal terms are boxed. The above relations are summarized in the following matrix
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form:

∆1+∆N−1

3
∆1
6 0 . . . 0

∆N−1

6
∆1
6

∆1+∆2
3

∆2
6 0 . . . 0

0 ∆2
6

. . .
. . .

. . . 0

0 . . . 0
. . .

. . . ∆N−2

6
∆N−1

6 0 . . . 0
∆N−2

6
∆N−2+∆N−1

3





f ′′1
f ′′2
...

f ′′N−2

f ′′N−1


=



y2−y1
∆1
− yN−yN−1

∆N−1
...
...
...

yN−yN−1

∆N−1
− yN−1−yN−2

∆N−2


The resulting matrix is not tridiagonal.

3.7.2 Cubic splines for lines and parabolas

Assume N data points are given as {xi, yi} (i = 1, . . . , N) with xi = i h. Evaluate Eq. (3.3.6) for

two special cases:

1. A straight line: yi = a+ b xi

2. A parabola: yi = a+ b xi + c x2
i

For both cases: simplify Eq. (3.3.6) for the given data (also use xi+1 = xi+h and xi−1 = xi−h).

What do you expect for the solution f ′′i to fit the data perfectly? Is your expected solution an

actual solution for your simplified Eq. (3.3.6)?

Solution:

xi+1 = xi + h, xi−1 = xi − h

• for a straight line:

h

6
f ′′i−1 +

2h

3
f ′′i +

h

6
f ′′i+1 =

a+ bxi+1 − (a+ bxi)

h
− a+ bxi − (a+ bxi−1)

h

=
b(xi + h− xi)

h
− b(xi − (xi − h))

h
= 0

For data following a straight line we expect: f ′′i = 0. y′i = b, y′′i = 0. This is a solution of

the simplified Eq. (3.3.6).

• for a parabola:

h

6
f ′′i−1 +

2h

3
f ′′i +

h

6
f ′′i+1 =

a+ bxi+1 + cx2
i+1 − (a+ bxi + cx2

i )

h
− a+ bxi + cx2

i − (a+ bxi−1 + cx2
i−1)

h

=
c(xi + h− xi)(xi + h+ xi)

h
− c(xi − xi + h)(xi + xi − h)

h

=
ch

h
[2xi + h− 2xi + h] = 2ch

1

6
f ′′i−1 +

2

3
f ′′i +

1

6
f ′′i+1 = 2c

For parabola: y′i = b+ 2cxi and y′′i = 2c = const. Thus, [1
6 + 2

3 + 1
6 ]2c = 2c. We find that

the expected solution is an actual solution of simplified Eq. (3.3.6).
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3.7.3 Cubic splines compared to cubic B-splines

Assume N data points are given as {xi, yi} (i = 1, . . . , N). We choose N cubic B-splines (d = 3)

with a knot vector which includes all N xi values. Since we have N unknowns αi in Eq. (3.4.1)

and N data points we can solve the system of equations with Sd,t(xi) = yi (i = 1, . . . , N) to get

αi. What do you expect as a result in comparison with the cubic spline function in Eq. (3.3.2)?

Solution:

The knot vector corresponding to problem data is tj , j = 1, . . . , N + 3 + 1.

Sd,t(xi) =
N∑
i=1

aiBi,d,t(xi) = yi i = 1, . . . , N

The resulting basis cubic splines (order d = 3) are linearly combined in order to construct the

final formula using Eq. (3.4.1). This means that a cubic spline can be actually generated using

B-splines, by linear combination of basis cubic splines. In fact, one can generate any spline from

B-splines.
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Chapter 4

Choosing basis functions

4.1 Key Points

After this class, you should understand the following points regarding functional representations

with basis functions:

• Why/when to use orthogonal functions for interpolations

• How to construct them through the Gram-Schmidt orthogonalisation

• What are radial basis functions

• How to chose between different interpolants (cross-validation)
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4.2 Orthogonal Functions

In a polynomial fit, the coefficients at each order are intimately connected. Dropping a high-

order term gives a completely different function; it is necessary to re-fit to find a lower-order

approximation. For many applications, it is convenient to have a functional representation that

allows successive terms to be added to improve the agreement without changing the coefficients

that have been already found.

Example: If we store an image in such a way, then the fidelity with which it is displayed can

be varied by changing the number of terms used. The fidelity can then be based on the available

display, bandwidth and processor.

Expansions that let successive corrections be added without changing lower-order approxima-

tions are done with orthogonal functions. Orthogonal functions are the functional analog to

orthogonal transformations. Our functional representation of y(x) is given by

y(x) =
M∑
i=1

αiφi(x) (4.2.1)

with the property of orthogonality of the basis functions:

〈
φi(x)φj(x)

〉
=

∫ ∞
−∞

φi(x)φj(x)dx = δij , (4.2.2)

where δij is the Kronecker delta, which is defined as

δij =

1, i = j,

0, i 6= j.
(4.2.3)

We can then derive ∫ ∞
−∞

y(x)φj(x)dx =

∫ ∞
−∞

φj(x)

M∑
i=1

αiφi(x)dx

=
M∑
i=1

αi

∫ ∞
−∞

φi(x)φj(x)dx

=
M∑
i=1

αiδij

= αj

Therefore we can evaluate the αi in Eq. (4.2.1) as

αj =

∫ ∞
−∞

y(x)φj(x)dx (4.2.4)
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Note: When a set of experimental observations {xi, yi}i=1,...,N is available instead of a functional

form y(x), then it is not possible to directly evaluate the integrals in Eq. (4.2.4). We can still

use orthonormal functions but they must be orthonormal with respect of the probability density

p(x) of the measurements. So we now choose the φi’s such that:

〈
φi(x)φj(x)

〉
p

=

∫ ∞
−∞

φi(x)φj(x)p(x)dx = δij

So

αi =
〈
y(x)φi(x)

〉
=

∫ ∞
−∞

y(x)φi(x)p(x)dx.

We approximate the probability density p(x) as sums of Dirac delta functions:

p(x) ≈ 1

N

N∑
n=1

δ(x− xn),

where Dirac delta functions have the property∫ ∞
−∞

f(x)δ(x− xn)dx = f(xn).

We therefore have

αi ≈
1

N

N∑
n=1

ynφi(xn) . (4.2.5)

4.2.1 How to generate orthonormal functions?

If we are given a complete set of functions gi(x) then an orthonormal set of functions φi(x) can

be created via the Gram-Schmidt orthogonalisation

Step 1:

φ1(x) =
g1(x)

[
∫
g1(x)g1(x)dx]1/2

hence ∫
φ1(x)φ1(x)dx = 1

Step 2:

φ̃2(x) = g2(x)− φ1(x)

∫ ∞
−∞

φ1(x)g2(x)dx

We have: ∫ ∞
−∞

φ1(x)φ̃2(x) =

∫ ∞
−∞

φ1(x)g2(x)dx−
∫
φ1(x)g2(x)dx

= 0
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Normalise

φ2(x) =
φ̃2(x)

[
∫∞
−∞ φ̃2(x)φ̃2(x)dx]1/2

Step 3:

φ̃3(x) = g3 − φ1

∫
φ1g3dx− φ2

∫ ∞
−∞

φ2g3dx

and

φ3 = φ̃3(x)/

[∫
φ̃3φ̃3dx

] 1
2

.. etc.

In the case of experimental data we get:

φ1(x) =
g1(x)[∫∞

−∞ g1(x)g1(x)p(x)dx
]1/2

And thus..

φ1(x) ≈ g1(x)

[ 1
N

∑N
n=1 g1(xn)g1(xn)]1/2

φ̃2(x) = g2(x)− φ1(x)

∫ ∞
−∞

φ1g2p(x)dx

=⇒ φ̃2(x) ≈ g2(x)− φ1(x)
1

N

N∑
n=1

φ1(xn)g2(xn)

and so forth...

Functions are fit to data by evaluating experimental expectations, rather than doing an explicit

search for the fit coefficients.

Basis functions can be orthogonalised with respect to known distributions. Examples include:

Hermite polynomials (orthogonal with respect to e−x
2
), Laguerre polynomials (orthogonal with

respect to e−x), Chebyshev polynomials (orthogonal with respect to (1− x2)−1/2).

4.3 Radial Basis Function

In polynomials the only way to improve the fit is to add more high order terms which eventually

diverge even more quickly. High order functions even when passing through the data are useless

for interpolation or extrapolation. In particular this is true for functions with discontinuities or

sharp peaks. Radial Basis functions (RBF) offer a sensible alternative.

The idea: We choose a set of identical basis functions φ, which depend on the distance from

a set of “centers” ci and on parameters ai:

y(x) =

M∑
i=1

φ(|x− ci|; ai) (4.3.1)
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Advantages:

• Extra terms added without increased divergence (since all basis functions identical)

• Centers can be placed where needed

If the centers are fixed and the coefficients enter linearly then we have

y(x) =
M∑
i=1

aiφ(|x− ci|)

Issues:

1. Choice of φ: Examples for φ:

φ(r) = r (4.3.2)

φ(r) = rn (4.3.3)

φ(r) = e−r
2

(4.3.4)

It can be shown that diverging functions have better convergence properties than local

ones. Note: φ(r) = r3 −→ φ(ar) = (ar)3 = a3r3. This is not possible with e−r
2
.

2. Choice of ci: The centers can be chosen

(a) Randomly

(b) Uniformly

(c) Data based

Fixed or moving? (in the latter case clustering can arise)

3. Linear or non-linear coefficients: For non-linear coefficients, iterations are necessary.

For linear we need to solve a system as we did for Least Squares. Example:


|x1 − c1|3 |x1 − c2|3 . . . |x1 − cM |3

...
...

...

|xN − c1|3 |xN − c2|3 . . . |xN − cM |3




α1

α2

...

αM

 =


y1

y2

...

yN



4.4 Overfitting

Every model with N free parameters should be able to fit exactly N data points. The goal

of fitting is usually to interpolate or to extrapolate. When passing from all the data points
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the model is trying to fit the particular behaviour of noise and as such it does not generalise

efficiently.

On the other hand, if too few parameters are used, the model may be forced to ignore meaningful

data. Successful fitting requires to find the right balance between underfitting (where model

mismatch errors occur) and overfitting (where model estimation errors occur).

er
ro

r

model complexity

in sample

out of 
sample

underfitting overfitting

model complexity matches 
system complexity

Figure 4.1: The relationship between model (interpolant) complexity and its error. Note the

inverted U-curve for the predictive capabilities of complex models

This is a bias-variance tradeoff: A reliable estimate of a biased model or a poor estimate of a

model that is capable of a better fit.

4.5 Parameters and Hyperparameters

The (type of) interpolation functions can be considered as models for the data we wish to

approximate (interpolate). The parameters of a model (i.e. the interpolation function) are

determined by fitting once it is decided what the model architecture.

But, how to decide the model architecture? In other words: Is there a systematic way

to decide what type of interpolation to use? One way is cross-validation.

Fit the data on one part of the data set but evaluate the model on another part of the data set

that you have withheld. Repeat this procedure while varying the complexity of the model.

The “in sample” error will decrease if the model is any good and the “out of sample” error will

initially decrease but then stop decreasing and possibly start increasing once the model begins

to overfit (see Figure 3.1).
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4.5.1 Model Selection via Resampling

The basic principle of model selection via resampling is to estimate a model using a portion of

the data as training data and then use the remaining data as test data to estimate predictions

made by the model.

4.5.2 K-Fold Cross Validation

1. Divide the training data Z = {xi, yi; i = 1, . . . , N} to k disjoint samples of roughly equal

size (N/K), Z1, Z2, . . . , ZK

2. For each validation sample Zi

(a) Use the remaining data Zl = ∪j 6=iZi to construct an estimate of the model fi

(b) For the estimated model fi, average the square errors for the data in Zi:

ri =
K

N

∑
Zi

(fi(x)− y)2

3. Compute the estimate for the prediction error by averaging the ri for Z1, Z2, . . . , Zk

R =
1

K

K∑
i=1

ri

4.6 Demo on Cross Validation

Code in CrossValidation.m split into three parts (Matlab cells). Goal:

1. Show that Cross-Validation can pick better model for data fitting (choose between Gaussian

Radial Basis Functions and Lagrange Interpolation)

2. Some limitations of Cross-Validation

Part 1: Data

• Two functions: 4th order polynomial and sum of 3 Gaussian functions

• Two interpolators: Lagrange Interpolation (LI) and interpolation with Gaussian Radial

Basis Functions (RBF) (see Show_RBF.m)

• Expect perfect fitting for polynomial function with LI, but bad fitting for the case of sum

of multiple Gaussian functions

• Expect RBF to perform reasonably good for both cases
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Part 2: Example of the procedure

Randomly chosen points removed from training data. LI and RBF fit with remaining data.

• LI: zero error in polynomial case, very large mean square error for multiple-Gaussian case

(reason: oscillations due to high order polynomial)

• RBF: low error in both cases, but non-zero error also for multiple-Gaussian case (reason:

cannot perfectly fit since the used Gaussian RBF have a fixed mean and spread which is

inconsistent with the test data)

Part 3: Final results

• 2 cases of K-fold: pick validation data sets randomly or in sequence

• Polynomial case: Lagrange better; multiple-Gauss case: RBF better

• Large standard deviation in all cases → a few specific choices of data set cause bad inter-

polation

• Big difference in MSE between “random data set” and “in-sequence data set”→ importance

in choice of validation data

• Extrapolation is bad (in sequence error worst at the first and last folds)

Note for Matlab code: last figure is zoomed in to better see the error distribution for the RBF.
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Solving Non-Linear Equations

5.1 Key Points

After this class, you should understand the following points regarding the solution of non-linear

equations:

• What are the key algorithms for non-linear equation solving

• When to use derivatives or their approximation in Newton’s methods

• What is the Jacobian for Newton’s method and what is its role

• Why do we approximate the Jacobian in Newton’s methods
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5.2 Introduction

So far we have looked at linear systems of equations. For N linear equations with N unknowns,

we wrote as Ax = b, where A is an invertible N ×N matrix and x and b are vectors of length

N . For function fitting, we determined A and b from the data and computed the N unknown

parameters in x by solving the system Ax = b. The equivalent would be to solve the linear set

of equations F (x) = Ax− b = 0.

The task becomes harder if we try to find the solution for a general system of N non-linear

equations fi(x) (i = 1, . . . , N), where x = (x1, . . . , xN ) is a vector of N unknowns. We wish to

find x∗, such that fi(x
∗) = 0 (i = 1, . . . , N). We commonly write this system as F (x∗) = 0.

For a single non-linear equation f(x) the problem reduces to finding the x∗ such that

f(x∗) = 0. (5.2.1)

This means that x∗ is a root (zero) or the function f(x). The problem of solving a non-linear

equation is thus a root-finding problem. Looking at the graph of f(x) below the goal is to find

points, where the curve crosses the horizontal axis.

f(x
)

x

x* x*

Example with one unknown: Population growth (adapted from book Numerical Analysis by

R.L. Burden and J.D. Faires)

Let N(t) be the number of people at time t. Let λ be the birth rate. Then the equation describing

the population growth has the form:

dN(t)

dt
= λN(t). (5.2.2)

Assume that we also have an immigration at a constant rate u. Then the population growth

equation will include an additional term:

dN(t)

dt
= λN(t) + u. (5.2.3)
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The solution of the Eq. (5.2.3) is given by the following formula:

N(t) = N0e
λt +

u

λ
(eλt − 1), (5.2.4)

where N0 is a constant indicating the initial population size.

Numerical example. Suppose we have initially 1,000,000 people. Assume that 15,000 people

immigrate every year and that 1,080,000 people are present at the end of the year. What is the

birth rate of this population?

To find the birth rate we need to solve the following equation for λ (remember that t = 1 [year]):

1, 080, 000 = 1, 000, 000eλ +
15, 000

λ
(eλ − 1). (5.2.5)

Example for a system:

The amount of pressure required to sink a large heavy object in a soft homogeneous soil that

lies above a hard base soil can be predicted by the amount of pressure required to sink smaller

objects.

Let p denote the amount of pressure required to sink a circular plate of radius r at a distance

d in the soft soil, where the hard soil lies at a distance D > d below the surface. p can be

approximated by an equation of the form:

p = k1e
k2r + k3r, (5.2.6)

where k1, k2, k3 depend on d and the consistency of the soil but not on r.

Now the task is to find k1, k2, k3. To do that we need to have 3 equations which we can obtain by

taking plates of different radii r1, r2, r3 and sinking them. After doing so we will get the following

system of equations:

p1 = k1e
k2r1 + k3r1,

p2 = k1e
k2r2 + k3r2, (5.2.7)

p3 = k1e
k2r3 + k3r3.

In both examples, we are dealing with non-linear equations and the question is how one can solve

such equations.

5.3 Preliminaries

Existence and Uniqueness

The first question we need to answer is whether the root (i.e., the solution) to our problem exists.

Recall that for linear problems finding the solution of Ax = b required that A−1 6= 0 or that A is
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non-singular. To determine this criterion for a non-linear equation, we look at the Intermediate

Value Theorem.

Intermediate Value Theorem:

If a function f(x) is continuous on interval [a, b] and K any number between f(a) and f(b), then

there exists a number x∗ ∈ (a, b) for which f(x∗) = K.

Consequence:

If a function f(x) is continuous on interval [a, b] with f(a) and f(b) of opposite sign, i.e.,

f(a)f(b) < 0 then according to Intermediate Value Theorem there is a x∗ ∈ (a, b) with f(x∗) = 0.

Note: There is no simple analog of this theorem for the multi-dimensional case.

Sensitivity and Conditioning

If a solution to the problem exists, the second question to ask is whether we will find this

solution with some algorithm. Consider an approximate solution x̃ to f(x) = 0, where x∗ is the

true solution.

‖f(x̃)‖ ≈ 0 → ‖x̃− x∗‖ ≈ 0, (5.3.1)

A small residual ‖f(x̃)‖ implies an accurate solution (i.e., ‖x̃− x∗‖ ≈ 0) only if the problem is

well-conditioned. Note that the true solution x∗ is not known apriori, thus we can only evaluate

‖f(x̃)‖.
The problem is well-conditioned if a small change in the ”input” causes a small change in the

”output”. The problem is ill-conditioned if a small change in the ”input” causes a large change

in the ”output”. How well or ill-conditioned is a problem is measured by the condition number:

κ =
|δy|
|δx| , (5.3.2)

where δx is the change in the input, δy is the change in the output and y = f(x). δy = f(x +

δx)−f(x) and f(x+δx) can be expanded using Taylor series as f(x+δx)−f(x) ≈ f(x)+f ′(x)δx,

where we have neglected higher order terms. Therefore, δy ≈ f ′(x)δx and κ = |f ′(x)|. This is a

condition number for a function evaluation, i.e, when given x we evaluate y.

The root-finding problem is a reverse problem to function evaluation. For a root x∗ of a function

f(x) we can write x∗ = f−1(y) = g(y), where f−1 is an inverse function and thus the conditioning

of root finding problem is given by

κ = |g′(y)| = | ∂
∂y

[f−1(y)]| = 1

|f ′ (x∗)| . (5.3.3)

We see that for small |f ′ (x∗)| the root-finding problem is ill-conditioned. Small |f ′ (x∗)| means

that the tangent line is nearly horizontal, see Figure 5.1.

Note I : If f ′ (x∗) = 0, the problem is ill-conditioned. This is the case for roots with multiplicity

m > 1. Thus, roots with multiplicity m > 1 are ill-conditioned. An example of the well and

ill-conditioned root is shown in Figure 5.2.
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Figure 5.1: The well and ill-conditioned roots.

*

*

Figure 5.2: Graph of the function f(x) = x2 − 2x+ 1 = (x− 1)2 (left), which has a root x∗ = 1

with m = 2 and f(x) = x3−3x2 +3x−1 = (x−1)3 (right), which has a root x∗ = 1 with m = 3.

Note II : For systems of N non-linear equations, the condition number of the root finding problem

for root x∗ of F : RN → RN is ‖J−1(x∗)‖, where J is the N ×N Jacobian matrix with elements

J(x)i,j = ∂fi(x)/∂xj .

Convergence Rate

Non-linear equations are solved with iterative schemes that given initial guess x(0) generate a

sequence x(0), x(1), x(2), . . . , x(k) or {x(k)}∞k=0. We would like the convergence to a true solution
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x∗ to be as fast as possible. The error for x(k) is given by

E(k) = x(k) − x∗ (5.3.4)

If the sequence of {x(k)}∞k=0 converges to x∗ and

lim
k→∞

|E(k+1)|
|E(k)|r = C (5.3.5)

we say that the sequence is converging with order r and a rate of convergence/asymptotic error

constant C (C is finite). Common cases according to the value of r:

• r = 1: linear convergence for (0 < C < 1); if C = 0 superlinear; if C = 1 sublinear

• r = 2: quadratic

5.4 Bisection Method

The bisection method is based on the intermediate value theorem. The method works by be-

ginning with an initial bracket and then halving the length until a solution has been isolated

as accurately as desired (see Fig. 5.3). We start with an initial bracket [a, b] and the desired

(1)

(1)

(2) (3)x

f(a)

f(b)

f(x  )

a bxx

Figure 5.3: Iterative approach used in the bisection method.

tolerance tol. We then refine [a, b] according to Algorithm 1.

Convergence rate:

At each iteration the length of the interval containing the error is reduced by 1/2, i.e, |x(k)−x∗| ≤
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Algorithm 1 Bisection Method

Input:

a, b, {initial interval}
tol, {tolerance}
kmax, {maximal number of iterations}

Output:

x(k), {approximate solution after k iterations}

Steps:

k ← 1

while (b− a) > tolandk < kmax do

x(k) ← (a+ b)/2

if sign(f(a)) = sign(f(x(k))) then

a← x(k)

else

b← x(k)

end if

k ← k + 1

end while

(b− a)/2k. Taking the worst case error we can write

|E(k+1)|
|E(k)|r =

2k

2k+1
=

1

2
. (5.4.1)

Comparing Eq. (5.4.1) with Eq. (5.3.5) we observe that r = 1 and C = 0.5, i.e., the bisection

method converges linearly. In terms of binary numbers, one bit of accuracy is gained in the

approximate solution for each iteration of the bisection method. Given the starting interval

[a, b] after k iterations, the interval is (b − a)/2k, so achieving an error tolerance of tol requires

k = log2((b− a)/tol) steps, regardless of f .

Pros:

• The bisection method is certain to converge.

• The bisection method makes no use of actual function values, only of their signs.

• The function doesn’t need to be differentiable.

Cons:

• The convergence is slow.

• The initial interval needs to be known beforehand
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5.5 Newton’s Method

Assume a function f is differentiable and has a zero at x∗. Furthermore, let x(k−1) be an

approximation to x∗ such that f ′(x(k−1)) 6= 0 and |x∗ − x(k−1)| is small. We can then expand

the function f about x∗ using Taylor series, where we only consider the first two terms as the

|x∗ − x(k−1)| is supposed to be small, i.e.,

0 = f(x∗) ≈ f(x(k−1)) + f ′(x(k−1))(x∗ − x(k−1)). (5.5.1)

Solving the Eq. (5.5.1) for x∗ we get:

x∗ ≈ x(k−1) − f(x(k−1))

f ′(x(k−1))
= x(k), (5.5.2)

which is not the true solution since we didn’t keep all of the terms in the Taylor series but it can

be used as the next guess. Given the initial guess x(0) Newton’s method generates a sequence

{x(k)}∞k=0 where

x(k) = x(k−1) − f(x(k−1))

f ′(x(k−1))
. (5.5.3)

Graphically the procedure is visualized in Fig. 5.4. Newton’s method approximates the non-linear

function f by the tangent line at f(x(k−1)).

f(x
)

x

x*

x(0)x(1)

f(x(0))

x(2)
θ

tan(✓) =
f(x(0))

x(0) � x(1)
= f 0(x(0))

) x(0) � x(1) =
f(x(0))

f 0(x(0))

) x(1) = x(0) � f(x(0))

f 0(x(0))

Figure 5.4: Graphical example of Newton iterations as we follow the tangents of f(x).

Convergence rate:

Convergence for simple roots is quadratic. For roots of multiplicity m > 1, the convergence is

linear unless we modify the iteration (Eq. (5.5.3)) to x(k) = x(k−1) −mf(x(k−1))/f ′(x(k−1)).
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Proof:

f(x∗) = 0 E(k) = x(k) − x∗
g(x) = x− f(x)/f ′(x) → g(x∗) = x∗

g(x(k)) = g(x∗ + E(k)) = g(x∗) + g′(x∗)E(k) + 0.5g′′(x∗)(E(k))2 +O((E(k))3)

g(x(k)) = x(k+1) = x∗ + E(k+1)

E(k+1) = g′(x∗)E(k) + 0.5g′′(x∗)(E(k))2 +O((E(k))3)

g′(x) = (x− f(x)/f ′(x))′ = f(x)f ′′(x)/(f ′(x))2 → g′(x∗) = 0

g′(x) = (f(x)f ′′(x)/(f ′(x))2)′ → g′′(x∗) = f ′′(x∗)/f ′(x∗) 6= 0

E(k+1) = 0.5g′′(x∗)(E(k))2 +O((E(k))3)

limk→∞
|E(k+1)|
|E(k)|2

≤ 1
2g
′′(x∗) ≤ |f ′′(x∗)|2f ′(x∗) = C → r = 2

(5.5.4)

Pros:

• Quadratic convergence

Cons:

• The method is not guaranteed to converge. It is sensitive to initial conditions.

• If for some k the f ′(x(k)) = 0 we cannot proceed.

• Newton’s method requires the evaluation of both function and derivative at each iter-

ation.

5.5.1 Secant Method

Evaluating the derivative may be expensive or inconvenient. KEY IDEA: If something is

expensive or inconvenient to compute, replace it with a numerical approximation.

Let

f ′(x(k−1)) =
f(x(k−1))− f(x(k−2))

x(k−1) − x(k−2)
(5.5.5)

then the method reads as

x(k) = x(k−1) − f(x(k−1))
x(k−1) − x(k−2)

f(x(k−1))− f(x(k−2))
(5.5.6)

The secant method approximates the non-linear function f by a secant line through previous

two iterations (see Fig. 5.5).

Notes:

• Pros: We avoid the evaluation of the derivative. At each step, we need to perform 1

function evaluation.
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x(k)

(k-1) (k-2)x x

Figure 5.5: Iterative approach used in the secant method.

• Cons: The convergence rate of the method is r ≈ 1.618, i.e., between linear and quadratic.

We need two initial approximations.

• As we saw above the secant method uses a linear approximation of the function to construct

its derivative. This idea can be extended so that higher order interpolations can be used.

Quadratic interpolation (Müller’s method) has convergence r ≈ 1.839. Other examples

include inverse interpolation or linear fractional interpolation.

5.5.2 Solving systems of non-linear equations

We are given a system of N non-linear equations fi(x) (i = 1, . . . , N) where x = (x1, . . . , xN ) is

a vector of N unknowns. We wish to find x∗, such that fi(x
∗) = 0 (i = 1, . . . , N). We write the

system of equations as

F (x∗) =


f1(x∗)

f2(x∗)
...

fN (x∗)

 =


0

0
...

0

 = 0 (5.5.7)

Newton’s method

The picture of Newton’s method (see Fig. 5.4) is similar when trying to solve Eq. (5.5.7). We

now have N surfaces fi(x), each with a tangent plane at x(k−1). The surfaces intersect in a curve

that crosses the plane at 0 at x∗. The tangent planes, on the other hand, intersect in a tangent

line that crosses x(k). The method succeeds when x(k) is close to x∗.
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The algebraic derivations remain however the same or quite similar. The main change is that

the derivative f ′ is replaced by the Jacobian matrix J , which is a N ×N matrix with elements

J(x)i,j = ∂fi(x)/∂xj :

J(x) =



∂f1

∂x1
(x)

∂f1

∂x2
(x) · · · ∂f1

∂xN
(x)

∂f2

∂x1
(x)

∂f2

∂x2
(x) · · · ∂f2

∂xN
(x)

...
...

. . .
...

∂fN
∂x1

(x)
∂fN
∂x2

(x) · · · ∂fN
∂xN

(x)


(5.5.8)

The modified Taylor series (see Eq. (5.5.1)) now becomes

0 = F (x(k−1)) + J(x(k−1))(x(k) − x(k−1)) (5.5.9)

and the update rule (see Eq. (5.5.3)) becomes

x(k) = x(k−1) − J−1(x(k−1))F (x(k−1)) (5.5.10)

In practice, we never invert J(x(k−1)) and instead solve

J(x(k−1))y(k−1) = −F (x(k−1)) (5.5.11)

for y(k−1) and update as x(k) = x(k−1) + y(k−1).

The convergence of Newton’s method for systems of equations is quadratic, provided that the

Jacobian matrix is non-singular.

We note that for a linear system, we have F (x) = Ax − b and J(x) = A. A single iteration of

Newton’s method then computes

x(1) = x(0) − J−1(x(0))F (x(0)) = x(0) −A−1Ax(0) +A−1b = A−1b, (5.5.12)

which gives the same solution as when simply solving the system Ax = b.

To sum up: we start with an initial approximation x(0) and iteratively improve the approximation

by computing new approximations x(k) as in Algorithm 2.

Computational Cost

For large N and dense Jacobians J , the cost of Newton’s method can be substantial. It costs

O(N2) to build the matrix J and solving the linear system in Eq. (5.5.11) costs O(N3) operations

(if J is a dense matrix).
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Algorithm 2 Newton’s method

Input:

x(0), {vector of length N with initial approximation}
tol, {tolerance: stop if ‖x(k) − x(k−1)‖ < tol}
kmax, {maximal number of iterations: stop if k > kmax}

Output:

x(k), {solution of F (x(k)) = 0 within tolerance tol} (or a message if k > kmax reached)

Steps:

k ← 1

while k ≤ kmax do

Calculate F (x(k−1)) and N ×N matrix J(x(k−1))

Solve the N ×N linear system J(x(k−1))y = −F (x(k−1))

x(k) ← x(k−1) + y

if ‖y‖ < tol then

break

end if

k ← k + 1

end while

Secant Method

Reduce the cost of Newton’s Method by:

• using function values at successive iterations to build approximate Jacobians and avoid

explicit evaluations of the derivatives (note that this is also necessary if for some reason

you cannot evaluate the derivatives analytically)

• update factorization (to solve the linear system) of approximate Jacobians rather than

refactoring it each iteration

Modified Newton Method

The simplest approach is to keep J fixed during the iterations of Newton’s method. So instead of

updating or recomputing J , we compute J (0) = J(x(0)) once and (instead of Eq. (5.5.11)) solve

J (0)y(k−1) = −F (x(k−1)). (5.5.13)

This can be done efficiently by performing a LU decomposition of J (0) once and use it over and

over again for different F (x(k−1)). This removes the O(N3) cost of solving the linear system.

We only have to evaluate F (x(k−1)) and can then compute y(k−1) in O(N2) operations. This

method can only succeed if J is not changing rapidly.
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Quasi Newton Method

A method in between Newton and modified Newton is the quasi Newton method which changes

J at every step without recomputing the derivatives ∂fi(x)/∂xj (see Eq. (5.5.8)). It instead

updates J (0) = J(x(0)) by using information from the step itself.

After the first step we know: ∆x = x(1) − x(0) and ∆F = F (x(1))− F (x(0)). So derivatives of

the fi are in the direction of ∆x. Then the next J (1) is adjusted to satisfy:

J (1)∆x = ∆F (5.5.14)

for example by the rank-1 update

J (1) = J (0) +

(
∆F − J (0)∆x

)
(∆x)T

(∆x)T (∆x)
. (5.5.15)

The advantage of the rank-1 update is that it allows the LU decomposition of J (1) to be com-

puted in O(N2) given the LU decomposition of J (0). As in the modified Newton’s method, this

essentially reduces the cost of solving the linear system from O(N3) to O(N2).
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Chapter 6

Numerical Integration I

6.1 Key Points

After this class, you should understand the following points regarding numerical integration:

• When to use numerical integration.

• How to do numerical integration with the rectangle, trapezoidal and Simpson’s rule.

• How to estimate errors of a numerical integration scheme.

6.2 Introduction

We discuss methods for the evaluation of the definite integral of the function f(x) in the interval

x ∈ [a, b]:

I =

∫ b

a
f(x) dx (6.2.1)

Numerical integration is crucial in various situations:

• The integral cannot be solved analytically. Example: can you solve the following integral?

I =

∫ 1

0
sin(cos(x)) dx

While differentiation can always be done analytically, some integrals can simply not be

evaluated analytically.

• Assume the function is only known for a set of discrete points. One can either find a

functional form f(x) (e.g. with the methods discussed earlier in this class) and integrate

f(x) analytically or one needs to use numerical integration.
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To perform numerical integration of Eq. (6.2.1), the function f(x) is evaluated at a set of discrete

points x0 = a, x1, x2, . . . , xN−1, xN = b. Depending on the application, these points may be given

apriori or they are chosen for a given integration scheme. Generally, we approximate the integral

as a weighted sum of fi:

I =

∫ b

a
f(x) dx ≈

N∑
i=0

wif(xi), (6.2.2)

where wi are the weights. The question is how to choose the weights.

6.3 Motivational examples

6.3.1 Work

We are pulling a brick on a surface with a force F (see Figure 6.1). We assume that there is no

Figure 6.1: Work when moving a brick.

friction between the brick and the surface. If F is constant and we move the brick by a distance

d, then the work we perform is equal to A = Fd. However, if F is not constant, i.e., F = F (x)

than we can make an approximation and assume that F (x) = const. over a segment ∆x (on

interval [xi, xi+1]). The work we perform on this interval is ∆Ai = Fi∆xi and the total work is

A =
N∑
i=0

∆Ai =

N∑
i=0

F (xi)∆xi, (6.3.1)

where we have split the distance d into N intervals. If N → ∞ and F is a continuous function

we can write the total work as A =
∫ d

0 F (x) dx. If the brick is attached to the wall with a linear

spring that has a spring constant k, we know that F = kx. Thus, the work we perform when we

move the brick for a distance d is

A =

∫ d

0
kx dx =

kd2

2
. (6.3.2)
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6.3.2 Moments

Consider a beam that has at left and right ends attached a mass of mass m1 and m2, respectively.

The question is how to find the position x of the support such that the beam is horizontal (see

Figure 6.2). If we suppose that the beam has no weight, i.e., m = 0, then the balance of moments

Figure 6.2: Moments example.

requires that m1(x̄ − x1) = m2(x̄ − x2) which gives x̄ = m1x1+m2x2
m1+m2

. If a beam is not massless,

then we can split the beam into small segments and the center-of-mass position of the beam is

given by

x̄ =

∑N
i=0mixi∑N
i=0mi

. (6.3.3)

Equivalently, we can write for the 2D plate x̄, ȳ = (
∑N

i=0mi(xi, yi))/(
∑N

i=0mi). Suppose that

the density of the beam is not homogeneous, i.e., ρi = mi/∆xi or mi = ρi∆xi. Then we can

write the Eq. (6.3.3) as

x̄ =

∑N
i=0 ρi(xi)∆xixi∑N
i=0 ρi(xi)∆xi

N→∞−−−−→
∫
ρ(x)x dx∫
ρ(x) dx

. (6.3.4)

6.4 Key idea of numerical integration

In numerical integration schemes, a common approach is to split the domain [a, b] into N intervals

[xi, xi+1] of length ∆i = xi+1 − xi. Here, we exploit the property of integrals∫ b

a
f(x) dx =

∫ c

a
f(x) dx+

∫ b

c
f(x) dx, (6.4.1)

i.e., an integral can then be evaluated as a sum of integrals over subdomains. The Eq. (6.2.1)

can be, therefore, written as

I =

∫ b

a
f(x) dx =

N−1∑
i=0

∫ xi+1

xi

f(x) dx ≈
N−1∑
i=0

∫ xi+1

xi

F̃ (x) dx =

N−1∑
i=0

Ii, (6.4.2)

where we have approximated f(x) within each interval with a simple function F̃ (x). The key

idea of the numerical integration schemes is thus based on a ”divide” and ”conquer” approach.
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Where in step 1, we approximate the function f(x) piecewise by a simpler function F̃ (x) and in

step 2 we compute many such integrals exactly.

6.5 Rectangle, Trapezoidal and Simpson’s Rule

Different numerical integration schemes use different approximations F̃ (x) to f(x). Figure 6.3

shows two such approximations.

f(x
)

xxi xi+1

Rectangle Rule

xi+1/2

f(x
)

xxi xi+1

Trapezoidal Rule

Figure 6.3: Example comparing the rectangle and the trapezoidal rule for numerical integration.

1. Rectangle Rule: We approximate f(x) as constant in each interval [xi, xi+1]:

IRi = f(xi+1/2) ∆i = f

(
xi + xi+1

2

)
∆i (6.5.1)

2. Trapezoidal Rule: We approximate f(x) by a line in each interval [xi, xi+1]:

ITi =
f(xi) + f(xi+1)

2
∆i (6.5.2)

3. Simpson’s Rule: We approximate f(x) by a parabola in each interval [xi, xi+1]:

ISi =
f(xi) + 4 f((xi + xi+1)/2) + f(xi+1)

6
∆i (6.5.3)

To only evaluate f(x) at the points xi, we rewrite Eq. (6.4.2) to sum over larger intervals

[xi, xi+2], we assume that the total number of points N+1 is odd and we assume a constant

spacing ∆x = ∆i (∀i). Finally, we obtain:

I =

∫ b

a
f(x) dx =

N−2∑
i=0

i=even

∫ xi+2

xi

f(x) dx

∫ xi+2

xi

f(x) dx ≈ f(xi) + 4 f(xi+1) + f(xi+2)

3
∆x
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Under the assumption of constant spacing ∆x = ∆i (∀i) and with the short-hand notation

fi = f(xi), we can now compare our 3 approximations of Eq. (6.2.1):

Rectangle Rule: I ≈ ∆x

N−1∑
i=0

fi,

Trapezoidal Rule: I ≈ ∆x

2

f0 + 2

N−1∑
i=1

fi + fN

 ,

Simpson’s Rule: I ≈ ∆x

3

f0 + 4
N−1∑
i=1
i=odd

fi + 2
N−2∑
i=2

i=even

fi + fN

 .

(6.5.4)

We note that all these formulas can be written as a weighted sum of fi, i.e, Eq. (6.2.2). For the

trapezoidal rule for instance, we have w0 = wN = ∆x/2 and wi = ∆x for i = 1, . . . , N − 1.

Example:

We wish to evaluate I =
∫ 1

0 sin(cos(x))dx (see Figure 6.4). First, we discretize the interval

curved line
straight line

data

x

y

xN...x5x4x3x2x1

Figure 6.4: Numerical integration of I =
∫ 1

0 f(x)dx for f(x) = sin(cos(x)).

[0, 1] using xi = 0.1 i (i = 0, . . . , 10). So for Eq. (6.5.4), we have N = 10, ∆x = 0.1 and

fi = sin(cos(0.1 i)). While we cannot evaluate the integral itself, we can easily evaluate fi. We

can then insert the values into the 3 schemes and obtain:

Rectangle Rule: I ≈ 0.754395,

Trapezoidal Rule: I ≈ 0.738042,

Simpson’s Rule: I ≈ 0.738643.



68 Chapter 6. Numerical Integration I

6.5.1 Error analysis

We will use Taylor series to evaluate the error of the numerical integration schemes. Consider

Taylor’s series around xi+1/2:

f(x) = f(xi+1/2) +
(
x− xi+1/2

)
f ′(xi+1/2) +

1

2

(
x− xi+1/2

)2
f ′′(xi+1/2)

+
1

6

(
x− xi+1/2

)3
f ′′′(xi+1/2) + · · · ,

(6.5.5)

where · · · denotes all the higher order terms that would follow in the Taylor series. We can use

the Taylor series to evaluate Ii:

Ii =

∫ xi+1

xi

f(x) dx

= f(xi+1/2)

∫ xi+1

xi

dx+ f ′(xi+1/2)

∫ xi+1

xi

(
x− xi+1/2

)
dx

+
1

2
f ′′(xi+1/2)

∫ xi+1

xi

(
x− xi+1/2

)2
dx+

1

6
f ′′′(xi+1/2)

∫ xi+1

xi

(
x− xi+1/2

)3
dx+ · · ·

= f(xi+1/2) ∆i︸ ︷︷ ︸
IRi

+ 0 +
1

24
f ′′(xi+1/2)∆3

i + 0 +O(∆5
i )︸ ︷︷ ︸

error of rectangle rule

(6.5.6)

where ∆i = xi+1 − xi and O(∆5
i ) includes all the higher order terms that we dropped from the

Taylor series. So for the rectangle rule. we have that:

IRi = Ii −
1

24
f ′′(xi+1/2)∆3

i +O(∆5
i ) + · · · (6.5.7)

For one interval the rectangle rule is third order accurate.

For the trapezoidal rule one can show that:

ITi =
f(xi) + f(xi+1)

2
∆i = ∆i

(
f(xi+1/2) +

1

8
f ′′(xi+1/2)∆2

i + · · ·
)

= IRi +
1

8
f ′′(xi+1/2)∆3

i + · · ·

If we compare this with Eq. (6.5.7), we see that

ITi = Ii +
1

12
f ′′(xi+1/2)∆3

i +O(∆5
i ) + · · · (6.5.8)

For Simpson’s rule, we can combine the rectangle and the trapezoidal rule. By comparing

Eq. (6.5.3) with Eq. (6.5.1) and Eq. (6.5.2), we see that:

ISi =
2

3
IRi +

1

3
ITi = Ii +O(∆5

i ) + · · · (6.5.9)
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For the whole domain (with a constant spacing ∆x = ∆i (∀i)) the error is reduced to second

order for the rectangle and trapezoidal rule and fourth order for Simpson’s rule. For the rectangle

rule for instance we get (using Eq. (6.4.2)):

N−1∑
i=0

IRi =
N−1∑
i=0

(
Ii −

1

24
f ′′(xi+1/2)∆3

x +O(∆5
x) + · · ·

)
,∣∣∣∣∣∣

N−1∑
i=0

IRi − I

∣∣∣∣∣∣ < N
1

24
max
i

(|f ′′(xi+1/2)|)∆3
x +NO(∆5

x) + · · · ,

=
b− a

24
max
i

(|f ′′(xi+1/2)|)∆2
x +O(∆4

x) + · · · ,

(6.5.10)

where we used that N = (b− a)/∆x.

6.5.2 Newton–Cotes formulas

A general way to approximate integrals with Eq. (6.2.2) is given by the Newton–Cotes formulas.

We pick n + 1 equidistant points in [a, b] (xi = a + i h, i = 0, . . . , n) and approximate the

function using Lagrange polynomials (see chapter 1). The Lagrange interpolant through the

points (xi, f(xk)) is given by

P (x) =
n∑
k=0

f(xk)l
n
k (x),

lnk (x) =
(x− x0)(x− x1) . . . (x− xk−1)(x− xk+1) . . . (x− xn)

(xk − x0)(xk − x1) . . . (xk − xk−1)(xk − xk+1) . . . (xk − xn)
.

(6.5.11)

The integral I is then approximated as

I =

∫ b

a
f(x) dx ≈

∫ b

a
P (x) dx =

n∑
k=0

f(xk)

∫ b

a
lnk (x) dx. (6.5.12)

We rewrite this as

I ≈ (b− a)

n∑
k=0

Cnk f(xk), where Cnk =
1

b− a

∫ b

a
lnk (x) dx (6.5.13)

Properties of Cnk :

• Lagrange polynomials fit exactly a constant function: e.g. f(x) = 1 must be integrated

exactly. In Eq. (6.5.13), we hence want to have

I =

∫ b

a
1 dx = (b− a)

n∑
k=0

Cnk 1 (6.5.14)

and it follows that
n∑
k=0

Cnk = 1 (6.5.15)
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• Integrals are symmetric:

I =

∫ b

a
f(x) dx = −

∫ a

b
f(x) dx. (6.5.16)

It follows that:

Cnk = Cnn−k (6.5.17)

Example: We choose n = 1 (i.e. 2 points x0 = a, x1 = b). The Lagrange polynomials are then

given by

l10(x) =
x− x1

x0 − x1
=
b− x
b− a , l

1
1(x) =

x− x0

x1 − x0
=
x− a
b− a .

We integrate this and obtain:

C1
0 =

1

b− a

∫ b

a
l10(x) dx =

1

(b− a)2

∫ b

a
(b− x) dx =

1

(b− a)2

(
−1

2
(b− x)2

∣∣∣∣b
a

)
=

1

2
,

C1
1 =

1

b− a

∫ b

a
l11(x) dx =

1

(b− a)2

∫ b

a
(x− a) dx =

1

(b− a)2

(
1

2
(x− a)2

∣∣∣∣b
a

)
=

1

2
.

If we insert C1
0 = C1

1 = 1/2 in Eq. (6.5.13), we see that we recover the trapezoidal rule:

I ≈ (b− a)
n∑
k=0

Cnk f(xk) = (b− a)
f(a) + f(b)

2
.

For n = 2, we obtain Simpson’s rule: C2
0 = 1/6, C2

1 = 2/3, C2
2 = 1/6.

The Newton–Cotes formulas can be applied to the full interval [a, b] or also on subintervals as

we had done in the previous section.



Chapter 7

Numerical Integration II

7.1 Key Points

After this class, you should understand the following points regarding numerical integration:

• How to use Richardson extrapolation to improve the accuracy of a numerically estimated

quantity and to estimate errors

• How to use Romberg integration to improve the accuracy of trapezoidal rule

7.2 Richardson Extrapolation and Error Estimation

What are requirements for a good numerical integrator?

1. Ease of use: User specifies the function to be integrated, integration bounds and desired

accuracy. The code should produce the required result.

2. Cost: minimal time to solution (or alternatively: minimal energy, etc.)

In principle, any of the Newton–Cotes formulas can produce the desired result by halving the

subintervals repeatedly until convergence. Such a procedure may be problematic for complex

functions with large peaks and valleys.

A better approach is the Romberg integration that is based on the concept of Richardson

extrapolation (also called “deferred approach to the limit”). The concept of Richardson ex-

trapolation is a simple and elegant way to extend the accuracy by which we compute numerically

any quantity (not necessarily an integral).

Suppose we have a method of approximating a quantity G. The approximations depend on a

parameter h so that we write

G ≈ G(h) (7.2.1)
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This approximation can be expressed in terms of a Taylor series for h:

G(h) = G(0) + c1h+ c2h
2 + · · · , (7.2.2)

where c1, c2, . . . are constants (some constants may be 0). The term G(0) is the exact value

(G = G(0)), while the rest of the terms are the errors we wish to eliminate.

Assume we have G(h) for some value of h. We can improve the approximation by splitting h

into h/2 so that

G(h/2) = G+
1

2
c1h+

1

4
c2h

2 + · · · . (7.2.3)

We have now doubled the operations (assuming that we compute G(h) in O(1/h)) and halved

the error. Richardson’s idea is to combine Eq. (7.2.2) and Eq. (7.2.3) to reduce the error:

G1(h) = 2G(h/2)−G(h) = G+ c′2h
2 + c′3h

3 + · · · , (7.2.4)

where c′2, c
′
3 are fractions of c2, c3. Now for G1(h) the leading error term is h2. So as h → 0,

G1(h) is much more accurate than G(h) and G(h/2) at very little extra cost (one subtraction).

We can repeat this process to obtain

G2(h) =
1

3

(
4G1(h/2)−G1(h)

)
= G+O(h3), (7.2.5)

which is even more accurate. Finally, we define G0(h) = G(h) and obtain

Gn(h) =
1

2n − 1

(
2nGn−1(h/2)−Gn−1(h)

)
= G+O(hn+1) (7.2.6)

The same idea can be used to estimate the error of an approximation. We have

G(h/2)−G(h) = −1

2
c1h−

3

4
c2h

2 +O(h3). (7.2.7)

On the other hand, we can rearrange Eq. (7.2.3) to get

ε(h/2) = G−G(h/2) = −1

2
c1h−

1

4
c2h

2 +O(h3). (7.2.8)

So to first order (i.e. dropping O(h2) terms), the error of the approximation with h/2 can be

estimated as

ε(h/2) ≈ G(h/2)−G(h) (7.2.9)

If h is small, this will be a good estimate of the error. If the error is not small enough, then this

tells the user to keep subdividing.

Exercise: Compute 2π by measuring the perimeter of a regular polygon inscribed in the unit

circle. A polygon with E edges in the unit circle will have an edge length of 2 sin(π/E). We can

use a Taylor expansion of sin(π/E) around sin(0) and obtain:

P0(E) = 2E sin(π/n) = 2E
(

(π/E)− (π/E)3/6 +O(1/E5)
)

= 2π +O(1/E2).

Since the error contains only even terms (O(1/E2), O(1/E4), . . . ), we can adapt Eq. (7.2.6) and

write

Pn(E) =
1

4n − 1

(
4n Pn−1(2E)− Pn−1(E)

)
= 2π +O(1/E2n+2).
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7.3 Romberg integration

The key idea is to take inaccurate integration methods and improve them by using Richardson’s

extrapolation. We start with the trapezoidal rule with a single interval. Then recalculate with

two intervals, four, eight, and so on with the results:

I1
0 , I

2
0 , I

4
0 , · · · (7.3.1)

In the calculation of In0 for n intervals, half of the needed functions have been computed earlier.

From our numerical analysis of the error of the trapezoidal rule we have

I =

∫ b

a
f(x)dx =

h

2

f(a) + f(b) + 2

n−1∑
j=1

fj

+ c1h
2 + c2h

4 + c3h
6 + · · · , (7.3.2)

where we have equidistant intervals of length h = (b− a)/n with fj = f(a+ j h).

The trapezoidal approximation is I ≈ In0 =
h

2

[
f(a) + f(b) + 2

∑n−1
j=1 fj

]
. Then the exact I and

In0 are related as

In0 = I − c1h
2 − c2h

4 − c3h
6 (7.3.3)

Now we evaluate with half the grid size h1 = h/2:

I2n
0 = I − c1

h2

4
− c2

h4

16
− c3

h6

64
· · · (7.3.4)

We eliminate the O(h2) term by using Richardson extrapolation:

(?) In1 =
4I2n

0 − In0
3

= I +
1

4
c2h

4 +
5

16
c3h

6 (7.3.5)

This is a fourth order approximation for I. In fact we rediscovered Simpson’s rule.

For h2 = h1/2 = h/4 we get

I4n
0 = I − c1

h2

16
− c2

h4

256
− c3

h6

4096
− · · · (7.3.6)

To get another fourth order estimate we combine I2n
0 and I4n

0

(??) I2n
1 =

4I4n
0 − I2n

0

3
= I +

1

64
c2h

4 +
5

1024
c3h

6 (7.3.7)

So now we can combine In1 and I2n
1 and eliminate the O(h4) terms and get a 6th order accurate

formula. The process may be continued to get

Ink =
4kI2n

k−1 − Ink−1

4k − 1
(7.3.8)

In principle, arbitrary accuracy can be achieved.
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O(h2) O(h4) O(h6)

(Eq. �)

I1
0

I2
0

I4
0

(Eq. ��)

I1
1

I2
1

I1
2

Figure 7.1: Graphical representation of Romberg integration.
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Numerical Integration III

8.1 Key Points

After this class, you should understand the following points regarding numerical integration:

• How to improve accuracy of integration locally with adaptive quadrature

• How to choose the locations of function evaluation optimally with Gauss quadrature

8.2 Adaptive Quadrature

While Romberg integration can achieve arbitrary accuracy, it is not the most efficient method in

terms of function evaluations. One of the reasons Romberg integration requires many evaluations

in some cases (e.g. functions with sharp peaks) is that the intervals are equispaced. Many

evaluations take place in areas that are not “important” (i.e. in areas where the function value

is small or slowly varying). Intuitively we must use fewer points where the function varies slowly

and more at places with strong variations. Adaptive integration solves this by adaptively

subdividing intervals where needed (Note: data patterns are irregular - one cannot estimate

a-priori how many data points are needed).

8.3 Gauss Quadrature

Is there an optimum method? Given a certain function what is the minimum number of function

evaluations to achieve maximum accuracy?

When we have fixed sizes for the sub-intervals it is difficult to obtain methods with significantly

higher accuracy than the ones already introduced. We can obtain higher accuracy by adapting
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Algorithm 3 Adaptive integration.

Steps:

Subdivide the interval of the integration into sub-intervals

for all sub-intervals do

Compute sub-integral, estimate the error with Richardson procedure described earlier.

if accuracy is worse than desired then

Subdivide the interval

else

Leave the interval untouched

end if

end for

the abscissas and choosing them so as to maximize the accuracy of the formulas. So this is an

optimization problem with the abscissas being the parameters of the optimization.

Gauss Quadrature: the idea is to integrate exactly polynomials of the highest degree. Since

we have n weights and n abscissas, all of which are now adjustable, we have 2n parameters at

our disposal. So we should be able to integrate polynomials of degree 2n − 1 exactly with an

n-point formula.

8.3.1 Method of undetermined coefficients

Re-derivation of trapezoidal rule

To derive trapezoidal rule using the method of undetermined coefficients, we approximate∫ b

a
f(x)dx ≈ c1f(a) + c2f(b). (8.3.1)

Let the right hand side of (8.3.1) be exact for integrals of a straight line, e.g.

∫ b

a
f(x)dx =

∫ b

a
(a0 + a1x)dx =

[
a0x+ a1

x2

2

]b
a

= a0(b− a) + a1

(
b2 − a2

2

)
. (8.3.2)

In particular, for f(x) = a0 + a1x, we want right hand sides of (8.3.1) and (8.3.2) to be equal,

a0(b− a) + a1

(
b2 − a2

2

)
= c1(a0 + a1a) + c2(a0 + a1b), (8.3.3)

which can be rewritten as

a0(b− a) + a1

(
b2 − a2

2

)
= a0(c1 + c2) + a1(c1a+ c2b). (8.3.4)
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Since the above equation needs to be satisfied for arbitrary values of constants a0 and a1 for a

general straight line, we require

c1 + c2 = b− a, c1a+ c2b =
b2 − a2

2
. (8.3.5)

The above quadratic system of equations can be easily solved, obtaining

c1 = c2 =
b− a

2
, (8.3.6)

which recovers the trapezoidal rule.

Derivation of two-point Gauss rule

The two-point Gauss quadrature is an extension of the trapezoidal rule approximation, where

the arguments of the function are not predetermined as a and b, but considered as unknowns x1

and x2. Henceforth, in the two-point Gauss quadrature rule, the integral is approximated as

I =

∫ b

a
f(x)dx ≈ c1f(x1) + c2f(x2). (8.3.7)

There are four unknowns x1, x2, c1, and c2. These are found by requiring that the rule (8.3.7) gives

exact results for integration of a general third order polynomial, f(x) = a0 + a1x+ a2x
2 + a3x

3.

Hence

∫ b

a
f(x)dx =

∫ b

a
(a0 + a1x+ a2x

2 + a3x
3)dx =

[
a0x+ a1

x2

2
+ a2

x3

3
+ a3

x4

4

]b
a

= a0(b− a) + a1

(
b2 − a2

2

)
+ a2

(
b3 − a3

3

)
+ a3

(
b4 − a4

4

)
.

(8.3.8)

Alternatively, applying quadrature rule (8.3.7), we obtain

∫ b

a
f(x)dx ≈ c1f(x1)+c2f(x2) = c1(a0+a1x1+a2x

2
1+a3x

3
1)+c2(a0+a1x2+a2x

2
2+a3x

3
2). (8.3.9)

Equating right hand sides of (8.3.8) and (8.3.9), we have

a0(b− a) + a1

(
b2 − a2

2

)
+ a2

(
b3 − a3

3

)
+ a3

(
b4 − a4

4

)
= c1(a0 + a1x1 + a2x

2
1 + a3x

3
1) + c2(a0 + a1x2 + a2x

2
2 + a3x

3
2)

= a0(c1 + c2) + a1(c1x1 + c2x2) + a2(c1x
2
1 + c2x

2
2) + a3(c1x

3
1 + c2x

3
2).

(8.3.10)
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Since in (8.3.10), the constants a0, a1, a2, and a3 are arbitrary, the respective coefficients must

be equal as well, resulting in the following cubic system equations for c1, c2, x1, and x2:

b− a = c1 + c2,

b2 − a2

2
= c1x1 + c2x2,

b3 − a3

3
= c1x

2
1 + c2x

2
2,

b4 − a4

4
= c1x

3
1 + c2x

3
2.

(8.3.11)

Without proof, we can find the above four simultaneous nonlinear equations have only one

acceptable solution

c1 =
b− a

2
,

c2 =
b− a

2
,

x1 =

(
b− a

2

)(
− 1√

3

)
+
b+ a

2
,

x2 =

(
b− a

2

)(
1√
3

)
+
b+ a

2
.

(8.3.12)

Solution values for c1, c2, x1, and x2 as in (8.3.12), inserted into (8.3.7), lead to the two-point

Gauss quadrature rule:∫ b

a
f(x)dx ≈ b− a

2
f

[(
b− a

2

)(
− 1√

3

)
+
b+ a

2

]
+
b− a

2
f

[(
b− a

2

)(
1√
3

)
+
b+ a

2

]
.

(8.3.13)

Higher order Gauss quadrature rules and their properties are better understood in terms of

Legendre polynomials and their properties.

We begin with the transformation:

ξ =
2x− (a+ b)

b− a (8.3.14)

So any x in (a, b) is transformed to an integral between (−1, 1), therefore we treat only such

integrals.

As we are trying to integrate polynomials of degree 2n − 1 with n-abscissas, we start with an

interpolation that fits such polynomials to n-points. The Hermite Interpolation formula is exactly

what is needed.

8.3.2 Hermite Interpolation

This is an interpolation that allows for extra degrees of smoothness than Lagrange interpolation.

Recall for Lagrange interpolation we have that:
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• Lagrange interpolants tend to oscillate about the exact function.

• Smooth functions are interpolated more accurately than the ones that oscillate or have

concentrated curvature.

• Decrease in error as the number of points and degree of polynomials increase depends

strangely on the function nature.

• Extrapolation yields much larger errors than interpolation.

Returning to the requirement of enhanced smoothness, one way to interpolate a function is not

only to interpolate its function values but also to interpolate its derivatives. As derivatives may

not be readily available this has a problem, but it is useful for the Gauss Quadrature.

Problem statement: Given yi, y
′
i at i = 1, . . . , n data points x1, . . . , xn find a polynomial f(x)

of degree 2n− 1 that fits all the data (i.e. yi = f(xi) and y′i = f ′(xi)):

f(x) =
n∑
k=1

Uk(x)yk +
n∑
k=1

Vk(x)y′k, (8.3.15)

where Uk and Vk are polynomials of degree 2n− 1 with the following properties:

Uk(xj) = δjk, U ′k(xj) = 0, (8.3.16)

Vk(xj) = 0, V ′k(xj) = δjk. (8.3.17)

The required polynomials can be constructed using properties of the Lagrange polynomials Lk(x):

Lk(x) =
(x− x1)(x− x2) . . . (x− xk−1)(x− xk+1) . . . (x− xn)

(xk − x1)(xk − x2) . . . (xk − xk−1)(xk − xk+1) . . . (xk − xn)
(8.3.18)

The resulting Uk and Vk can then be expressed in terms of Lk(x) as follows:

Uk(x) =
[
1− 2L′k(xk)(x− xk)

]
L2
k(x), (8.3.19)

Vk(x) = (x− xk)L2
k(x). (8.3.20)

The polynomials are smoother and more accurate but suffer from some of the pathologies of

Lagrange polynomials. Back to the Gauss Quadrature. So to obtain
∫ 1
−1 f(x)dx we go back to

the approximation of f by Hermite polynomials (Eq. (8.3.15)) and observe that:∫ 1

−1
ω(x)f(x)dx =

n∑
k=1

yk

∫ 1

−1
ω(x)Uk(x)dx+

n∑
k=1

y′k

∫ 1

−1
ω(x)Vk(x)dx, (8.3.21)

where ω(x) is a weighting function. So we get:∫ 1

−1
ω(x)f(x)dx =

n∑
k=1

ukf(xk) +

n∑
k=1

vkf
′(xk), (8.3.22)
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where:

uk =

∫ 1

−1
ω(x)Uk(x)dx, (8.3.23)

vk =

∫ 1

−1
ω(x)Vk(x)dx. (8.3.24)

Now for the expression 8.3.22 to bring it to the form I =
∫ 1
−1 f(x)dx =

∑n
i=1wif(xi) we must

make vk = 0 for all k. This can be assured by choosing accordingly the abscissas.

So let for the moment ω(x) = 1. Then we have:

vk =

∫ 1

−1
(x− xk)L2

k(x)dx. (8.3.25)

Recall that Lk(x) = CkF (x)/(x− xk) with

Ck =
1

(xk − x1)(xk − x2) · . . . · (xk − xk−1)(xk − xk+1) · . . . · (xk − xn)
, (8.3.26)

F (x) = (x− x1)(x− x2) · . . . · (x− xn−1)(x− xn). (8.3.27)

So we write

vk =

∫ 1

−1

(x− xk)C2
kF

2(x)

(x− xk)2
dx (8.3.28)

=

∫ 1

−1

Ck
(x− xk)

Ck · F (x)F (x) dx (8.3.29)

=

∫ 1

−1

CkF (x)

(x− xk)
· CkF (x) dx (8.3.30)

=

∫ 1

−1
Lk(x)CkF (x) dx (8.3.31)

= Ck

∫ 1

−1
F (x)Lk(x) dx. (8.3.32)

What is this about? So we check the following integral if it is zero for all k (to have vk = 0):

0 =

∫ 1

−1
F (x)Lk(x) dx (8.3.33)

Now F (x) is a polynomial of degree n, Lk(x) is a polynomial of degree n − 1. If the abscissas

xk are all different, then the polynomials form a linearly independent set. Since there can be no

more than n linearly independent polynomials of degree n− 1, the Lk(x) are a complete set (i.e.

there are no polynomials of degree n− 1 that are linearly independent of the Lk(x)).

Hence Eq. (8.3.33) says that F (x) is a polynomial of degree n that is orthogonal to any polynomial

of degree n− 1. This polynomial is unique and is well known to be the Legendre polynomial of
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Figure 8.1: Legendre polynomials Pn(x) for n = 1, . . . , 5.

degree n, Pn(x). The Legendre polynomials have this orthogonality property:∫ 1

−1
Pn(x)Pm(x) dx = Nnδnm, (8.3.34)

where Nn = 2/(2n+ 1) is a normalization constant. So this analysis shows that the abscissas we

try to find are the zeros of the Legendre polynomial of degree n; it is possible to show that the

zeros lie between −1 and +1.

The weights can be computed from Eq. (8.3.23) (with ω(x) = 1) for the given abscissa so we

have that ∫ 1

−1
f(x) dx =

n∑
k=1

ukf(xk) (8.3.35)

This is Gauss Quadrature

We compute xk as the k-th root of Pn(x) and one can show that the weights in Eq. (8.3.35) are

given by (according to Handbook of Mathematical Functions by Abramowitz and Stegun):

uk =
2(

1− x2
k

)
(P ′n(xk))2

. (8.3.36)

The values of xk and the respective weights for n = 8 can be found in the following table

Points xk -0.96029 -0.796666 -0.525532 -0.183435 0.183435 0.525532 0.796666 0.96029

Weights uk 0.101229 0.222381 0.313707 0.362684 0.362684 0.313707 0.222381 0.101229

The error with n abscissas is:

ε =
22n+1(n!)4

(2n+ 1)(2n!)3
f (2n)(ξ). (8.3.37)

Gauss Quadrature gives the best accuracy (in the sense of correctly integrating polynomials of

highest possible order for a given number of function evaluations).
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IMPORTANT: Abscissas for various orders are all different. If one wishes to improve the

accuracy, new calculations must be done from scratch. Hence Romberg or adaptive integration

are still “better”.



Chapter 9

Bayesian Inference

9.1 Introduction

In science, we attempt to describe, understand and predict a given system via models. We distin-

guish the mathematical model, which describes the system in a mathematical formulation usually

based on physical laws, from a computational model. The latter is a numerical approximation

of the mathematical model and can be implemented in a computer. The system and the model

can be linked through observations. When we attempt to describe a system with a model, the

sources of uncertainties we encounter are:

• modeling errors,

• numerical errors,

• finite arithmetic precision,

• measurement errors,

• uncertainty in parameters.

The field of Bayesian uncertainty quantification tries to quantify the uncertainties we have about

the parameters and models from available data.

9.1.1 Example

Two scientists are given some experimental data {x̃i, ỹi}Ni=1. Scientist 1 proposes to fit this data

with model A, where y = ax + b, i.e., a linear model. Scientist 2 proposes polynomial model

B, where y = cx2 + dx3 + e. So far, we have approached the problem of identifying the model

parameters a, b, c, d, e by proposing a cost function I =
∑N

i=1(yi − ỹi)
2 and an optimization

principle that would minimize the cost function.
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In this chapter, we will learn how to find the probabilities of the models A and B. We are now

concerned with questions: How to choose parameters and how much to trust them? How to

determine which model A or B is better?

9.2 Preliminaries

9.2.1 Definitions

Random experiment

An experiment that has an outcome that is not completely predictable, i.e., we repeat the ex-

periment under the same conditions and we don’t get the same outcome.

Outcome

An outcome is a result of a single trial of the random experiment.

Sample space

A sample space is the set of all possible outcomes of one single trial of the random experiment.

Sample space is a subset of the universe U , which is a set of all possible outcomes.

Event

An event is any set of possible outcomes.

Complement of an event

We define Ã , the complement of an event A , as a set of outcomes not in A , i.e., P (Ã ) =

1− P (A ).

We would like to quantify the probabilities of events.

9.2.2 Axioms of probability

The three axioms of probability are:

1. P (A ) ≥ 0, i.e., the probability of any event is a non-negative real number.

2. P (U ) = 1, i.e., probability that an event will either occur or not occur.

3. If A and B are mutually exclusive or disjoint events (i.e., P (A ) ∈ [0, 1], P (B) ∈ [0, 1],

and A ∩B = Ø), then P (A ∪B) = P (A ) + P (B).

The probability of a union of events A and B is given by

P (A ∪B) = P (A ) + P (B)− P (A ∩B). (9.2.1)

If A and B are independent events, then

P (A ∩B) = P (A )× P (B) (9.2.2)
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Figure 9.1: An event A ∈ B.

An event A can be written as A = (A ∩B) ∪ (A ∩ B̃) (see Figure 9.1). Since (A ∩B) and

(A ∩ B̃) are disjoint it follows by Axiom 3 that

P (A ) = P (A ∩B) + P (A ∩ B̃) (9.2.3)

9.2.3 Conditional probability

Knowing that one event has occurred, does this effect the probability that another has occurred?

Suppose A has occurred. Then the universe becomes A and we only consider B ∩ A . Given

that A has occurred the total probability in the reduced universe is 1.

P (B|A ) = P (A ∩B)× 1

P (A )
, (9.2.4)

where 1
P (A ) is normalization of the reduced universe. The Eq. (9.2.4) is consistent since if A and

B are independent P (B|A ) = P (B)×P (A )× 1
P (A ) = P (B). Similarly, than in Eq. (9.2.4) we

can also write P (A |B) or alternatively

P (A ∩B) = P (B)× P (A |B) (9.2.5)

and

P (A ∩ B̃) = P (B̃)× P (A |B̃). (9.2.6)

Using Eq. (9.2.3), Eq. (9.2.5), and Eq. (9.2.6) we rewrite Eq. (9.2.4) as

P (B|A ) =
P (A ∩B)

P (A )
=

P (A ∩B)

P (A ∩B) + P (A ∩ B̃)
=

P (A |B)P (B)

P (A |B)P (B) + P (A |B̃)P (B̃)
(9.2.7)
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9.3 Bayes Theorem

In Eq. (9.2.7) we recognize the Bayes theorem, i.e.,

P (B|A ) =
P (A |B)P (B)

P (A )
, (9.3.1)

where A and B are events and P (A ) 6= 0. Bayes theorem describes the probability of an event,

based on prior knowledge of conditions that might be related to the event. We can think of A

as data and B as the model. The P (A |B) is the likelihood of observing the data if B is true,

P (B) is the prior knowledge we have about B and P (B|A ) is the posterior.



Chapter 10

Monte Carlo Integration

In this chapter, we discuss another quadrature method, where the locations of the data points

(abscissas) are not uniform. We begin by showing an example of high-dimensional integration

problem, serving as a motivation for quadrature rules that are different from the already “opti-

mal” Gauss quadrature.

10.1 Curse of dimensionality

For a given multi-variate function depending on d ∈ N variables,

f : Rd → R, x = (x(1), . . . , x(d)) 7→ f(x(1), . . . , x(d)), (10.1.1)

we are interested in estimating its integral over a multi-dimensional domain Ω = Ω1 × · · · × Ωd,

I =

∫
Ω
f(x(1), . . . , x(d))dx, Ωr = [ar, br], r = 1, . . . , d. (10.1.2)

One way to estimate I would be to split it into d nested integrals

I =

∫
Ω1

· · ·
∫

Ωd

f(x(1), . . . , x(d))dx(d) · · · dx(1), (10.1.3)

and to apply any of the 1-dimensional quadrature rules with n points from the previous sections

along each dimension r = 1, . . . , d. In particular, given a one dimensional quadrature rule with

locations x1, . . . , xn and weights w1, . . . , wn, the d-dimensional quadrature rule obtained using

the Cartesian product is given by

I ≈
n∑

i1=1
...
id=1

w̃i1,...,idf(x
(1)
i1
, . . . , x

(d)
id

), (10.1.4)
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with weights given by

w̃i1,...,id =
d∏
r=1

wir . (10.1.5)

Note that in such case, the total number of function evaluations is M = nd due to d-fold Cartesian

product of n quadrature points from each dimension.

The curse of the dimensionality becomes evident once we look into the accuracy of such multi-

dimensional quadrature rule. For instance, we know that one-dimensional Simpson’s rule is forth

order accurate, i.e.

I − IS = O(h4). (10.1.6)

However, unlike in one-dimensional setting, where interval size h is inversely proportional to the

total number of quadrature points M (since for d = 1 we have M = n). i.e.

h =
b1 − a1

n
= O(n−1) = O(M−1), (10.1.7)

in the multi-dimensional (d > 1) case we have an exponential dependence with the exponent d,

h =
(b1 − a1)

n
= · · · = (bd − ad)

n
= O(n−1) = O(M−1/d). (10.1.8)

Taking this into account, the order of accuracy with respect to the number of function evaluations

is no longer 4, but 4/d,

I − IS = O(M−4/d). (10.1.9)

In general, an order s scheme is order s/d in d dimensions. For large dimensions d, the order of

accuracy is hence significantly reduced and the required computational cost M = nd could be

unfeasible.

An example of a high-dimensional integration is, for instance, a statistical mechanics model

with N particles, where 6N -dimensional integrals (3N positions and 3N momenta) need to be

estimated, resulting in d = 6N dimensions.

One of the methods to overcome this curse of dimensionality is the so-called stochastic (random-

ized) Monte Carlo quadrature.

10.2 Probability background

Monte Carlo methods can only be analyzed from a statistical viewpoint. Hence, we first review

some basic principles from probability theory before describing Monte Carlo integration.
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10.2.1 Cumulative distribution and density functions

The cumulative distribution function, or CDF, of a random variable X is the probability that a

value chosen from the variable’s distribution is less than or equal to some threshold x:

cdf(x) = P{X ≤ x}. (10.2.1)

The corresponding probability density function, or PDF, is the derivative of the CDF:

pdf(x) =
d

dx
cdf(x). (10.2.2)

CDFs are always monotonically increasing, which means that the PDF is always non-negative.

An important relationship arises from the above two equations, which allows us to compute the

probability that a random variable lies within an interval:

P{a ≤ X ≤ b} =

∫ b

a
pdf(x)dx. (10.2.3)

10.2.2 Expected value and variance

The expected value or expectation of a derived random variable Y = f(X) over a domain Ω is

defined as

〈Y 〉 = 〈f〉 = E[Y ] = E[f ] =

∫
Ω
f(x)pdf(x)dx. (10.2.4)

The variance of a derived random variable Y = f(X) over a domain Ωis defined as

Var[Y ] = σ2[Y ] = E
[
(Y − E[Y ])2

]
, (10.2.5)

where σ, the standard deviation, is the square root of the variance. From these derivations it is

easy to show that for any constant a,

E[aY ] = aE[Y ],

σ2[aY ] = a2σ2[Y ].
(10.2.6)

Furthermore, the expected value of a sum of random variables Yi is the sum of their expected

values:

E
[∑

i

Yi

]
=
∑
i

E[Yi]. (10.2.7)

From these properties it is possible to derive a simpler expression for the variance:

σ2[Y ] = E[Y 2]− E[Y ]2. (10.2.8)

If the random variables Yi are uncorrelated (or, even stronger, independent), the summation

property also holds for the variance:

σ2
[∑

i

Yi

]
=
∑
i

σ2[Yi]. (10.2.9)
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10.3 Monte Carlo sampling

Problem setup: We would like to estimate the value of π by throwing stones into a pond.

To achieve this using integration techniques, we recall that the area of a circle with radius r

is πr2. If we would compute the area of a quarter of a circle (“the pond”) with radius r = 1,

we would obtain the value π, see Figure 10.1. This means, that we need to integrate function

f : [0, 1]2 → R, defined by

f(x, y) =

1 if
√
x2 + y2 ≤ 1,

0 else,
(10.3.1)

over a uniform probability distribution in the entire domain [0, 1]2.

Figure 10.1: The area of the quarter circle with radius r = 1 is equal to π/4.

Idea: throw M stones randomly (i.e. generate M random pairs of numbers (x, y) ∈ [0, 1]2) and

count how many stones hit the pond (i.e. how many coordinates (x, y) lie inside the circle).

In general, for a given multi-dimensional integrand f : Rd → R, we denote the integral by

I = |Ω|〈f〉, (10.3.2)

where 〈f〉 is the average (i.e. the normalized integral of f) of the integrand f over Ω,

〈f〉 =
1

|Ω|

∫
Ω
f(x)dx, |Ω| =

∫
Ω
dx. (10.3.3)

To approximate 〈f〉, instead of evaluating f at nd locations obtained from a d-fold Cartesian

product of one-dimensional quadrature rules, we evaluate it at M points xi (called “samples”)

chosen randomly in Ω and compute the average of all values (perform “sampling”)

〈f〉 ≈ 〈f〉M =
1

M

M∑
i=1

f(xi). (10.3.4)

Two interpretations of MC estimation are given in Figure 10.2, where MC sampling is performed

for a one-dimensional function f on domain |Ω| = b − a and the number of samples is set to

M = 4.
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Figure 10.2: Illustration of two interpretations of the Monte Carlo estimator (10.3.4): computing

the mean value (or height) of the function and multiplying by the interval length (top), or

computing the average of several rectangle rules with random evaluation locations.

Due to the random nature of Monte Carlo sampling (changing random number sequence would

result in a slightly different result), the estimate 〈f〉M itself could be treated as a random variable.

However, assuming that all samples xi are independent, we obtain that the expected value of

this estimate 〈f〉M is the exact integral:

E[〈f〉M ] = E

 1

M

M∑
i=1

f(xi)

 =
1

M

M∑
i=1

E[f(xi)] =
1

M

M∑
i=1

〈f〉 =
1

M
M〈f〉 = 〈f〉. (10.3.5)

Such estimators are called unbiased (“true”) estimators.

Furthermore, as we increase the number of samples M , the estimator 〈f〉M becomes a close

and closer approximation of 〈f〉. Due to the Strong Law of Large Numbers, in the limit we can

guarantee that we have the exact solution:

P
{

lim
M→∞

〈f〉M = 〈f〉
}

= 1. (10.3.6)

10.4 Estimating the error

To compare the accuracy and efficiency of Monte Carlo sampling to other quadrature methods,

we need to estimate its error.

We define the error to be the standard deviation (i.e., the root mean square (RMS) error) of the

difference between random estimate 〈f〉M and exact deterministic integral 〈f〉,

εM =
√

Var[〈f〉M − 〈f〉], Var[X] = 〈(X − 〈X〉)2〉 = 〈X2〉 − 〈X〉2. (10.4.1)

Since E[〈f〉M ] = 〈f〉 and is a deterministic quantity, we can further simplify εM to

εM =
√

Var[〈f〉M ]. (10.4.2)
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Next, we will derive a closed form expression for the error εM in terms of the variance (volatility)

of the integrand f and the number of samples M .

For that, we will use the linearity of the expectation, i.e., for two random variables X and Y ,

E[aX + bY ] = aE[X] + bE[Y ], a, b ∈ R. (10.4.3)

Furthermore, for independent random variables X and Y , we have

E[XY ] = E[X]E[Y ]. (10.4.4)

To derive a closed form expression for the error εM , we plug in the definition of 〈f〉M and use

f(xi) and f(xj) are independent if i 6= j:

ε2
M = Var[〈f〉M ] = E

[(
〈f〉M − E[〈f〉M ]

)2
]

= E


 1

M

M∑
i=1

(
f(xi)− 〈f〉

)2


= E

 1

M2

M∑
i,j=1

(
f(xi)− 〈f〉

)(
f(xj)− 〈f〉

)
=

1

M2

M∑
i,j=1

(
E[f(xi)f(xj)]− E[f(xi)]︸ ︷︷ ︸

=〈f〉

〈f〉 − 〈f〉E[f(xj)]︸ ︷︷ ︸
=〈f〉

+〈f〉2
)

=
1

M2

M∑
i,j=1

(
E[f(xi)f(xj)]− 〈f〉2

)

=
1

M2

M∑
i=1

(
E[f(xi)

2]− 〈f〉2
)

+
1

M2

M∑
i,j=1
i 6=j

(
E[f(xi)f(xj)]︸ ︷︷ ︸

=E[f(xi)]E[f(xj)]=〈f〉2

−〈f〉2
)

=
1

M2

M∑
i=1

(
〈f2〉 − 〈f〉2

)
+

1

M2

M∑
i,j=1
i 6=j

(
E[f(xi)]E[f(xj)]︸ ︷︷ ︸

=〈f〉2

−〈f〉2
)

=
1

M2

M∑
i=1

(
〈f2〉 − 〈f〉2

)
=

1

M2
M
(
〈f2〉 − 〈f〉2

)
=
〈f2〉 − 〈f〉2

M
=

Var[f ]

M
.

(10.4.5)

We have obtained that the variance of the Monte Carlo estimator 〈f〉M is M times smaller than

the initial variance of the integrand f . Hence, Monte Carlo method is 1/2-order accurate, i.e.

εM =

√
Var[f ]

M
= O(M−1/2). (10.4.6)
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Notice, that order 1/2 is lower than any of the quadrature rules discussed so far. Order 1/2

implies that in order to reduce the error by a factor of 2, we would need to evaluate 4 times as

many samples.

However, there is a trade-off here: the order does not depend on the dimension d of the inte-

grand f . Having such dimension-independent accuracy, Monte Carlo sampling has a significant

advantage for very high-dimensional integrals.

As an example we can compare Monte Carlo sampling to Simpson’s rule with order of accuracy

4/d: we see that Monte Carlo quadrature is more efficient (meaning 1/2 > 4/d) for any dimension

d higher than 8.

Remark. The error εM of the Monte Carlo estimator is not a strict bound of the error, meaning

that the following inequality does is not always satisfied:

|〈f〉 − 〈f〉M | ≤ εM . (10.4.7)

Instead, εM describes the most probable values of the error, i.e. for large number of samples M ,

we expect

|〈f〉 − 〈f〉M | <


εM , with probability of 68%,

2εM , with probability of 95%,

3εM , with probability of 99%.

(10.4.8)

10.5 Monte Carlo recipe

Recipe for Monte Carlo quadrature of uncorrelated data is as follows:

• Draw random points xi and evaluate the integrand f to get random variables f(xi).

• Store the number of samples, the sum of values, and the sum of squares

M,
M∑
i=1

f(xi)
M∑
i=1

f(xi)
2. (10.5.1)

• Compute the mean as the estimate of the expectation (normalized integral)

I

|Ω| = 〈f〉 ≈ 〈f〉M =
1

M

M∑
i=1

f(xi). (10.5.2)

• Estimate the variance from the mean of squares

Var[f ] ≈ VarM [f ] =
M

M − 1

 1

M

M∑
i=1

f(xi)
2 − 〈f〉2M

 =
M

M − 1

(
〈f2〉M−〈f〉2M

)
, (10.5.3)

and use it to estimate the error

εM =

√
Var[f ]

M
≈
√

VarM [f ]

M
=

√
1

M − 1

(
〈f2〉M − 〈f〉2M

)
. (10.5.4)
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10.6 Non-Uniform Distributions

In practice, Monte Carlo quadrature is often used to estimate the expected value of a function

f(x) over some probability density function p(x), i.e.,

Ep[f ] =

∫
f(x)p(x) dx. (10.6.1)

The Monte Carlo estimation of this expected value is

Ep[f ] ≈ 1

M

M∑
i=1

f(xi) (10.6.2)

where {xi|i = 1, . . . ,M} is a set of M samples drawn from probability distribution with proba-

bility density function p(x).

For the integrals of the form I =
∫

Ωf(x) dx that we considered so far, we have

I = |Ω|〈f〉 = |Ω|Ep[f ], (10.6.3)

where

p(x) =

 1
|Ω| , if x ∈ Ω,

0, otherwise.
(10.6.4)

Hence, we would need to draw samples from uniform distribution. Uniformly distributed random

numbers can be obtained using the so-called pseudo-random number generators, available in

most of the commercial and free software. Hence, we will assume that such random number are

available. For other problems where p(x) is non-uniform, we would like to generate non-uniform

random numbers for estimating the expected value Ep[f ].

10.6.1 Transformation

Samples drawn from a uniform distribution X with PDF

pX(x) =

1/(b− a), for x ∈ [a, b]

0, otherwise
(10.6.5)

are obtained from the transformation

x = a+ (b− a)u, (10.6.6)

where u is a sample obtained from a uniform distribution with values in [0, 1].
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10.6.2 Inverse Transform Sampling

Let X be a random variable (RV) with a probability density function (PDF) pX(x) and cumulative

density function (CDF) FX(x). Note that

FX(x) =

∫ s

−∞
pX(s)ds (10.6.7)

Samples from the PDF pX(x) can be generated using the Inverse Transform Sampling

method, which makes use of the samples u(i), i = 1, . . . , N obtained from a uniformly distributed

random variable U ∈ [0, 1]. The sample generation is based on the following considerations. A

transformation between the values of the random variables X and U is introduced as follows:

x = g(u) (10.6.8)

and we seek the function g(u) such that the random variable X follows the desired distribution

pX(x). Given x = g(u), it is known that the PDFs pX(x) and pU (u) are given by

pX(x)dx = pU (u)du (10.6.9)

or, equivalently, the PDF pX(x) is

pX(x) = pU (u)

∣∣∣∣dudx
∣∣∣∣ = pU (u)

∣∣∣∣dg(u)

du

∣∣∣∣−1

(10.6.10)

Since U is uniform, one has that pU (u) = 1 for u ∈ [0, 1] and integration of (10.6.9) yields∫ x

−∞
pX(s)ds =

∫ u

0
pU (s)ds = u (10.6.11)

which, by making use of (10.6.7), one derives that

FX(x) = u (10.6.12)

Thus the following transformation is true

x = F−1
X (u) (10.6.13)

which means that the values of x are given by the inverse of the CDF FX(x) which also this

inverse represents exaclty the function g(u). This transformation allows to draw samples x(i),

i = 1, · · · , N from the PDF pX(x) as

x(i) = F−1
X (u(i)) (10.6.14)

where u(i) are samples from the uniform distribution over interval [0, 1].
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10.6.3 Sampling from the Exponential Distribution

Use the inverse transform sampling method to sample from the exponential distribution

p(x) = λe−λx, x > 0 (10.6.15)

The CDF of the exponential distribution is

F (x) =

∫ x

0
p(x)dx =

∫ x

0
λe−λxdx = 1− e−λx (10.6.16)

Thus the transformation x = g(u) which is obtained from x = F−1(u) or equivalently F (x) = u

is derived by solving

1− e−λx = u (10.6.17)

with respect to x to yield

x = − 1

λ
ln(1− u) (10.6.18)

The transformation (10.6.18) between the random variable X and the standard uniform variable

U defines an exponentially distributed random variable X and it allows to draw samples x(i),

i = 1, . . . , N from the PDF p(x) as

x(i) = − 1

λ
ln(1− u(i)) (10.6.19)

where u(i), i = 1, . . . ,M are samples drawn from the standard uniform distribution.

10.6.4 Sampling from Normal (Gaussian) distribution

The inverse transform sampling method requires the inversion of the CDF FX(x). This may be

time consuming for cases where F−1
X (u) is not known in closed form as, for example, the Normal

distribution.

For Normal distribution, an alternative, called Box-Muller Transformation, yields an exact

method that uses the inverse transform method to convert two independent uniform random

variables into two independent normally distributed random variables. This is possible by using

the generalization of the relation between the PDF of two random vectors Y and X. If the values

of Y and X are related by the transformation x = g(y), then the distributions pX(x) and PY (y)

are given by

pX(x) = pY (y)

∣∣∣∣∣dg(y)

dx

∣∣∣∣∣ (10.6.20)

where
dg(y)

dx is the Jacobian and |·| denotes determinant. Suppose that U = (U1, U2) is a set

of two standard uniformly distributed variables with values defined in the interval [0, 1]. Using

(10.6.20) for y = u, it can readily shown that the transformation

x1 = u1

(−2ln(u1)

r2

)1/2

(10.6.21)
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x2 = u2

(−2ln(u2)

r2

)1/2

(10.6.22)

where r2 = u2
1 +u2

2, results in independent and standard Gaussian variables X1 and X2 since the

joint distribution of X1 and X2 is

p(x1, x2) = p(u1, u2)

∣∣∣∣∣dg(u)

dx

∣∣∣∣∣ (10.6.23)

which, after computing the Jacobian, it can be shown that

p(x1, x2) =
1√
2π
exp

[
−x

2
1

2

]
1√
2π
exp

[
−x

2
2

2

]
(10.6.24)

10.7 Rejection Sampling

Another method for generating random numbers according to a distribution, suggested by von

Neumann is Rejection Sampling. The method works as follows: one should find a simple dis-

tribution with probability density function h(x) from which we already know how to generate

samples, with the property that h(x) bounds p(x), i.e. such that

p(x) < λh(x) (10.7.1)

for some λ ∈ R. For graphical explanation, refer to Figure 10.3.

Then the algorithm continues as follows:

1. draw a random sample x from distribution h(x),

2. draw a uniform random number u in the interval [0, 1]

3. accept x if u <
p(x)

λh(x)
, otherwise reject (forget) x,

4. continue the same procedure until sufficiently many (accepted) samples generated.

One of the easiest (not always the best or even appropriate) choice for h(x) is a uniform distri-

bution, as depicted in Figure 10.3. However, the probability of rejection increases exponentially

with d, i.e., for high dimensional distributions (d is large), we are facing the same curse of

dimensionality that we encountered for other deterministic Quadrature rules.

10.8 Importance Sampling

For distribution functions that are highly irregular, multi-modal and peaked, Rejection sampling

will waste a lot of effort in regions of low importance (i.e., rejection occurs significantly more
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Figure 10.3: Rejection Sampling method

often than acceptance). An example of this kind of function can be seen in Figure 10.4 (left).

Ideally, we would like to focus our sampling effort in the area where the distribution has more

volume in order to explore it better. For example, imagine that you want to sample a rare

Figure 10.4: Left: Wasted effort while choosing sampling points in areas of low importance.

Right: Illustration of usage of importance sampling to overcome difficulties arising from uniform

sampling strategies.

event. You know, for instance, that you have a distribution function that shows a significant

basin around a tiny support of 10−5 around 0. We would like to bias the random draws so that

the majority of the “candidate” points x are being selected around that area; however, such bias

needs to be accounted for later. This idea leads to a method called Importance Sampling.

Importance sampling allows us to draw samples x that are distributed as probability w(x), instead

of a uniform distribution. We compensate for the bias by normalizing p(x) by the very same

“importance” function w(x) and sample p(x)/w(x) instead, resulting in the following integral:

〈f〉p =
1

b− a

∫ b

a
f(x)

p(x)

w(x)
w(x)dx ≈ 1

b− a
M∑
i=1

f(xi)
p(xi)

w(xi)
, (10.8.1)

with each xi being sampled from distribution w(x). For an example distribution w(x), refer to

Figure ?? (right).



Chapter 11

Uncertainty Quantification

11.1 Bayes’ Rule

Suppose we have observed some set of data D and we construct a model M that explains the

data. We assume that we have a computational model that depends on some parameters. These

parameters are considered to be random variables and will be denoted by θ. A prior distribution

P (θ |I) can be imposed on them, e.g., if we know that θ takes only positive values, P (θ |I) can

be the gamma distribution. We can use the Bayes’ Rule to infer the parameters θ of the model

M

P (θ |D, I) =
P (D |θ, I)P (θ |I)

P (D |I)
, (11.1.1)

where I stand for any other information we might have. The P (θ |D, I) is called the posterior

probability, the P (D |θ, I) is the likelihood. The denominator P (D|I) is the evidence of the

model, which (in the case of continuous variables) can be written as

P (D |I) =

∫
P (D |θI)P (θ |I) dθ. (11.1.2)

It is the normalizing constant that makes the right hand side of 11.1.1 a probability density

function. Using 11.1.1 we are able to find the distribution of the parameters conditioned on the

data. Stated differently, we can answer the question “what values for the parameters will make

the computational model fit the data better?”.

11.2 Posterior robust prediction

We can use the posterior distribution of the parameters to predict another quantity of interest

q.

P (q |D) =

∫
P (q |θ) p(θ |D, I) dθ. (11.2.1)
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Thus, we can propagate the uncertainty in the parameters to the output of the model in order

to quantify the uncertainty it the predictions.

11.3 Model selection

The Bayesian framework can also be used to compare different models. Suppose, we have 2

different models, i.e, M1 and M2. We can compute the P (M1 |D) and P (M2 |D). The ration

between the two is the posterior ratio

P (M1 |D)

P (M2 |D)
=
P (D |M1)

P (D |M2)

P (M1 |I)

P (M2 |I)
. (11.3.1)

If we assume that both models have only one parameter and a uniform prior, i.e., P (M1 |I) =
1

mmax
1 −mmin

1
and P (M2 |I) = 1

mmax
2 −mmin

2
which gives us

P (M1 |D)

P (M2 |D)
=
P (D |M1)

P (D |M2)

mmax
2 −mmin

2

mmax
1 −mmin

1

. (11.3.2)

11.4 Parameter estimation

Let θ ∈ R be a model parameter with posterior distribution function

P = prob(θ |D, I). (11.4.1)

We would like to know

• the best estimate, which is the model parameter for which the posterior density function

is maximized,

• measure of reliability of the best estimate.

As we will see below, the posterior distribution around the best estimate can be locally approx-

imated with a Gaussian distribution, by employing the Laplace approximation method. The

Laplace approximation method uses the Taylor expansion of a function around a global maxi-

mum in order to construct the exponential form of a function. Since the posterior distribution is

approximated by a Gaussian, the logarithm of the posterior plays the role of the function onto

which the Taylor expansion is applied.

The best estimate θ0 is the global maximum of the posterior distribution. Thus, the following
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two conditions must hold

∂P

∂θ

∣∣∣∣
θ0

= 0, (11.4.2)

∂2P

∂θ2

∣∣∣∣∣
θ0

< 0. (11.4.3)

We can define L as the natural logarithm of the probability density (which, in the Bayesian

framework corresponds to the log-likelihood function), i.e.,

L(θ) = log(P (θ)). (11.4.4)

From ∂L
∂θ = ∂L

∂P
∂P
∂θ = P ′

P we observe that the transformation preserves the location of the maxi-

mum. By performing Taylor expansion of L around the maximum θ0 we have

L(θ) = L(θ0) +
1

2

∂2L

∂θ2

∣∣∣∣∣
θ0

(θ − θ0)2 + O
(

(θ − θ0)3
)
, (11.4.5)

where we used 11.4.2. Keeping only terms up to second order, we can write the probability

distribution as,

P (θ |D, I) ≈ A exp

1

2

∂2L

∂θ2

∣∣∣∣∣
θ0

(θ − θ0)2

 , (11.4.6)

where A is a constant A = exp
(
L(θ0)

)
. We obtained a Gaussian approximation of the probability

density function with variance

σ2 = −

 ∂2L

∂θ2

∣∣∣∣∣
θ0

−1

. (11.4.7)

This is positive as the second derivative is negative according to the condition 11.4.3. We can

finally write the Gaussian approximation, omitting the normalization constant, as

P (θ |D, I) ∝ 1√
2πσ2

exp

(
− 1

2σ2
(θ − θ0)2

)
. (11.4.8)

We see that around θ0 the gaussian approximation is a good approximation for the probability

distribution function P (θ |D, I) (see Figure 11.1).
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Figure 11.1: Laplace approximation. In the limit of many observation data the probability

distribution function P (θ |D, I) is locally approximated as a Gaussian around the best estimate,

i.e. the value that maximizes the density function.

11.4.1 Example I: The coin flipping problem

A coin comes up heads 4 times in 16 flips.

Is this a fair coin?

Define H the bias-weighting of the coin. For example

• if H = 0: a tail comes at every flip,

• if H = 1: a head comes at every flip,

• if H = 1
2 : a fair coin.

Here, H plays the role of the model parameter θ. Suppose we observe “R heads in N tosses”.

We want to estimate the posterior distribution of H given the observed data D = (R,N),

p(H |D). (11.4.9)

Using Bayes’ theorem, we write

p(H |D) ∝ p(D |H)p(H). (11.4.10)

Here, we omit the normalization factor for simplicity. We choose a uniform prior,

p(H) =

1, if 0 ≤ H ≤ 1,

0, otherwise.
(11.4.11)
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Such prior is used when we do not have any prior knowledge about the fairness of the coin: it

is equally probable to have a fair coin or to have a coin completely biased towards head. We

need to define the likelihood function in 11.4.10. In words, the likelihood function measures the

chance to observe certain data if the value of the bias-weighting is given. Assuming independent

events, it is easy to observe that the likelihood of obtaining “R heads in N tosses” follows a

binomial distribution,

p(D |H) ∝ HR(1−H)N−R. (11.4.12)

This is intuitively derived by considering

• HR is the probability of having R “heads”,

• (1−H)N−R is the probability of having N −R “tails”.

Note that we again omitted the constant factor in 11.4.12 as it does not depend on H. Posterior

distributions of the bias-weighting of the coin H are shown on Figure 11.2, starting from three

different priors. The different lines show posterior densities for different priors. The first figure for

0 data points represents the three priors. It can be seen that after many observations, the three

posterior densities converge to the same distribution. However, the effect of the prior is evident

for smaller observation data sets, as the biased Gaussian prior converges later to the actual

posterior density. Comparing 11.2 with our original problem, we can see that the probability of

the coin to be fair still lies in the confidence region. However it is more likely that the coin is

not fair, given the data. We need more data to increase our confidence about H.

In the Bayesian framework, we now approximate the posterior distribution of the parameter with

a Gaussian distribution around the best estimate, i.e. the value that maximizes the posterior.

Taking the logarithm of 11.4.12, we get

L(H) = const +R log(H) + (N −R) log(1−H),

where the constant does not play any role as we want to find the best estimate. The first two

derivatives read,

∂L

∂H
=
R

H
− N −R

1−H ,

∂2L

∂H2
= − R

H2
− N −R

(1−H)2
.

The condition 11.4.2 gives the best estimate Ĥ = R
N . The standard deviation is therefore given

by

σ =

− ∂2L

∂H2

∣∣∣∣∣
Ĥ

− 1
2

=

√
Ĥ(1− Ĥ)

N
. (11.4.13)

Note that the certainty increases as we add more data. We can also notice that it is easier to

detect a biased coin than a fair coin. Indeed, the uncertainty is maximized for Ĥ = 1
2 .
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18 Parameter estimation I

Fig. 2.2 The effect of different priors, prob(H |I ), on the posterior pdf for the bias-weighting of
a coin. The solid line is the same as in Fig. 2.1, and is included for ease of comparison. The case
for two alternative priors, reflecting slightly different assumptions in the conditioning information
I , are shown with dashed and dotted lines.

Figure 11.2: Evolution of the posterior density of the bias-weighting of a coin as the number of

data increases. Taken from D.Sivia and J. Skilling. Data analysis: a Bayesian tutorial. OUP

Oxford, 2006.
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11.4.2 Example II: Gaussian mean estimator

Consider N independent and identically distributed (i.i.d.) observations D = (d1, d2, . . . dN ). We

assume that the data are randomly generated from a Gaussian distribution with known variance

σ2 and unknown mean θ = µ,

p(dk |µ) =
1√

2πσ2
exp

(
− 1

2σ2
(dk − µ)2

)
.

What is the best estimate for µ and what is our confidence for this estimate? From Bayes’

theorem, the posterior probability of the mean µ is given by

p(µ |D) ∝ p(D |µ) p(µ).

Since the data is i.i.d., the likelihood function takes the form

p(D |µ) =
N∏
k=1

p(dk |µ).

Here, we assume an uninformative uniform prior for the mean of the Gaussian,

p(µ) =

c = 1
µmax−µmin

, µmin ≤ µ ≤ µmax

0, otherwise.

The posterior distribution is then given by

p(µ |D) ∝ c
N∏
k=1

p(dk |µ)

= c
N∏
k=1

1√
2πσ2

exp

(
− 1

2σ2
(dk − µ)2

)

= c
1

(2πσ2)N/2
exp

− 1

2σ2

N∑
k=1

(dk − µ)2

 .

We compute the log-likelihood,

L(µ) = log(p(µ |D)),

= const−
N∑
k=1

(dk − µ)2

2σ2
.



106 Chapter 11. Uncertainty Quantification

The best estimate µ̂ must satisfy

dL(µ)

dµ

∣∣∣∣
µ̂

=
N∑
k=1

dk − µ̂
σ2

= 0,

⇒
N∑
k=1

dk =

N∑
k=1

µ̂,

⇒ µ̂ =
1

N

N∑
k=1

dk.
dL(µ)

dµ

∣∣∣∣
µ̂

=
N∑
k=1

dk − µ̂
σ2

= 0,

⇒
N∑
k=1

dk =
N∑
k=1

µ̂,

⇒ µ̂ =
1

N

N∑
k=1

dk.

We compute the second derivative of the log-likelihood

d2L

dµ2
= −

N∑
k=1

1

σ2
= −N

σ2
,

which is negative, meaning that L(µ̂) is indeed a maximum. Finally, the standard deviation of

the posterior is equal to σ/
√
N and the confidence interval on the best estimate is given by

µ = µ̂± σ√
N
.
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