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Suppose we have some question about the physical world that is we are interested in some quantity
of interest (QoI). By performing an experiment (observing the physical world), the sensors give us
someDATA (numbers) related to our QoI.
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Figure 1: Example on shaking (see http://www.cookingissues.com/index.html%3Fp=1527.html): we
would like to know how long one should shake a cocktail. We insert a thermostat into the shaker and
measure the temperature at some time instances during the shaking of the cocktail.
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To answer questions about our QoI we construct a MODEL that describes the data. Models are
“architectures of assumptions”. These assumptions can be inspired by

• data, e.g. we see patterns in the data and therefore assume some underlying functional form.

• physical laws, e.g., we may know that the relationship is following some physical law.

Depending on the assumptions about the data, we can construct a model that will either:

• fit the data: we construct a lowordermodel that approximates the data. Ourmodel (“functions”)
does not pass through all the data points. We perform data fitting, whenwe assume that the
observed data has errors.

• interpolate/extrapolate the data: we construct a model such that the function goes through
all the data points. We perform data interpolation, whenwe assume that the data points are
accurate. Typically, when data points are hard to evaluate and we find a function that is easier
to evaluate and can interpolate between (extrapolate beyond) the data points. Here, the model
is specified by the data. (Lectures 4-6)

For data fitting, we further distinguish between

• parametric fitting where we are able to specify a particular function form of the model which
has a computable number of adjustable parameters. For example, the model is f (x) = ax +b

and a,b are the parameters of the model. (Lecture 1)

• nonparametric fitting, where the model has so many parameters that the model can describe
any functional form. This is the area of Machine learning, e.g., Neural Networks. (Lecture 7)

In both cases, the goal is to obtain the values of the parameters such that themodel will “best” capture
the data. This implies optimization in terms of a minimizing or maximizing a cost function. Such
tasks are be performed by ALGORITHMS. In this course, we will also discuss: how to solve nonlinear
equations (Lectures 2 and 3), how to perform numerical integration (Lectures 8-11). Note that
algorithms depend on the assumedmodel architecture, i.e., some algorithms are only applicable for
somemodels.

Lastly, in function fitting we assume a model. But how can we know whether the assumedmodel was
good or bad? Or given models A and B can we establish which one is better? We will see that we can
answer this question with Uncertainty Quantification (Lectures 12 and 13).
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LECTURE1 Modeling Data: Linear Least Squares

1.1 Parametric Function Fitting

Given a set of data {(ti ,bi )}i=1,...,N the aim of function fitting is to find the parameters of a function
f (t ) such that f (t ) will "best" describe the data, i. e., bi ≈ f (ti ). Assuming there is a function g (t )

describing exactly all the data then f (t ) is an approximation of g (t ).

In function fitting, we need to specify:

• model architecture: the functional form of function f (t ). We can choose to fit our data with a
straight line (linear function), a polynomial function, an exponential function etc.

• measure of "best": the cost function. The parameters of f can be found by minimizing the
N∑

i=1

[
bi − f (ti )

]2 (squared L2-norm) or we can choose to minimize
N∑

i=1

∣∣bi − f (ti )
∣∣ (L1-norm), or

max
i

∣∣bi − f (ti )
∣∣ (L∞-norm). In the followingwewill denote ‖~x−~y‖k = k

√
n∑

i=1
(xi − yi )k for x, y ∈Rn ,

which is the Lk-norm.

Different choices will lead to different results as shown in Figure 1.1 where the same data points have

t1 t2 t3

b1

t

b

tN

L1-norm
L2-norm
L∞-norm

t1 t2 t3

b1

t

b

tN

Figure 1.1: Example showing functionfittingof givendatapointswith twopossiblemodel architectures
(left): straight and curved lines. In the right plot, we show three different linear approximations to the
data obtained with different normmeasures.



4 Lecture 1. Modeling Data: Linear Least Squares

been fitted with 2 model architectures (Figure 1.1 left): a straight line (a first order polynomial) and a
higher order polynomial and using 3 different measures of "best" (Figure 1.1 right).

Typically, we have more data points N than the total number of free parameters M of function f ,
which is why the fitted function in general does not pass through all the data points. If N = M , then
we talk about data interpolation/extrapolation. A topic that will be discussed in subsequent lectures.

1.2 Linear Least Squares

We choose to fit the data {(ti ,bi )}, i = 1, . . . , N with a fitting function f (t ) that can be expressed as a
linear combination of M linearly independent functions φk (t ), i.e.,

f (t ) =
M∑

k=1
xkφk (t ) (1.2.1)

The functions φk (x) are called basis functions where typically M ¿ N . Some examples of functions
that can be used as basis functions φk are given below:

φk (t ) = t k−1, φk (t ) = cos[(k −1)t ],

φk (t ) = eβk t , φk (t ) = 1− |t − tk |
∆

.

Note the following: The functions φ can be nonlinear, i.e., linear least squares doesn’t mean we are
fitting a linear function to the data. "Linear" in the Linear Least Squares method refers to the fact
that the unknown parameters xk enter linearly. The functions φ should not be linearly dependent
otherwise some parameters are redundant.

We want to find the unknown parameters xk with k = 1, ..., M such that the cost function

E 2 =
N∑

i=1
e2

i =
N∑

i=1

[
bi − f (ti )

]2 (1.2.2)

isminimised. "Least Squares" refers to the fact that the "best" fit is the one that minimizes the sum of
squared L2-norm of the residuals ei . Residual is a distance between the observed value bi and the
fitted value f (ti ) provided by the model. Note that minimizing E 2 is equivalent to minimizing E , i.e.,
both cost functions give the same result. We choose E 2 so we do not have to deal with square root.

Example 1.1: A linear spring

Wemeasure the elastic constant of a linear spring by imposing different weights b on the spring
andmeasuring the displacement t . From physics we know that the force of gravity is balanced
with the spring force, i.e., b = xt . Therefore, it is reasonable to fit the data with f (t ) = xφ(t ),
where φ(t ) = t . We measure data points {t1,b1}, {t2,b2}, {t3,b3} and the only unknown is the
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1.2. Linear Least Squares 5

elastic constant of the spring x. In this case M = 1 and N = 3.

Fg = b

t
Fspring = x t

t1 t2 t3

b2
f(t2) e2 →  e22=[b2 -f(t2)]2

t

b

We have the following equations:
t1x = b1

t2x = b2

t3x = b3

In order to solve this problem, we seek to find a solution (Eq. (1.2.2)) by minimising

E 2 = (b1 − t1x)2 + (b2 − t2x)2 + (b3 − t3x)2

dE 2

d x
= 0 =⇒−2

[
(b1 − t1x)t1 + (b2 − t2x)t2 + (b3 − t3x)t3

]= 0

x̄ = t1b1 + t2b2 + t3b3

t 2
1 + t 2

2 + t 2
3

,

where we have denoted with x̄ the least squares solution to the problem.
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1.3 Matrix formulation and the Normal equations

The linear least squares problem is more easily solved if we write the system of N equations with M

unknowns in the matrix formulation. We are trying to find the unknown parameter vector~x such that

A~x =~b (1.3.1)

where A ∈RN×M ,~x ∈RM and~b ∈RN . In components this reads

A︷ ︸︸ ︷

φ1(t1) φ2(t1) . . . φM (t1)

φ1(t2) φ2(t2) . . . φM (t2)
... ...
... ...

φ1(tN ) φ2(tN ) . . . φM (tN )



~x︷ ︸︸ ︷
x1

x2
...

xM

=

~b︷ ︸︸ ︷

b1

b2
...
...

bN


(1.3.2)

To determine~x we need to solve the above system of equations. We distinguish between different
cases:

M=N Matrix A is square. Since functionsΦk (t ) are linearly independent there exists a unique solution
given by~x = A−1~b. Remember from linear algebra that the following statements are equivalent:
columns/rows of A are linearly independent⇔A is not singular⇔ there exists A−1 such that
A−1 A = A A−1 = I ⇔ det A 6= 0 ⇔ rank(A) = N ⇔ range(A) ≡ im(A) = RN ⇔ null(A) ≡ ker(A) = 0.
Numerical methods to solve such systems are: Gauss elimination, pivoting strategies, LU
decomposition, Cholesky decomposition, etc.

M>N We have an underdetermined system with infinitely many solutions.

M<N We have an overdetermined system and we can seek an approximate solution A~x ≈~b with least
squares method by requiring that E 2 = ‖~b − A~x‖2

2 is minimal.

For the last case, we therefore have

E 2 = E T E =(~b − A~x)T (~b − A~x)

=(~bT −~xT AT )(~b − A~x)

=~bT~b −~bT A~x −~xT AT~b +~xT AT A~x

=~bT~b −2~xT AT~b +~xT AT A~x

In the last line we have used the fact that~bT A~x is a (1×N )(N ×M)(M ×1) so (1×1) matrix which is
always symmetric. In order to obtain a minimum, we compute the derivative with respect to~x1:

dE 2

d~x
= 0 =⇒−2AT~b +2AT A~x = 0

1In order to reviewmatrix differentiation see https://atmos.washington.edu/%7Edennis/MatrixCalculus.pdf
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1.3. Matrix formulation and the Normal equations 7

We obtain the so-called normal equations

AT A~x = AT~b. (1.3.3)

Since we assume that our functions φk are linearly independent AT A is a symmetric, positiv definite
matrix2. Thus it can be inverted and we can write the least squares solution x̄ as

x̄ = (AT A)−1 AT~b (1.3.4)

Note that the normal equations transform the problem:

A

(N×M)

~x

(M×1) = ~b

(N×1)

=⇒
AT A

(M×M)

~x

(M×1) =
~AT b

(M×1)

Is the obtained solution truly a minimum? To see this we write the Taylor series expansion around x̄:

E 2(x̄ +~y) =E 2(x̄)+
M∑

j=1
y j
∂E 2(x̄)

∂x j
+ 1

2

M∑
j=1

M∑
k=1

y j yk
∂2E 2(x̄)

∂x j∂xk

=E 2(x̄)+ yT AT Ay > E 2(x̄)

Weused the fact that dE 2(x̄)
d~x = 0 and d 2E 2(x̄)

d 2~x = 2AT A. As alreadymentioned thematrix AT A is symmetric
positive definite and therefore we conclude that the least square solution x̄ is aminimum since adding
a small vector ~y will increase E.

Example 1.2: A classic: Fitting a line

Consider a set of N experimental results {ti ,bi }, which we wish to fit to

x1 +x2ti ≈ bi

According to the notation in Eq. (1.2.1), this means that we use φk (ti ) = t k−1
i with k = 1,2 and

M = 2. We can rewrite the problem in matrix form as
1 t1

1 t2
... ...
1 tN


 x1

x2

≈


b1

b2
...

bN


2Symmetry is straight forward (A AT )T = (AT )T AT = A AT . For the other part first recall that amatrixB is positive definite

if for any nonzero vector ~y : ~yT B~y > 0. To see that this is true for matrix AT A we write: ~yT AT A~y = (A~y)T (A~y) = ‖A~y‖2
2 > 0.
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8 Lecture 1. Modeling Data: Linear Least Squares

According to Eq. (1.3.3), we then need to solve the normal equations N
∑N

i=1 ti∑N
i=1 ti

∑N
i=1 t 2

i

 x1

x2

=
 ∑N

i=1 bi∑N
i=1 ti bi

 (1.3.5)

This can be solved as it is a square (2x2) matrix.The solution is given as:

x1 =
(∑N

i=1 t 2
i

)(∑N
i=1 bi

)
−

(∑N
i=1 ti

)(∑N
i=1 ti bi

)
N

(∑N
i=1 t 2

i

)
−

(∑N
i=1 ti

)2

x2 =
N

(∑N
i=1 ti bi

)
−

(∑N
i=1 ti

)(∑N
i=1 bi

)
N

(∑N
i=1 t 2

i

)
−

(∑N
i=1 ti

)2 .

(1.3.6)

1.4 Geometric interpretation

Example 1.3: A linear spring: continued

Let’s look again at the linear spring example. In matrix notation, the problem is given by
t1

t2

t3

x =


b1

b2

b3


and the solution was

x̄ = t1b1 + t2b2 + t3b3

t 2
1 + t 2

2 + t 2
3

= ~a ·~b
‖~a‖2

2

,

which we rewrote using ~a = (t1, t2, t3) and~b = (b1,b2,b3). From geometry we know that a projec-
tion of vector~b onto vector ~a is given by

proj~a~b = ~a~b

‖~a‖
~a

‖~a‖ ,

where ~a~b
‖~a‖ is called a scalar projection which is equal to the length of the vector projection.

Models, Algorithms and Data: Introduction to computing (Spring 2019)



1.4. Geometric interpretation 9

a

b

projab = xa

shortest distance  
from point to line

scalar projection

E = b - xa

This means that linear least squares gives us a solution x̄ such that ~p = x̄~a is a projection of~b
onto ~a, which is the point on the line through ~a closest to~b. Therefore, the residual Ē =~b− x̄~a is
perpendicular to vector ~a.

The geometrical properties of least squares solutions that we have observed in example 1.3 are true in
general. Since the basis functions φ(t ) are chosen such that they are linearly independent, the column
vectors of matrix A span a M-dimensional space. The least squares method finds the solution x̄ such
that Ax̄ is the projection of vector~b on the column space of A. The residual or error Ē =~b−Ax̄ is for least
squares solution perpendicular to that space and has minimal length which means that E = ‖~b − A~x‖
is minimal for x̄. Note that the equation A~x =~b has a solution only if~b is in the column space of A in
which case E = 0.

To see that Ē is perpendicular to the column space of A we write

AT Ax̄ = AT~b

0 = AT (~b − Ax̄)

0 = AT Ē

Suppose that the fitting function has 2 basis functions M = 2 and we have N = 3 data points. Then the
geometric interpretation can be nicely visualised (Figure 1.2) in 3D space, where the 2 columns of
matrix A span a plane. For an inconsistent system of equations, vector~b lies outside of that plane

b = [b1,b2,b3]T

p = Ax = Pb

E = b - Ax = Mb

column1 = [a11,a21,a31]T

column2 = [a12,a22,a32]T

Figure 1.2: Geometric interpretation of the least squares solution with N = 3 and M = 2.

and the least squares method finds the vector ~p = Ax̄ in the column space of A~x that is closest to the

Models, Algorithms and Data: Introduction to computing (Spring 2019)



10 Lecture 1. Modeling Data: Linear Least Squares

given~b. Searching for the least squares solution x̄, which will minimise the error E , is the same as
locating the point ~p = Ax̄ that is closer to~b than any other point in the column space.

1.4.1 The Projection Matrix P

We have shown that the closest point to~b is

~p = Ax̄ = A(AT A)−1 AT~b = P~b,

where matrix P given by

P = A(AT A)−1 AT (1.4.1)

is called the projectionmatrix. Any projection matrix has two basic properties:

1. It is symmetric: P = P T

2. It is idemptotent: P 2 = P

On the other hand, we can write the residual as

Ē =~b − Ax̄ =~b −P~B =~b − A(AT A)−1 AT~b = (I − A(AT A)−1 AT )~b = Mb,

where
M = I − A(AT A)−1 AT

which is also a projection matrix (M = M T and M 2 = M). It can be easily seen that P +M = I , P M = 0,
PA = A and M A = 0. The matrix P projects a vector onto the column space of A, while the matrix M is
the projection onto the space orthogonal to the column space of A.

1.5 Special case: The Orthonormal Case

Consider A as an M ×N matrix and suppose that its columns Ai = Aêi are orthonormal.

AT
i A j =

0, i 6= j

1, i = j

A square matrix with orthonormal columns is an orthogonal matrix.

Properties of orthogonal matrices:

AT A = I = A AT , AT = A−1,

⇔ ‖A~x‖ = ‖~x‖, (A~x)T (A~y) =~xT~y , for all~x,~y
(1.5.1)
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Again x̄ = (AT A)−1 AT~b is the least squares solution and P = A(AT A)−1 AT is the projection matrix. In
the case where columns of A are orthonormal the matrix AT A is the identity matrix, P = A AT and

x̄ = AT b. (1.5.2)

Example 1.4: A matrix with orthogonal columns

Fitting a straight line leads to orthogonal (but not orthonormal) columns when the measure-
ments are taken at times which average to zero. We can always do this transformation: t̄ =
(t1 + . . .+ tm)/m. Instead of working with b = x1 +x2t , we work with b = X1 +X2(t − t̄ ).

1 t1 − t̄
... ...
1 tN − t̄


 X1

X2

=


b1
...

bN


If we insert this in Eq. (1.3.5), we observe that we obtain a diagonal matrix on the left hand side N 0

0
∑N

i=1(ti − t̄ )2

 X1

X2

=
 ∑N

i=1 bi∑N
i=1(ti − t̄ )bi

 .

We can easily solve the system to get

X1 =
~aT

1
~b

~aT
1 ~a1

=
∑

bi

N
, X2 =

~aT
2
~b

~aT
2 ~a2

=
∑

(ti − t̄ )bi∑
(ti − t̄ )2 ,

where ~a1,~a2 are the columns of the matrix A = [~a1,~a2]. This is an example of the Gram-Schmidt
process for orthogonalisation.

1.6 Numerical solutions

In this section, we discus how least squares problem is solved numerically. Generally, we do not solve
the normal equations AT Ax̄ = AT b because they are ill conditioned as we will see below.

1.6.1 Condition number

In computer, thenumbers are storedwith limiteddigits. Thus, our numerical solutionwill be impacted
by the round off errors. Suppose we have obtained a numerical solution x̄ of A~x =~b, where~x is a true
solution. For now, we assume A is square and invertible. The residual of the numerical solution is
non-zero due to roundoff errors:

E =~b − Ax̄ 6= 0.

Models, Algorithms and Data: Introduction to computing (Spring 2019)
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If ‖E‖ is small, does this mean that ‖~x − x̂‖ is also small? The answer is NO. Now, we seek a relation
between these two quantities:

E =~b − Ax̄ =A~x − Ax̄ = A(~x − x̄)

~x − x̄ = A−1E

‖~x − x̄‖ =‖A−1E‖ ≤ ‖A−1‖‖E‖
‖~x − x̄‖
‖~x‖ ≤ ‖A−1‖‖Ê‖‖A‖

‖~b‖
= κ(A)

‖Ê‖
‖~b‖

where we used in the last line the relation ‖~b‖ ≤ ‖A‖‖~x‖ and defined the condition number of A as

κ(A) = ‖A‖‖A−1‖ (1.6.1)

The condition number of a matrix takes values 1 ≤ κ(A) <∞. We call a problem well-conditioned, if
the value κ(A) is not too large. In such cases the obtained solution will be close to the true solution.
Furthermore the condition number can be interpret as the a measure of how close a matrix is to be
singular.

Let us regard some special cases:

orthogonal matrix Q In this case ‖Q‖2 = 1, ‖Q‖−1
2 = 1 and κ2(A) = 1, where we used subscript 2 to

denote the L2-norm. Orthogonal matrix are ideally conditioned.

symmetric positive definite matrix A Here we know that A has real and positive eigenvalues 0 <
λ1 ≤λ2 ≤ ·· · ≤λM . The L2-norm for regular matrices is the biggest eigenvalue ‖A‖2 =λM . The
A−1 is also symmetric positive definite matrix with eigenvalues 0 < 1/λM ≤ 1/λM−1 ≤ ·· · ≤ 1/λ1

and ‖A−1‖2 = 1/λ1. Therefore, κ(A) = λM
λ1
.

Example 1.5: Numerical singularity

Consider a matrix

A =


1 1

ε 0

0 ε

 → AT A =
 1+ε2 1

1 1+ε2

 ε<pη−→
double precision

 1 1

1 1


Forming AT A results in a loss of information if ε<p

η, where η is machine precision, because
AT A becomes numerically singular.

If we now return to the problem of least squares, we note that the normal equations AT A~x = AT~b can
be rewritten as B~x =~c, where B = AT A is a symmetric positive definite matrix. As we have seen above

Models, Algorithms and Data: Introduction to computing (Spring 2019)



1.6. Numerical solutions 13

that for λ1 ¿λM such a matrix can have a very large condition number. Generally one can say that
the relative error in the solution using normal equations is bounded by

κ(AT A) ≈ [κ(A)]2.

Now, we would like to find algorithms such that the error is bounded by κ(A) and not its square.

1.6.2 QR decomposition

Any matrix A ∈RN×M with linearly independent columns (full column rank) can be factored into

A =QR =
(

Q1 Q2

) R1

0

=Q1R1 (1.6.2)

where Q ∈ RN×N is an orthogonal matrix. In the later decomposition Q1 ∈ RN×M is a matrix with
orthogonal columns, and R1 ∈ RM×M is upper triangular and invertible. Using A = Q1R1 the least
squares solution is given by

x̄ = R−1
1 QT

1
~b. (1.6.3)

Solving least square problem via QR decomposition is more stable because κ(A) = κ(R1).

1.6.3 Singular Value Decomposition (SVD)

Any A ∈RN×M can be factored into

A =UΣV >, (1.6.4)

whereU ∈ RN×N and V ∈ RM×M are orthogonal matrices. Σ ∈ RN×M is a diagonal matrix with non-
negative diagonal entries 0 ≤σ1 ≤σ2 ≤ ·· · ≤σM . The numbers σ are called singular values of A. Using
this we now define A+ as the pseudoinverse of A, which is given by

A+ =V Σ+U>

For rank deficient matrix (rank(Σ) = r ), we define a More-Penrose pseudoinverse of Σ as follows

Σ=



σ1

. . .
σr

. . .
0


−→Σ+ =



σ−1
1

. . .
σ−1

r
. . .

0
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14 Lecture 1. Modeling Data: Linear Least Squares

Note: TheMatrix Σ+ has the following properties: rank(Σ) = rank(Σ+) = r , and (Σ+)+ =Σ.
The SVD solution of A~x =~b is given by:

x̄ =V Σ+U>~b (1.6.5)

The columns ofU associated with the non-zero singular values (σi 6= 0) form an orthonormal basis
for the range of A and the columns of V associated with σi = 0 form an orthonormal basis for the
nullspace of A. The singular values σi give the lengths of the principal axes of the hyper-ellipsoid
defined by A~x, when~x lies on the hypersphere ‖x‖2 = 1.

Example 1.6: More-Penrose pseudoinverse

Consider a matrix with dependent rows and columns.

A =


σ1 0 0 0

0 σ2 0 0

0 0 0 0

 , with σ1 > 0,σ2 > 0

Column space is the x, y plane, so projecting~b = [b1,b2,b3]T gives ~p = P~b = [b1,b2,o]T .

Ax̄ = p becomes 
σ1 0 0 0

0 σ2 0 0

0 0 0 0




x̄1

x̄2

x̄3

x̄4

=


b1

b2

0


We conclude that x̄1 = b1/σ1 and x̄2 = b2/σ2. The other two must be zero by the requirement of
minimum length, so:

x̄ =


b1/σ1

b2/σ2

0

0

 or A+~b =


σ−1

1 0 0

0 σ−1
2 0

0 0 0

0 0 0




b1

b2

b3
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Exam checklist

Function fitting vs. interpolation:

• What is a difference between function fitting and interpolation?

• How do we chose between the two?

Linear Least Squares:

• What kind of fitting functions can I use in Linear Least Squares? Can I choose any function?

• What norm do we employ in Least Squares method?

• How does Linear Least Squares solution behaves in the presence of outliers?

• What is a geometrical interpretation of Least Squares solution?

• How do we obtain the normal equations?

• For which special matrices A, can the Linear Least Squares solution be simplified?

• What problems can we encounter when we solve Linear Least Squares with a computer?

• When is the problem Ax = b well or ill-posed?

• What are the QR and SVD decompositions? Why do we use them?

Models, Algorithms and Data: Introduction to computing (Spring 2019)
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Exercises

Question 1

Consider the following two problems:

1. Given 3D data points {xi , yi , zi }, i = 1, . . . , N (N À 3), we wish to find a surface z = f (x, y) =
a +b x + c y such that we approximate zi ≈ f (xi , yi )

2. Given 2D data points {xi , yi }, i = 1, . . . , N (N À 3), we wish to find a Gaussian function y = g (x) =
A exp(−(x −µ)2/σ2) such that we approximate yi ≈ g (xi )

Can we solve the two problems with linear least squares? Motivate your answer. (3 options: we can
solve only problem 1, only problem 2 or both)

Solution: In the sense of linear least squares we can only solve problem 1.

Question 2

Reconsider problem 2 fromquestion 1. What happens if we rewrite it by taking the (natural) logarithm
of g (x): ln(y) = ln[g (x)] = ln(A)− (x −µ)2/σ2

Can we use linear least squares to approximate ln(yi ) ≈ ln[g (xi )]? Motivate your answer. (2 options:
yes or no)

Solution: Yes we can. We do least squares for ln(y) ≈ a x2 +b x + c and given the parameters a,b,c

we can evaluate the 3 unknowns of the Gaussian as follows:

ln[g (x)] =− 1

σ2 x2 + 2µ

σ2 x + ln(A)− µ2

σ2

=⇒ a =− 1

σ2 , b = 2µ

σ2 , c = ln(A)− µ2

σ2

=⇒ σ2 =− 1

a
, µ=− b

2a
, A = exp

(
c − b2

4a

)

Question 3

Reconsider the last question. What error do weminimise if we approximate yi ≈ g (xi ) with the least
squares solution of question 2? Do weminimise∑

i
[

yi − g (xi )
]2? (2 options: yes or no)
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Solution: No, we do not. Weminimise

∑
i

{
ln(yi )− ln[g (xi )]

}2 =∑
i

ln

[
g (xi )

yi

]
2

.

Question 4

Compare the least squares solution of problem1of question 1 (3Ddata) with the least squares solution
of question 2. In both cases wewill end upwith amatrix to invert to solve for the unknown parameters.
Which of the two has the bigger matrix to invert? (2 options: Gaussian, 3D, both same)

Solution: Both will end up in a 3×3 matrix to solve as we have 3 unknowns.

Question 5: Extensions to higher dimensions

Imagine that you were given N data points in 3D ({xi , yi , zi } with i = 1. . . N ), which were roughly
located on a surface (i.e. zi = a xi +b yi +c +ξi , where a,b,c are unknown real values and ξi is a noise
term, which can be imagined as being sampled from a normal distribution). How would you try to
estimate the values a,b,c using the data?

Solution: For Least Squares see exercise set 1 question 2.
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